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Abstract—Biomarkers such as Magnetic Resonance Imaging 

and Electroencephalogram have been used to help diagnose Au-

tism spectrum disorder (ASD). However, the diagnosis needs the 

assist of specialized medical equipment in the hospital or labora-

tory. To diagnose ASD in a more effective and convenient way, in 

this paper, we propose an appearance-based gaze estimation al-

gorithm—AttentionGazeNet, to accurately estimate the subject's 

3D gaze from a raw video. Experimental results show its compet-

itive performance on the MPIIGaze dataset and the improvement 

of 14.7% for static head pose and 46.7% for moving head pose on 

the EYEDIAP dataset compared with the state-of-the-art gaze 

estimation algorithms. After projecting the obtained gaze vector 

onto the screen coordinate, we apply accumulated histogram to 

taking into account both spatial and temporal information of 

estimated gaze-point and head-pose sequences. Finally, classifica-

tion is conducted on our self-collected Autistic Children Video 

Dataset (ACVD), which contains 405 videos from 135 different 

ASD children, 135 typically developing (TD) children in a pri-

mary school, and 135 TD children in a kindergarten. The classi-

fication results on ACVD shows the effectiveness and efficiency of 

our proposed method, with the accuracy 94.8%, the sensitivity 

91.1% and the specificity 96.7% for ASD.  

 

 
Index Terms—Autism Spectrum Disorder (ASD), Deep 

Learning, Attention Mechanism, Gaze Estimation, Autistic Chil-

dren Video Dataset (ACVD) 

 

I. INTRODUCTION 

utism spectrum disorder (ASD), defined by impairments 

in social communication and interaction, alongside repet-

itive behaviors [1], has been one of the most common neuro-

developmental disorders in the world. However, the patho-
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genesis of ASD has not been confirmed yet, and the diagnosis 

usually requires a multidisciplinary team of neurologists, pe-

diatricians, pathologists, and therapists to conduct successive 

surveys and behavioral evaluations, which leads to the diag-

nostic process being complex, expensive and time-consuming 

[2]. According to the latest report of Centers for Disease Con-

trol and Prevention (CDC), the morbidity of ASD in the United 

States is about 1 in 54 [3]. Due to the complex diagnostic pro-

cess and unbalanced clinical resources, a lot of ASD patients 

are overlooked and the morbidity of ASD would actually be 

higher with growing medical conditions. To this end, exploring 

an effective and efficient way to diagnose ASD at an early stage 

is a necessity. 

One way is to analyze the brain biomarkers, such as mag-

netic resonance imaging (MRI) and electroencephalogram 

(EEG), to help explore the internal mechanism of ASD. These 

biomarkers reflect the cerebral activity, but require specialized 

medical equipment in the hospital or laboratory, which restrains 

the diagnosis in some underdeveloped areas. Another way is to 

study atypical gaze patterns in ASD patients, namely, revealing 

the internal mechanism through an analysis of external behav-

iors. It usually uses an eye tracker like Tobii TX300 to record 

the fixation area, and then distinguish ASD and typically de-

veloping (TD) children based on the regions they are interested 

with. This is more convenient but still needs an eye tracker.  

Recently, the study of gaze estimation has offered a better 

idea for ASD diagnosis. Especially, appearance-based gaze 

estimation [6], [10], [41], [42] can directly estimate gaze di-

rection from single-eye images or two separate-eye images 

taken from a common camera. Nevertheless, the estimation 

error is larger than using an eye tracker. Most recently, Zhang et 

al. [12] found that taking the full-size face images as input can 

reduce the estimation error. However, this method may encoder 

some noise since the human eye gaze can be read intuitively 

from a two-eye region.  

Considering the above-mentioned problems and motivated 

by the attention mechanism incorporated in convolutional 

neural network (CNN) [48], [14], we propose AttentionGa-

zeNet to estimate the eye gaze more accurately and robustly 

from raw videos. AttentionGazeNet is a deep neural network 

which takes two-eye images as input and can adapt to the rec-

tangular region of two eyes for gaze estimation. We evaluate its 

performance on three representative gaze datasets, namely 

MPIIGaze [15], UT Multiview [6] and EYEDIAP [15]. The 

experimental results of the within-dataset task show that At-

tentionGazeNet can achieve person-independent and 
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pose-invariant 3D gaze estimation with the error of 4.8° on 

MPIIGaze and 6.4° on EYEDIAP. For the cross-dataset task, 

we train AttentionGazeNet on UT Multiview and test it on the 

other two datasets, and the experimental results demonstrate its 

good generalization ability on different datasets.  

Since AttentionGazeNet allows us to estimate gaze direction 

from raw images or videos, we apply it to our self-collected 

Autistic Children Video Dataset (ACVD) which contains 405 

videos of 405 subjects, including 135 ASD children, 135 typi-

cally developing (TD) children from a primary school and 135 

TD children from a kindergarten. In order to distinguish ASD 

children from TD children, we adopt accumulated histogram to 

take both spatial and temporal information from estimated gaze 

points. By feeding these features to Long Short-Term Memory 

(LSTM), we obtain the classification accuracy of 94.8% (ASD 

vs. TD) with the sensitivity (i.e., true positive rate) of 91.1% 

and the specificity (i.e., true negative rate) of 96.7% on ACVD. 

In summary, the contributions of this paper are as follows: 

1)  As far as we know, it is the first time to apply appear-

ance-based gaze estimation for ASD diagnosis. 

2) We propose AttentionGazeNet for gaze estimation and 

achieve competitive performance compared to the 

state-of-the-art gaze estimation methods on MPIIGaze and 

EYEDIAP datasets. 

3) We adopt accumulated histogram to generate more dis-

criminative features for distinguishing ASD children from TD 

children from raw video data. 

4) We built a new large-scale Autistic Children Video Da-

taset (ACVD), which contains 405 video clips from 405 sub-

jects, including 135 videos of 135 ASD children, 135 videos of 

135 TD children from a primary school (TD primary children) 

and 135 videos of 135 TD children from a kindergarten (TD 

kindergarten children).  

The rest of the paper is organized as follows. Section II 

briefly introduces the related works of ASD diagnosis, ap-

pearance-based gaze estimation and the attention mechanism in 

deep learning. Section III illustrates the proposed gaze estima-

tion method and discriminative features for classification. 

Three representative gaze datasets and our self-collected Au-

tistic Children Video Dataset (ACVD) are presented in Section 

IV. Section V provides the experimental results of gaze esti-

mation, ASD diagnosis and the analysis of gaze estimation 

error on the diagnosis of ASD children. Finally, conclusions 

and future work are given in Section VI.  

II. RELATED WORKS 

In this section, we review related works on ASD diagnosis, 

gaze estimation, and the attention mechanism used in deep 

learning.  

A. ASD Diagnosis 

Autism spectrum disorder (ASD) refers to a group of neu-

rodevelopmental disorders that are closely related to the cere-

bral activity. Early researches [17], [19] focused on biomarkers 

such as electroencephalogram (EEG) and magnetic resonance 

imaging (MRI) that can record the activity or physiological 

structure of brain. EEG has high-temporal resolution, and can 

be used to detect the brain connectivity in different functional 

regions [20]. Oberman [21] found the support for the hypothe-

sis of a dysfunctional mirror neuron system in ASD individuals 

by measuring EEG signals.  

Compared to EEG, MRI has higher-spatial resolution and 

can reflect the change of the brain structure. Priven et al. [23] 

first checked MRI of ASD and typically developing (TD) 

groups, and found increased brain volume in the ASD group. 

Subsequently, it was suggested that brain overgrowth in ASD 

may appear in early childhood [24]. Lately, Hazlett et al. [25] 

studied MRI of 106 infants at high familial risk of ASD and 42 

low-risk infants. It was observed that 15 high-risk infants who 

were diagnosed with ASD at 24 months of age, occurred hy-

perexpansion of the cortical surface area during 6 - 12 months 

and brain volume overgrowth together with the emergence of 

autistic behavior during 12 - 24 months.  

EEG and MRI can help diagnose ASD to some extent. 

However, acquiring these biomarkers needs specific medical 

equipment, which makes the diagnosis inefficient and incon-

venient. For this reason, some researchers tend to find out ex-

ternal features for distinguishing ASD from TD. Among them, 

eye movements encode a wealth of information about attention 

and gaze patterns; hence they may reflect how the brain pro-

cesses visual information. That is, the internal mechanism can 

be studied by external characteristics. Shi et al. [26] found some 

abnormal gaze patterns in ASD children, which are character-

ized by directed attention to eye gaze and impaired joint atten-

tion. Dropped attention to eyes and social scenes was observed 

since 6 months of age in ASD [27], [28], [33]. Based on the 

typical visual attention of ASD, Wang et al. [29] quantized 

visual attention as three levels of features using Support Vector 

Machine (SVM), and found that the ASD group prefers to the 

image center, supporting the evidence of dropped attention to 

faces and social scenes. Jiang and Zhao [2] used a deep neural 

network to automatically learn features of visual attention and 

achieved the classification accuracy of 92% between ASD and 

TD groups by SVM. 

Nevertheless, all of the above-mentioned researches used an 

eye tracker or multimodal cameras for eye tracking that helps 

determine the gaze direction, which is restrained to a lab en-

vironment and cannot be well generalized across different 

scenes.  

B. Appearance-based Gaze Estimation 

Gaze estimation, which obtains the gaze direction from an 

input image, has played an important role in various applica-

tions, such as human-computer interaction [30], visual attention 

detection [31], and emotion analysis [32]. So far, gaze estima-

tion can be mainly divided into model-based and appear-

ance-based methods. Model-based methods build a 3D geo-

metric model of eyes, relying on high-resolution images and 

depth information. By contrast, appearance-based methods can 

predict gaze direction from eye images, which are more flexible 

to be used in unconstrained environments. Hence, we primarily 

introduce the appearance-based methods here. 
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Early researches learned models with a fixed head pose [34], 

which means they could achieve accurate gaze estimation re-

sults for some head poses, but may fail for the others. With the 

development of deep learning techniques in various computer 

vision research areas [8], [35], some progress has been made in 

free head pose conditions [6], [12], [36], [38]. Zhang et al. [10] 

first introduced CNN into gaze estimation and used a single-eye 

image with the head-pose feature as the input, where a mean 

angular error of 6.3° was achieved on the MPIIGaze dataset. 

Instead of using LeNet [39], AlexNet [40] was adopted as the 

CNN architecture in [12], and the mean angular error was re-

duced to 4.8° by using the full-face images as the input. 

Seonwook et al. [41] explored the use of single-eye images, 

where a stacked-hourglass network [42] was adopted to locate 

18 eye-region landmarks which are later used in iterative 

model-fitting and lightweight learning-based gaze estimation 

methods. This approach further reduced the mean angular error 

to 4.6° on MPIIGaze. 

Most of the gaze estimation methods were implemented on 

single-eye images, full-face images or with multimodal inputs, 

only a few studies [5], [13] explored the use of two-eye images 

with traditional machine learning algorithms. In addition, they 

can only estimate gaze direction, e.g., left or right, but cannot 

calculate precise angles. In fact, a two-eye image encodes more 

information than a single-eye image, and is with less noise than 

a full-face image. To this end, our method only uses two-eye 

images as input and takes the advantages of the attention 

mechanism used in CNN, which shows meaningful improve-

ment on the accuracy of gaze estimation. 

C. Attention Mechanism in Deep Learning 

The attention mechanism in neural networks mimics the 

human visual attention system. Auto-encoder [43] can be re-

garded as the original architecture, and then was evolved into 

stacked deep Boltzmann machine (DBM) [44] which contains 

two parts: 1) bottom-up feedforward process that encodes raw 

data into lower-dimensional features 2) top-down reconstruc-

tion process that decodes the lower-dimensional features to 

recover the raw data. Herein, the attention mechanism is in-

cluded in the top-down process.  

Since then, the attention mechanism has been widely used in 

the recurrent neural network (RNN) to tackle sequential tasks 

[46]. Furthermore, plenty of experiments demonstrated that the 

CNN architecture contains this mechanism itself, that is, the 

receptive field which corresponds to the activated units in 

high-level feature maps is closely related to the image classi-

fication task. This characteristic can help the neural network 

locate a region of interest (ROI) and hence it is usually applied 

to image segmentation and object detection [22], [45]. Long et 

al. [48] proposed fully convolutional networks for image seg-

mentation, which first down-sample images by a series of 

convolution and pooling layers, and then up-sample them to the 

original size by the deconvolution layer. Inspired by this, 

Newell et al. [50] proposed stacked hourglass networks, which 

stack several layers that are similar with fully convolutional 

networks [48] for human pose estimation. However, this work 

did not use high-level information to guide the feedforward 

process of CNN. Wang et al. [14] proposed residual attention 

networks by incorporating the information during the feed-

forward process, which was divided into two branches: the 

trunk branch and the mask branch. The trunk branch includes 

the common convolution and pooling layers; whereas the mask 

branch involves the bottom-up and top-down structures. Af-

terwards, the output of two branches was weighted to form an 

attention module. By stacking multiple attention modules, it 

can generate more robust features. 

In appearance-based gaze estimation, the region of eyes is 

the primarily important area where the network should focus on. 

This idea is the same with the attention mechanism, i.e., it needs 

CNN to concentrate more on ROI and produce fine-grained 

feature maps. In this paper, we propose a new gaze estimation 

method based on the structure of the attention mechanism 

proposed in [14], but make some modifications to fit the re-

 
Fig. 1. Overview of our diagnosis paradigms. We use the constrained local neural fields (CLNF) to detect facial landmarks and estimate the head pose. By feeding 

only two-eye image to the attention-based CNN, we can obtain accurate gaze vector. Then, we project the gaze vector to the screen coordinate and fuse them with 

the head pose to generate discriminative features. Finally, it can judge whether the child is with ASD or not through LSTM.  
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gression task and two-eye images as input.  

III. METHODS 

The ASD diagnosis framework proposed in this paper 

mainly includes the following four steps: 1) two-eye image 

normalization which utilizes the facial landmarks and estimates 

the head pose provided by constrained local neural field [51]; 2) 

gaze estimation by our proposed AttentionGazeNet trained on 

UT Multiview and EYEDIAP datasets; 3) projecting the gaze 

vector onto the screen coordinate; 4) integrating all the screen 

coordinates into discriminative features for classification. The 

overview of our diagnosis paradigms is illustrated in Fig. 1.  

A. Image Normalization 

Constrained Local Neural Field (CLNF) [51] is a robust 

model for facial landmark detection. It uses local neural field 

patch expert to learn non-linear and spatial relations between 

the input pixels and the probability of a landmark being aligned. 

It turns to be very effective in poor lighting conditions, which is 

especially suitable for our self-collected ACVD. Through the 

CLNF model, we obtain 2D or 3D facial landmarks to further 

estimate the head pose. Once we get the coordinates of facial 

landmarks, we can crop a two-eye region from the image. 

However, we may get different-size two-eye images due to 

various head poses, unfixed distance and different camera 

parameters. To address this problem, Sugano et al. [6] proposed 

an image normalization procedure which uses the perspective 

warp to transform images into a normalized space with fixed 

distance and camera parameters.  

First, the camera is rotated so that the Z-axis points to the 

center of two eyes. Then, the camera is rotated around the 

Z-axis until the X-axis of the camera and the head coordinate 

system become coplanar. The steps can be formulated as 
cR . 

After that, the Z-axis of the camera is scaled so that the center 

of two eyes is located at a fixed distance d  from the origin of 

the normalized camera coordinate system. Given the 3D point 

h  of the two-eye center in the camera coordinate system, this 

step can be formulated as (1,1, / )S diags d h= , and then the 

integrated conversion matrix 
cM SR=  can be obtained. In this 

way, the rotation matrix R  rotating the head coordinate sys-

tem to the camera coordinate system and the gaze vector g  in 

the camera coordinate system are converted into R̂ MR=  and 

ĝ Mg=  in the normalized space. Finally, given the original 

image I  and a virtual camera parameter 
rC , we obtain the 

normalized image Î  through image transformation 
1

s rW C MC−=  (where 
sC  is the true camera parameter). Fur-

thermore, we transform the gaze vector into the spherical co-

ordinate system ( , )r  =  with 
1 ˆsin ( (2))g −=  and 

1 ˆ ˆtan ( (1) / (3))g g −= . The normalization process is illustrated 

in Fig. 2.  

B. AttentionGazeNet 

Recently, CNN architectures such as AlexNet [40], VGGNet 

[8] and ResNet [35] have achieved the state-of-the-art perfor-

mance in a variety of tasks in computer vision research. In our 

AttentionGazeNet, we embed bottom-up and top-down atten-

tion in the feedforward of different network structures, which 

can mimic a bottom-up fast feedforward process and top-down 

attention feedback in a single feedforward process which en-

sures an end-to-end trainable network.  

We construct AttentionGazeNet by stacking multiple atten-

tion modules together. As shown in Fig. 3, each attention 

module consists of two paths. The upper path is the main 

feedforward path for collecting the global information; the 

lower one is the attention-weighted path that contains the bot-

tom-up / top-down structures to capture the local information. 

To adapt to the input features from different attention modules, 

each bottom-up / top-down structure is designed differently. 

Attention modules 1, 2, and 3 are up / down sampled 1, 2, and 3 

times respectively. The output of the main feedforward path is 

denoted as ( )F I  with input I  and the attention path is de-

noted by ( )A I . Then, the final output of the attention module 

( )M I  is the elementwise multiplication of ( )F I  and ( )A I : 

( ) ( ) ( ) ( )c c c cM I F I F I A I= + •
                          (1) 

where ( )cF I  is the c-th channel of ( )F I , ( )cA I  is the c-th 

channel of ( )A I , and •  is the operation of dot product. 

Fig. 2. Illustration of two-eye image normalization. 

 

 
Fig. 4.  Projecting the gaze vector to the screen coordinate. 
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The attention modules can be adapted to any state-of-the-art 

network structures. For our task, we adopt two classical net-

works as the basic architectures: VGGNet and ResNet, corre-

sponding to AttentionGazeNet-VGG and AttentionGa-

zeNet-Res, respectively. Fig. 3 shows the architecture of At-

tentionGazeNet-Res; for AttentionGazeNet-VGG, we replace 

the residual unit with a 33 convolution layer and only use two 

attention modules. 

 Due to the small size of our input images, we choose Res-

Net-50 as the basic architecture as in [14]. We modify the 

kernel size of the first convolution layer from 77 to 55 to fit 

the small size in and revise the softmax layer to the regression 

layer. Besides, in order to fair compare with the VGGNet used 

in [15] and demonstrate the effectiveness of the introduced 

attention mechanism, we choose VGG-16 as the basic archi-

tecture for AttentionGazeNet-VGG, but adopt the Atten-

tionGazeNet-Res as the final choice.  

Some detailed changes for AttentionGazeNet-VGG are de-

scribed as follows: firstly, in the original VGG-16, the basic 

structure is max pooling after the convolution. However, we do 

not use the max pooling layer in the main feedforward path of 

AttentionGazeNet-VGG, instead, we increase the stride of 

middle convolution layer to 2. The strategy has already been 

used in ResNet and we found it performs better in our experi-

ments. The reason is that max pooling plays a role in keeping 

partial invariance to small translations. However, for the task of 

gaze estimation, gaze direction is closely related to the eyes’ 

positions that the network should know exactly. Particularly, if 

the network cannot detect tiny translations of eyes, the error 

would be larger. Secondly, we use the global average pooling 

layer to substitute the fully connected layer, which can obvi-

ously reduce the number of model parameters and barely in-

fluence the gaze estimation performance.  

The loss term of AttentionGazeNet is defined as: 

2 2
L     = − + −                              (2) 

where  , 
 
are the true label, and   ,  are the estimated 

label.  

C. Screen Coordinate Projecting 

Through AttentionGazeNet, we obtain the estimated gaze 

vector in the normalized space and transform it to the camera 

coordinate system by 
1 ˆ ( , , )x y zg M g g g g−= = . When we collected 

our video dataset ACVD, the camera was placed above the 

computer display screen and the camera center was about 

2OC =  cm from the screen edge. We also adjusted the camera 

angle  (< 20°) to make the children appear in the middle of 

the collected images. The camera position and the center of two 

eyes are shown in Fig. 4. Given the origin of the camera coor-

dinate system as O  and the two-eye center as A , we suppose 

( , , )x y zOA h h h=  be the 3D point of two-eye center in the 

camera coordinate system. Here, g  is a unit vector with its 

orientation corresponding to AB  in Fig. 4, which can be de-

scribed as 

( , , )x y zAB mg mg mg mg= =                         (3) 

and B  is the estimated gaze point. In fact, we cannot obtain 

the accurate B  due to the unknown angle  . However, we 

can deduce that  < < 20° since  < 20°. As OC  is quite a 

small value relative to the screen size, we assume that 

OB OB  and the error is less than 5 mm. To solve this 

problem, we first rotate the camera along its X-axis by   so 

that the Y-axis is parallel to the screen plane, and then we get 

the new coordinate ( , , )x y zOA h h h   =  and the new gaze vector 

( , , )x y zg g g g   =  in the new camera coordinate system. 

Therefore, Eq. (1) can be rewritten as: 

( , , )x y zA B mg mg mg mg     = =                     (4) 

and OB  is calculated as follows: 

( , , )x x y y z zOB OA A B h mg h mg h mg         = + = + + +       (5) 

Considering B  is on the Z-axis and 0z zh mg + = , we have: 

 
 
Fig. 3. The architecture of AttentionGazeNet-Res. Attention modules 1, 2, and 3 are up / down sampled 1, 2, and 3 times respectively. For AttentionGazeNet-VGG, 
we replace the residual unit with 3*3 convolution; furthermore, there are only two attention modules in AttentionGazeNet-VGG. 
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/ zm h g = −                                             (6) 

Here, OB  is obtained by plugging Eq. (4) into Eq. (3). After 

translating the new camera coordinate system to the screen 

coordinate system, we finally get the approximate gaze point 

( , )B x y . 

D. Accumulative Histograms 

We use accumulative histograms to extract the features of 

gaze points and the head pose. First, we sample 5 frames per 

second from a video, as the duration of our collected videos 

ranges from several minutes to about ten minutes. Then, we 

choose 1000 frames corresponding to 3 minutes and 20 seconds, 

which is suitable for most videos. After estimating the gaze 

points frame by frame, a set of screen coordinates 

1 1 2 2 1000 1000(( , ), ( , )..., ( , ))G x y x y x y=  is obtained, where the 

subscript of x  and y  represents the corresponding frame. As 

reported in [26], [27], [28], children with ASD have different 

visual preferences when given the same type of scene images. It 

can be reflected on the area where they look and the fixation 

time on some objects. Containing both spatial and temporal 

information, G is high-dimensional with some redundant in-

formation. To deal with spatial information, we divide the 

screen area into 12 regions with the aspect ratio of 4:3, which is 

relevant to the screen aspect ratio. Fig. 5 shows the divided 

areas with number 1-12. We also add an extra area 0, which 

means the gaze point is out of the screen area or no eyes are 

detected in this frame. To consider the temporal information, 

we use the accumulated histogram to count the number of gaze 

points falling into the 13 areas within a fixed number of frames, 

which is called a volume. That is, the accumulative histogram 

iC  of the i-th volume can be written as: 

0 1 12

1 1 1

( , ,..., )
i i i

i j j j

j j j

C a a a
= = =

=                             (7)  

where 0ja  to 12ja  means the number of gaze points falling into 

the 0-th to 12-th area in the j-th volume, so each element in
iC  

accumulates the number of gaze points in the corresponding 

area in the i volumes. Now, the accumulative histogram in 1000 

frames is: 

1 2( , ,..., ,...)iC C C C=                                     (8) 

The concrete number of elements in C depends on the 

number of frames in a volume. In order to better visualize the 

holistic accumulative histogram between ASD children and TD 

children, we sum over and average all the accumulative histo-

grams for ASD children, TD kindergarten children and TD 

primary children, respectively, as shown in Fig. 6. 

As we can see, the number of gaze points in Area 0 decreases 

gradually from ASD children to TD kindergarten children, 

which indicates that ASD children have the highest level of 

inattention, followed by TD primary children and TD 

kindergarten children. Moreover, the lines representing Area 6 

and Area 7 in the histogram of TD kindergarten children are 

similar with those of ASD children, while the number of gaze 

points in Area 6 is larger than that in Area 7 in the histogram of 

TD primary children. Furthermore, the line representing Area 

11 in the histogram of TD kindergarten children is significantly 

different from that of ASD children and TD primary children. It 

increases rapidly at the beginning, but remains almost un-

changed later. 

Then, we use the same method to process the head pose es-

  
Fig. 5. Three gaze-point samples of ASD children, TD kindergarten children, and TD primary children. We divide the screen plane into 12 areas and found that the 
gaze points of TD primary children is much denser, closely followed by TD kindergarten children, and ASD children become sparse. Actually, we only draw the 

gaze points within the screen. The points out of screen are not displayed here. 

 
Fig. 6. Average accumulative histogram of gaze points for ASD children, TD Kindergarten children, and TD primary children, respectively.  
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timated from the CLNF model. We set a threshold 
05 =  for 

the predicted angle   of pitch, yaw and roll. If   − , it 

means the head turns to the left in yaw or rotates to the left in 

roll or rises in pitch, and we denote the first range as Y-1, R-1 

and P-1 respectively; if   −   , it means the head is stable, 

and we denote the second range as Y-2, R-2 and P-2 respec-

tively; if   , the head moves to the inverse direction in yaw, 

roll and pitch respectively, and we denote the third range as Y-3, 

R-3 and P-3 respectively. The accumulative histogram 
iP , 

iY , 

iR of the head pose in the i-th volume can be written as: 
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where 1jp , 1jy , 1jr  is corresponding to   −   for pitch, 

yaw and roll, respectively in the j-th volume; 2jp , 2jy , 2jr  is 

corresponding to   − ; and 3jp , 3jy , 3jr  is corresponding to 

  . By stacking them, we have the head pose feature in 

1000 frames: 

                               

1 2

1 2

1 2

( , ,..., ,...)

( , ,..., ,...)

( , ,..., ,...)

i

i

i

P P P P

Y Y Y Y

R R R R

=


=
 =

                           (10) 

We also compute the average accumulative histogram for the 

head pose, as shown in Fig. 7. As we can see, the second range 

(P-2, Y-2 and R-2) in TD primary children always dominates. 

This demonstrates that the head pose of TD primary children is 

the most stable, while that of ASD children is the most unstable. 

From the pitch histogram, the frequency of raising or lowering 

head is almost the same in TD primary children, but the fre-

quency of raising head is larger than lowering head in both 

ASD children and TD kindergarten children. From the yaw 

histogram, the head shaking frequency gradually increases 

from ASD children to TD primary children. In addition, TD 

primary children prefer to shake head to the left, but the other 

two classes prefer to the right; especially, the numbers of Y-1, 

Y-2 and Y-3 are most closely in ASD children compared to the 

other two classes. From the roll histogram, TD primary children 

prefer to rotate head to the left, while TD kindergarten children 

show the opposite, but we cannot see any preference in ASD 

children. 

To demonstrate the superiority of accumulative histogram, 

we use non-accumulative histogram for comparison. Take the 

gaze feature as an example, we calculate the non-accumulative 

histogram of the gaze feature in the i-th volume by: 

 
Fig. 7.  Average accumulative histograms of head pose for ASD children, TD Kindergarten children, and TD primary children, respectively. From top to bottom, 

three histograms are in order: accumulative histogram of pitch, accumulative histogram of yaw, and accumulative histogram of roll. 
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0 1 12_ ( , ,..., )i j j jnon C a a a=

                             

(11) 

where 0ja  to 12ja  means the number of gaze points falling into 

the 0-th to 12-th area in the j-th volume. Then, we integrate the 

whole as non-accumulative histograms in 1000 frames: 

1 2_ ( _ , _ ,..., _ ,...)inon C non C non C non C=                         (12) 

E. Long Short-Term Memory (LSTM) 

Long Short-Term Memory (LSTM) [52] is a kind of recur-

rent neural network (RNN), and the difference between them is 

that LSTM adds a “processor” to RNN to judge whether the 

information is useful or not. The structure of this processor is 

called cell. There are three gates in a cell, i.e., the input gate, the 

forget gate, and the output gate. Because of these gates, LSTM 

can handle long-term dependencies and hence is more effective 

for tasks with time-series data, such as speech recognition and 

machine translation.  

Actually, an accumulative histogram is intrinsically a kind of 

nonlinear and dynamic time series, and thus it can be well 

addressed by LSTM. In [9], RNN was used in the diagnosis of 

neurodevelopmental disorders. Firstly, the participant’s gaze 

points were captured and the distribution over the interviewer’s 

face separated into 6 relevant regions of interest, i.e., nose, left 

eye, right eye, mouth, jaw, and outside face, was computed by a 

histogram. Afterwards, RNN was used for classification.  For 

our ASD diagnosis task, we stack all the histograms (i.e. 

C+P+Y+R) along the time dimension, and the input of LSTM 

can be written as:  

_

C

P
input LSTM

Y

R

 
 
 =
 
 
 

                           (13) 

In our experiments, we also test an ensemble method called 

eXtreme Gradient Boosting（XGBoost）[11]. Since it  cannot 

handle multi-features along time dimension like LSTM, we 

concatenate the histograms one by one and the input of 

XGBoost is: 

 _input Ensemble C P Y R=                  (14) 

IV. DATASETS 

In this section, we introduce four datasets for evaluation, i.e., 

UT Multiview [6], MPIIGaze [15], EYEDIAP[16], and our 

self-collected Autistic Children Video Dataset (ACVD). Fig. 8 

shows two-eye sample images cropped from these datasets.  

A. Gaze Datasets 

UT Multiview was collected from 50 subjects. For each 

subject, 160 (gaze directions) × 8 (cameras) images were cap-

tured, together with the 3D positions of visual targets. We use 

the head pose and facial landmarks provided by the dataset to 

extract normalized two-eye images.  

MPIIGaze was collected from 15 subjects in daily scenes, 

containing 1500 left and right eye images. It is a challenging 

dataset since it involves various eye appearance patterns and 

varying illumination. The provided images are gray scale and 

approximately of size 36 × 60. 

EYEDIAP contains low-resolution VGA videos and 

high-resolution HD videos collected from 16 subjects with eye 

images of size 192×168. It consists of sessions with different 

illumination conditions, gaze targets and head motion settings. 

To sum up, each dataset has its specific challenges: UT 

Multiview has various head poses, MPIIGaze includes real 

scenes and illumination changes, and EYEDIAP contains 

low-resolution images and different gaze directions.  

Furthermore, we conduct cross-dataset gaze estimation to 

examine the generalization ability of AttentionGazeNet. Since 

UT Multiview covers the largest area in head-pose and 

gaze-angle spaces compared to EYEDIAP and MPIIGaze, we 

 
Fig. 8. Two-eye sample images (normalized) in four datasets. The sample images in each row of each dataset are from the same subject. Images from (a) and (b) are 

at high-resolution, while (c) and (d) are low-resolution images. 
 

 
Fig. 9.  Example frames of ACVD. From top to bottom, there are frames of 

children with autism from the special education school A, special education 
school B, a primary school and a kindergarten. In order to protect the children 

privacy, the eye area of each child was covered by yellow rectangle. 
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train AttentionGazeNet on UT Multiview and test it on 

EYEDIAP and MPIIGaze, respectively.  

B. Autism Children Video Dataset 

To better study the special gaze mode of autistic children, we 

collected autism children video dataset (ACVD) from a pri-

mary school, a kindergarten and several special schools in 

Beijing, China. It contains 405 videos including 135 videos of 

135 ASD children, 135 videos of 135 TD children from a kin-

dergarten (TD kindergarten children), and 135 videos of 135 

TD children from a primary school (TD primary children). The 

age of the ASD children ranges from 4 to 7 years old; the age of 

the TD kindergarten children ranges from 3 to 5 years old; and 

the age of the TD primary children ranges from 6 to 8 years old. 

As far as we know, ACVD is now the biggest video dataset 

with respect to ASD. The samples of ACVD are presented in 

Fig. 9.  

Children with ASD were previously diagnosed by pediatric 

psychiatrists according to the diagnostic criteria for autism as 

specified in the DSM-IV [18]. All participants provided written 

informed consent and their parents were informed of the whole 

experimental procedure before participation. Children were 

tested individually and seated approximately 60 cm from the 

computer display screen with their mother’s pictures, and their 

head movements were recorded by a common camera. The 

duration of each video ranges from several minutes to about 10 

minutes. Since our dataset contains various head poses and 

low-resolution images (640x480), we first trained Atten-

tionGazeNet on UT Multiview and EYEDIAP, and then di-

rectly apply it to our ACVD. 

V. EXPERIMENTS 

In this section, we provide comprehensive evaluations of our 

method for ASD diagnosis. We first implement within-dataset 

gaze estimation on MPIIGaze and EYEDIAP, respectively. We 

choose MPIIGaze as the baseline dataset since it was collected 

from real scenes, which has the greatest challenge. We test both 

AttentionGazeNet-VGG and AttentionGazeNet-Res on MPI-

IGaze, and choose the better model for the evaluation on 

EYEDIAP and for the cross-dataset task. It is worth noting that, 

to fair compare AttentionGazeNet with the-state-of-the-arts 

[12][15] on MPIIGaze, we obtain two-eye images from the 

same test set by flipping the images that come from the right 

eye. Hence, for each participant, there are 3,000 two-eye im-

ages for evaluation. Afterwards, we perform leave-one-out 

cross-validation on all the participants. Similarly, for 

EYEDIAP, we use all the continuous screen (CS) target with 

VGA videos and split them into two sub-datasets according to 

whether it is a static head or a moving head, and then randomly 

separate each sub-dataset into 5 groups for 5-fold cross valida-

tion as in [15]. Moreover, we conduct cross-dataset gaze esti-

mation to examine the generalization ability of our model. We 

follow the settings in [15] by training AttentionGazeNet on UT 

Multiview and testing it on MPIIGaze and EYEDIAP. This is 

because UT Multiview covers the largest area in head pose and 

gaze angle spaces compared to EYEDIAP and MPIIGaze. 

Finally, we apply the model which has already trained on UT 

Multiview and EYEDIAP to ACVD. In addition, we combine 

different types of features to explore the most discriminative 

ones.  

Before training, we perform data augmentation to improve 

the models’ generalization ability. Since the task of gaze esti-

mation is different from image classification, the gaze vector 

will be changed if we rotate or scale the images. Therefore, we 

only carry out the augmentation on brightness (-63 - 63), con-

trast (0.2 - 1.8), and saturation (0 - 5). We implement the ex-

periments by TensorFlow, using the ADAM optimizer with the 

initial learning rate of 10e-4, L2-regularization of 0.0002 and 

learning rate decay of 0.1 after 15 epochs and 30 epochs, the 

batch size of 64 for both AttentionGazeNet-VGG and Atten-

tionGazeNet-Res. In AttentionGazeNet-VGG, we use the 

dropout ratio of 0.5 instead of batch normalization in the 

training stage. Both networks were trained for 50 epochs on an 

Nvidia GTX 1080TI GPU for each dataset. We use early stop-

ping to prevent overfitting, that is, we stop training when the 

error does not drop in the next 10 epochs.  

A. Within-dataset Gaze Estimation 

To investigate the effect of two-eye images and single-eye 

images, we firstly test the same architecture of VGG used in 

[15]. After training with the same number of iterations, the 

mean errors of different kinds of images on MPIIGaze are 

given in Table I.  

Because we use the random initialization model of VGG 

rather than the pre-trained VGG model used in [15], the error of 

using single-eye images is a little higher than that reported in 

[15]. Nevertheless, two-eye images as input still achieve better 

performance compared to single-eye images under the same 

condition. We also test AttentionGazeNet-VGG on MPIIGaze 

to demonstrate the improvement brought by the attention 

mechanism. After that, we evaluate the performance of Atten-

tionGazeNet-Res and report the comparison results with the 

state of the arts in Table Ⅱ, where “+” means the methods used 

manually annotated facial landmarks rather than detected ones 

in their experiments. 

TABLE I 

MEAN GAZE ESTIMATION ERROR OF DIFFERENT INPUTS OF VGG-16 TRAINED 

ON MPIIGAZE 

Inputs Mean Error 

Single-eye 6.00 

Two-eye 5.50 

 

TABLE Ⅱ 
MEAN GAZE ESTIMATION ERROR OF DIFFERENT METHODS ON MPIIGAZE OR 

MPIIGAZE+ 

Methods Inputs Mean Error 

Vicente et al. [49] Single-eye 5.50 

Zhang et al. [12] Full-face+ 4.80 

Seonwook et al. [41] Single-eye+ 4.60 

AttentionGazeNet-VGG Two-eye 5.20 

AttentionGazeNet-Res Two-eye 4.80 
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As seen from Table Ⅱ, Seonwook et al. [41] obtains the 

lowest mean angular error of 4.60 with manually annotated 

facial landmarks. Nevertheless, our proposed AttentionGa-

zeNet-Res achieves competitive results of 4.80 without manu-

ally annotated facial landmarks, which demonstrates its ro-

bustness. Moreover, the main task in [41] is for eye-region 

landmark localization and it is not an end-to-end method for 

gaze estimation. On the contrary, our model is an end-to-end 

method, which does not need extra designed features for gaze 

estimation. Although the performance of AttentionGa-

zeNet-Res is the same as that of Zhang et al. [12], it requires 

lower-computational cost since our input is only 1/25 size of a 

full face used in [12] and our model is only with 1/2 parameters.  

We further test the AttentionGazeNet-Res on EYEDIAP and 

give the results in Table Ⅲ. As we can see, our method achieves 

the lowest error of 6.40 with static head pose, which signifi-

cantly improves the performance of Seonwook et al. [41] by 

14.7%. For moving head pose, AttentionGazeNet-Res outper-

forms Wang and Ji [36] by 46.7%. It is worth noting that these 

two methods take HD videos as input, while our method uses 

low-resolution VGA videos as input. These can prove that our 

proposed model is able to deal with low-resolution images and 

achieve high accuracy for gaze estimation.  

B. Cross-dataset Gaze Estimation 

To evaluate the generalization ability of our method, we 

conduct cross-dataset gaze estimation. We train AttentionGa-

zeNet-Res on UT Multiview and test it on MPIIGaze and 

EYEDIAP, respectively. Table Ⅳ shows the mean angular 

error of different methods.  

Although Seonwook et al. [41] outperforms our method on 

MPIIGaze, they used synthesized single-eye images by the 3D 

model from UT Multiview, which resulted in 150k images in 

their training data. However, we do not have synthesized 

two-eye images, and the number of two-eye images is only 64k 

in total for training. On EYEDIAP, we achieve better perfor-

mance than Seonwook et al. [41]. The error is relatively large, 

the reason may be the low-resolution in EYEDIAP. Due to that, 

AttentionGazeNet-Res is trained on both UT Multiview and 

EYEDIAP before applying to ACVD.  

C. ASD Diagnosis through Raw Videos 

Here, we test the proposed method for diagnosing ASD on 

our self-collected video dataset ACVD which contains 405 

videos including 135 videos of 135 ASD children, 135 videos 

of 135 TD kindergarten children, and 135 videos of 135 TD 

primary children. First of all, we sample 5 frames per second 

from each video, and use CLNF to detect six facial landmarks 

(the corners of two eyes and the mouth) and estimate the head 

pose for each frame. Then, we use the detected landmarks to 

extract two-eye images and proceed image normalization. 

Through the well-trained AttentionGazeNet and screen coor-

dinate projection, we obtain the predicted gaze points and the 

head pose. Finally, we apply accumulative histogram to these 

two features, and then feed the histograms to classifiers. For 

comparison, we adopt XGBoost (the ensemble method) and 

LSTM (the deep learning method).  

First, we test the classification performance in the 

two-category case, i.e., ASD children vs. TD children (in-

cluding both TD kindergarten children and TD primary chil-

dren). Here, we only use XGBoost for classification based on 

non-accumulative histogram (Non-Ac) and accumulative his-

togram (Ac), respectively, with the combination of different 

features. The results are given in Table Ⅴ. The performance 

using accumulative histogram which contains temporal infor-

mation across all volumes outperforms that using 

non-accumulative histogram computed individually for each 

volume. That is, each volume not only reflects the current dis-

tribution but also preserves the previous distribution of gaze 

points or head pose. Hence, we use accumulative histogram in 

the subsequent experiments.  

Then, we compare the classification performance in the 

two-category case with that in the three-category case, i.e., TD 

primary children, TD kindergarten children, and ASD children. 

The comparison results are shown in Table Ⅵ. 

Although the accuracy in the three-category case is 87.9%, 

which is one percent lower than in the two-category case, the 

precision and recall in the three-category case are 82.7% and 

88%, respectively, while the precision and recall in the 

two-category case are 87% and 79%, respectively. That is, 

precision and recall are more unbalanced in the two-category 

case, and the low recall indicates that more ASD children are 

not recognized by the classifier. The accuracy in the 

TABLE Ⅲ 
MEAN GAZE ESTIMATION ERROR OF DIFFERENT METHODS ON EYEDIAP 

Methods Static Head Moving Head 

Vicente et al. [49] 22.20 28.30 (H) 

Wood et al. [4] 21.50 22.20 (H) 

Wang and Ji [36]  17.30 16.50 (H) 

Seonwook et al. [41] 7.50 ~ 

Ours 6.40 8.80 (V) 

‘H’ refers to HD videos and ‘V’ refers to VGA videos. 

 

TABLE Ⅳ 
MEAN GAZE ESTIMATION ERROR FOR CROSS-DATASET EVALUATION WITH 

DIFFERENT METHODS 

Methods MPIIGaze EYEDIAP 

Seonwook et al. [41] 8.30 26.60 

Ours 13.20 25.80 

 

 

TABLE Ⅴ 

ACCURACY OF DIFFERENT METHODS WITH TWO-CATEGORY CASE IN ACVD 

Methods C C+P C+Y C+R C+Y+P+R 

Non-Ac 76.8% 80.7% 83.2% 81.7% 84.2% 

Ac 81.7% 85.9% 87.7% 84.7% 88.9% 

Non-Ac refers to non-accumulative histogram and Ac refers to accumulative 

histogram. 

TABLE Ⅵ 

ACCURACY OF DIFFERENT CASES ON ACVD 

Methods C C+P C+Y C+R C+Y+P+R 

Tw-Case 81.7% 85.9% 87.7% 84.7% 88.9% 

Th-Case 81.0% 83.7% 86.7% 85.9% 87.9% 

Tw-Case refers to the two-category case and Th-Case refers to the 

three-category case. 
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three-category case is the rate of correctly classified ASD 

children, TD primary children, and TD kindergarten children. 

In fact, we do not care about the misclassifications that the TD 

primary children are wrongly classified as TD kindergarten 

children and vice versa, because they all belong to the TD class. 

Hence, the three-category case forces the classifier to find a 

more precise decision boundary for ASD children and TD 

children. As a result, when we take the classification problem 

as a two-category case, the accuracy reaches 89.9%, which 

outperforms 88.9% in the two-category case, as shown in Table 

Ⅵ.  

Finally, to investigate the effectiveness of LSTM, we con-

duct comparison experiments using XGBoost and LSTM in the 

three-category case. The results are given in Table Ⅶ. 

As we can see, LSTM outperforms XGBoost when com-

bining the gaze-point histogram with different head pose his-

tograms. We achieve the best accuracy of 93.1% when inte-

grating all features. While considering the two-category case, 

the accuracy increases to 94.8%, with the sensitivity of 91.1% 

and specificity of 96.7% for ASD children. Besides, based on 

the results from Table Ⅴ to Table Ⅶ, we find the yaw feature 

improves the accuracy most among three head pose features 

(pitch, yaw and roll). This demonstrates the yaw feature plays 

the most important role among them. In the end, we give the 

confusion matrix of using LSTM in the three-category case for 

diagnosing ASD in Fig. 10.  

D. The Effect of Gaze Estimation Error 

Appearance-based gaze estimation outperforms commercial 

eye tracking devices for its convenience, but it still has some 

shortcomings. For example, its performance can be affected by 

large illumination changes. Besides, it needs to be implemented 

in a quiet environment without many persons. If several per-

sons appear in a video at the same time, the estimated gaze is 

not necessarily corresponding to the subject. In our 

self-collected ACVD, videos were collected in difference en-

vironments and with varying illumination conditions, which 

brings challenges for gaze estimation. 

Therefore, it is necessary to analyze the effect of gaze esti-

mation error on the diagnosis of ASD children. Here, we 

compare the performance of our AttentionGazeNet with that of 

Zhang et al. [12], which is also an appearance-based gaze es-

timation method. During the test, the data pre-processing 

method, the number of epochs, the initial learning rate, etc., are 

all consistent. Table Ⅷ presents the comparison results. First, 

we conduct cross-dataset experiments using AttentionGazeNet 

and Zhang et al. [12], which is tested on EYEDIAP after 

training on MPIIGaze and tested on MPIIGaze after training on 

EYEDIAP, respectively. As we can see, the performance of 

these two methods is worse when trained on MPIIGaze and 

then tested on EYEDIAP. The reason for this is the image 

resolution in EYEDIAP is lower than that of MPIIGaze. Since 

the UT Multiview dataset does not contain full-face images, to 

make a fair comparison, we use the two methods to predict the 

gaze on our self-collected ACVD after training on MPIIGaze, 

EYEDIAP, and MPIIGaze and EYEDIAP, respectively. Then, 

we extract the features for classification. In most cases, the 

performance of AttentionGazeNet is better than that of Zhang 

et al. [12], i.e., 91.3% vs. 90.8% and 93.8% vs. 92.3%. Nev-

ertheless, it can be found that the selection of pre-training da-

tasets is also very important. Therefore, we believe that with the 

development of gaze estimation algorithms, the performance of 

our proposed framework for ASD diagnosis could be further 

improved.  

Since the gaze estimation error leads to the deviation of the 

coordinate points projected on the screen, we add Gaussian 

noise to the coordinate points and use signal-to-noise ratios 

(SNR) to evaluate the influence of the gaze estimation error. 

For simplicity, we test 48 different SNR by using XGBoost as 

the classification method. Also, we evaluate the performance of 

using the gaze feature (C) and the fused features (C+Y+P+R). 

The experimental results are presented in Fig. 11. We can find 

that when the SNR is less than 0.01, the noise has little effect on 

the diagnosis results, which shows that a small gaze estimation 

TABLE Ⅶ 

ACCURACY OF DIFFERENT METHODS WITH THREE-CATEGORY CASE IN ACVD 

Methods C C+P C+Y C+R C+Y+P+R 

XGBoost 81.0% 83.7% 86.7% 85.9% 87.9% 

LSTM 78.5% 84.4% 88.9% 86.4% 93.1% 

 

TABLE Ⅷ 

ACCURACY OF ASD CHILDREN DIAGNOSIS BY DIFFERENT GAZE ESTIMATION METHODS 

Test Datasets MPIIGaze (degree) EYEDIAP (degree) ACVD (accuracy) 

Train Datasets Zhang et al. [12]  AttentionGazeNet  Zhang et al. [12]  AttentionGazeNet  Zhang et al. [12]  AttentionGazeNet  

MPIIGaze ~ 23.40  27.50 88.1%  86.4% 

EYEDIAP 18.20  15.10 ~ 90.8%  91.3% 

MPIIGaze and EYEDIAP ~ ~ 92.3%  93.8% 

 

 
Fig. 10.  Confusion matrix of classification. 

  

Methods 
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error does not have a great impact on the diagnosis accuracy. 

When the SNR is between 0.01 and 0.2, the diagnosis accuracy 

is greatly dropped, which means that a larger gaze estimation 

error has more impact on the diagnosis accuracy. When the 

SNR is greater than 0.2, the accuracy of diagnosing ASD chil-

dren is very low but the trend does not change much, indicating 

that at this time, the Gaussian noise has completely interfered 

the diagnosis accuracy, which also shows that the gaze feature 

at this time does not play a key role in the diagnosis of ASD 

children. This experiment shows that when the gaze estimation 

error is large to a certain extent, the gaze feature does not play 

an important role in the diagnosis of ASD children. 

Based on the experimental results above, it can be seen that 

gaze estimation error influences a lot on the accuracy of diag-

nosing ASD children. However, what causes a large gaze es-

timation error? We believe there are several reasons. First, our 

self-collected ACVD is full of challenges. For example, each 

video is of low-resolution (640x480), with background clutter, 

occlusion, illumination changes, and various head poses, all of 

which will bring gaze estimation error. Second, the generali-

zation ability of some appearance-based gaze estimation algo-

rithms is not good enough. They perform well on public gaze 

datasets, but their performance on more complex ACVD is not 

so satisfactory. On the contrary, AttentionGazeNet has proved 

its good generalization ability through cross-dataset gaze es-

timation experiments. In addition, errors in projecting gaze 

vectors onto the screen coordinates system also affect the di-

agnosis accuracy, since they cause deviations in the coordinate 

points projected on the screen. Therefore, for the task of ASD 

diagnosis in ACVD, how to preprocess complex videos, how to 

design a good gaze estimation algorithm, and how to project the 

gaze vector onto the screen coordinate system remain chal-

lenging. 

VI. CONCLUSIONS AND FUTURE WORK 

In this paper, we propose a novel, convenient and effective 

method based on gaze estimation for diagnosing ASD directly 

from raw videos. Firstly, we propose AttentionGazeNet for 

gaze estimation, which incorporates the attention mechanism 

and contains several bottom-up and top-down structures (i.e., 

attention modules). It achieves competitive results on the 

MPIIGaze dataset and surpasses the state-of-the-art on the 

EYEDIAP dataset. After that, we adopt the method of accu-

mulated histogram, which utilizes the spatial and temporal 

information of estimated gaze points to generate more dis-

criminative features for classification. Furthermore, we col-

lected Autistic Children Video Dataset (ACVD), which con-

tains 405 videos including 135 videos of 135 ASD children, 

135 videos of 135 TD kindergarten children, and 135 videos of 

135 TD primary children. Experimental results show the 

highest accuracy of distinguishing ASD children from TD 

children is 94.8%, the sensitivity is 91.1% and the specificity is 

96.7% for ASD children, which demonstrates the effectiveness 

of our method on ACVD.  

In future, we will consider to analyze facial expression and 

abnormal behaviors of ASD children in indoor and outdoor 

environments when they interact with others. Therefore, we 

need to collect multimodal data with different sensors for 

emotion recognition and action recognition. Moreover, we will 

consider to adopt some cutting-edge facial landmark detection 

methods [7]. We believe ASD diagnosis can be more accurate 

when combining multimodal data with well-constructed deep 

learning models. 
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