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Visuals to Text : A Comprehensive Review on
Automatic Image Captioning
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Abstract—Image captioning refers to automatic generation of
descriptive texts according to the visual content of images. It is a
technique integrating multiple disciplines including the computer
vision (CV), natural language processing (NLP) and artificial in-
telligence. In recent years, substantial research efforts have been
devoted to generate image caption with impressive progress. To
summarize the recent advances in image captioning, we present
a comprehensive review on image captioning, covering both
traditional methods and recent deep learning-based techniques.
Specifically, we first briefly review the early traditional works
based on the retrieval and template. Then deep learning-based
image captioning researches are focused, which is categorized
into the encoder-decoder framework, attention mechanism and
training strategies on the basis of model structures and training
manners for a detailed introduction. After that, we summarize the
publicly available datasets, evaluation metrics and these proposed
for specific requirements, and then compare the state of the art
methods on the MS COCO dataset. Finally, we provide some
discussions on open challenges and future research directions.

Index Terms—Image captioning, Encoder-decoder framework,
Attention mechanism, Training strategies, Artificial intelligence,
Multi-modal understanding.

I. INTRODUCTION

Given an image, it is natural for humans to quickly un-
derstand and give textual description of it while it is not
an easy task for machines. The technique for machines to
automatically generate textual description of images is called
image captioning, which has received increasing attention
in the field of multimedia, computer vision and artificial
intelligence. As an important part of machine learning, image
captioning has a wide range of practical applications. Several
Android applications have been developed based on the image
captioning models [1] to help the visually impaired to retrieve
information, to navigate routes, and even to get the sense
of their environment. Advanced captioning models are also
imbedded in the intelligent robot system to help the robot
gain better visual understanding. In brief, image captioning
enhances the machine’s ability of multi-modal information
understanding and is widely used in different areas such as im-
age analysis and retrieval [2–4], human-robot interactions [5],
intelligence education [6] and intelligent blind guidance [7].

The goal of the image captioning is to generate textual
description for the visual content of an image, which needs
to be linguistically comprehensible, syntactically correct and
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semantically corresponding to the image content. It integrates
techniques from multiple fields such as computer vision (CV)
and natural language processing (NLP) focusing on mapping
the semantics of visuals to texts. This not only needs to
detect and identify objects in the image but also have a deep
understanding of the semantic content of images including
the scene location, object properties and their interactions.
Determining the existence, properties, and relationships of
objects in an image is not a simple task. To describe the
information in a grammatically correct sentence makes the task
more difficult. Even, cross modal information communication
relies heavily on natural language description, whether it’s
written or spoken. This is a challenging task, and is receiving
more and more attention in recent years.

The evolution of automatic image captioning is shown in
Fig. 1. In the beginning, image captioning is attempted to
generate simple sentences for images taken under specific
scenes [8, 9], for example, to generate a brief description of
human activities in a fixed office environment. Apparently,
such methods are severely restricted by the scene where the
image is taken from, far from describing images from our life.
Subsequent studies are dedicated to generate descriptions for
images taken from various environmental scenes [10–12], and
early works mainly follow two traditional approaches based
on retrieval and template. Retrieval-based methods retrieve
sentences from the prepared image-caption database for given
images [13–15], and template-based methods fill semantic
words or phrases detected from visual features into the given
template [16–18]. The former relies on existing annotations in
the training set, while the latter relies on predesigned language
structures. However, both types of methods are not flexible
enough.

Benefited from recent advances in deep neural net-
works [19–24], powerful deep neural networks provide effec-
tive solutions to visual and language cross-modal modeling,
which are also used to boost existing systems and design
countless new approaches. Image captioning based on deep
learning has become the focus of research [25–30]. From
the first deep learning-based work [31] adopting a Convolu-
tional Neural Network (CNN) extract visual representation and
feeding it in Recurrent Neural Networks (RNNs) to obtain
a sequence, methods have been enriched with the object
region features [29, 32–34], semantic relation features [35–
37], attention mechanisms [25, 38, 39], reinforcement learning
strategies [28, 40, 41], up to the breakthroughs of self-
attention to Transformer [30, 42] and vision-and-language pre-
training approaches [43, 44], as shown in Fig. 2. These efforts
aim to find the most effective pipeline to create connections
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Fig. 1. The evolution of image captioning. According to the scenario, image captioning can be divided into two stages. Here, we mainly focus on generating
caption for generic real life image after 2011. Before 2014, it relies on traditional methods based on retrieval and template. After 2014, various variations
based on deep learning technologies have became benchmark approaches, and have got state of the art results.

Fig. 2. Overview of the deep learning-based image captioning and a simple taxonomy of the most relevant approaches. The encoder-decoder framework is
the backbone of the deep learning captioning models. Better visual coding, language decoding technologies, the introduction of various innovative attention
mechanisms and training strategies all bring a positive impact on captioning insofar.

between visual semantics and textual elements, and map the
visual content of an image into a sequence of words while
maintaining its understandability. Existing methods based on
deep learning have tackled the image captioning problem, and
have demonstrated state-of-the-art results.

In this paper, we provide a holistic overview of the image
captioning models developed in the last ten year. We review
the work of the main track image captioning methods, espe-
cially those focusing on images taken from real life. More-
over, we mainly focus on deep learning-based methods, and
develop a taxonomy of the encoder-decoder framework, at-

tention mechanism and training strategies according to model
structures and training manners. Furthermore, we summarize
the datasets used in image captioning, from domain-generic to
domain-specific benchmarks, as well as the standard and non-
standard metrics adopted for performance evaluation, which
can capture different aspects of the produced caption quality.
To conclude, we give a discussion of open challenges and
suggest future directions.

The organization of the paper is as follows. In Section II,
we review retrieve-based and template-based approaches re-
spectively. In Section III, the deep neural network-based
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methods are introduced in particular. In this section, we
divide the deep neural network-based image caption methods
into several subclasses, and discuss classic methods in each
subclass respectively. The results of most advanced methods
are compared on the benchmark dataset in Section IV. After
that, we look into the future research directions of the image
captioning in Section V. In Section VI, we give a conclusion.

II. TRADITIONAL METHODS FOR IMAGE CAPTIONING

In the early days of computer vision, the computer is
used to imitate the human visual system and to tell what it
was seeing. Subsequently, further efforts are made to learn
more about the human visual cognition ability, so computers
can describe what they see in simple natural language. The
task of image captioning appears, early researchers mainly
leverage retrieval-based and template-based methods to enable
a computer with the visual learning ability to generate a fluent
and understandable sentence for the given image.

A. Retrieval-based Image Captioning

The main idea of the retrieval-based image captioning is
to store a large number of image-caption pairs in a corpus.
It first searches out images with visually similar to the input
image in the query corpus through similarity comparison. The
best annotation caption from the corresponding candidates of
retrieved images is selected as the caption of given image. The
flow chart as shown in Fig. 31. Captions generated by these
methods can be a sentence that already exists in the corpus,
or a sentence composed of retrieved sentences.

In the beginning, assuming that for the given image, there
is always a similar image in the database, so the computer
can directly use annotation of the retrieved image as the
description of the given image [45–49]. Farhadi et al. [45]
use the nearest neighbor rule to select the candidate image.
It then matches corresponding sentences with the Tree-F1
rule to output the closest sentence. Tree-F1 is a measure that
reflects two important interacting components, accuracy and
specificity. Vicente et al. [46] find the most similar matching
image by calculating the global similarity between the given
image and the image in the database, and transfer the caption
of the matched image. Socher et al. [47] focus on actions
and subjects based on the word order and syntactic details
to retrieve the images described by these sentences. Those
methods do not consider the effect of noise. Subsequently, to
reduce the impact of visual estimation noise, Mason et al. [48]
propose a nonparametric density estimation technique, which
estimates the word probability density from annotations of
the retrieved image, and select the sentence with the highest
probability for the given image. And Sun et al. [49] filter text
terms based on visual discrimination, group them into concepts
according visual and semantic similarities, and then use bi-
directional retrieval to output caption.

Above assumption is difficult to realize in practical appli-
cation. Therefore, in other retrieval-based image captioning
methods, a new output sentence is formed by simple pro-
cessing of retrieved sentences [13, 14, 50, 51]. The typical

1We use the Flick8k dataset as the query corpus in this demo.

operation is that extracting a list of expressive phrases from
existing annotations according to image similarity, then gener-
ating new sentences for the given image by combining relevant
phrases elements selectively [13, 50]. Different from the above
method, Hodosh et al. [14] propose a ranking-based method
to establish a joint expression space by constructing sequence
cores and capturing the core of semantic similarity. Devlin et
al. [51] first find a set of k-nearest neighbor (k-NN) images
in the training dataset, and then returns the consensus caption
from the set of candidate captions describing the set of k-NN
images.

In essence, the retrieval-based methods generate the descrip-
tion of the given image by choosing the most semantically
similar sentences or phrases from the database. The generated
captions are usually syntactically correct, fluency in express-
ing, and close to natural language. However, there are also
obvious disadvantages, such as over-reliance on annotations
database, which lead to the generated sentences keeping the
same syntax expression and expression style with it. It also
restricts the image caption to existing sentences or phrases that
cannot accommodate new objects or scenes. In some cases, the
generated captions may even have nothing to do with the given
image.

B. Template-based Image Captioning

The template-based image captioning can be regarded as a
process of syntactic and semantic constraints. Typically, it is
a data-driven model, which predefines syntax rules. It detects
and extracts related elements such as objects, actions, scenes,
relationships and transfers them in semantic representation to
predict language labels, then fills the labels in the predefined
template to generate captions [15, 45, 52, 53]. The flow path
is shown in Fig. 4. The template-based methods can ensure
that the grammar of the sentences is correct.

Most of the early template-based captioning techniques
extract a single word from the given image [17, 45, 54]. The
predicted words, such as subjects, predicates, and prepositions,
are then linked to generating descriptions. On the first try,
Farhadi et al. [45] use Support Vector Machine (SVM) to
detect three elements (objects, actions and scenes) as a single
semantic word to describe the image. Yang et al. [17] predict
the optimal quadruplet (Nouns-Verbs-Scenes-Prepositions) via
the Hidden Markov Model (HMM) [55] to fill the template.
Krishnamoorthy et al. [54] use the Subject-Verb-Object (SVO)
model to combine the output of the most advanced object and
action detector with real world knowledge, to gain the best
(𝑠𝑢𝑏 𝑗𝑒𝑐𝑡, 𝑎𝑐𝑡𝑖𝑜𝑛, 𝑜𝑏 𝑗𝑒𝑐𝑡). Kulkarni et al. [15] propose to use
Conditional Random Fields (CRF) to extract closest words
which can be used to describe the image from a large visual
annotations database. Xu et al. [52] introduce a dependency-
tree structure to embed sentences into a continuous vector
space. These methods can preserve the visually grounded
meaning and word order.

A phrase carries a larger chunk of information than a single
word. Phrase-based sentences tend to be more descriptive than
word-based. In template-based image captioning, researchers
also try to use phrases to fill templates for generating more
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descriptive sentences [10, 53, 56]. Li et al. [10] extract
phrase-level semantic of objects, attributes and spatial relations
based on web-scale n-gram data. Lebret et al. [53] train a
purely bilinear model to infer phrases for producing relevant
descriptions. Ushiku et al. [56] extract continuous words from
the training sentences as phrases, then map image features
and these phrases into the same shared subspace for phrases
selection. Besides descriptive, phrase-based templates have a
great improvement on the syntax.

The template-based captioning models can produce syn-
tactically correct sentences. The descriptions are generally
more consistent with the image content than the retrieve-
based models. Nonetheless, they are highly dependent on the
predefined template. Generally, the template is fixed, the length
of generated captions is immutable, and the description content
is relatively simple. In addition, the method needs to annotate
a lot of objects, attributes and relationships of the image,
which make it deal with large-scale data stiffly, and cannot
be applicable to images of all fields.

III. DEEP LEARNING METHODS FOR IMAGE CAPTIONING

Recently, deep learning methods have made great progress
in CV and NLP [4, 43, 57], and they have been widely used in
the image captioning. Deep learning methods can directly map
images to texts according a large dataset, and generate accurate
description sentences. Inspired by neural machine translation,
deep learning-based image captioning can also be understood
as a probability distribution problem. Given an image 𝐼, and its
corresponding annotations marked as 𝑆, 𝑆 = (𝑆1, 𝑆2, ..., 𝑆𝑛),
𝑆𝑖 represents the 𝑖-th word of the sentence. Automatic image
captioning can be decomposed into two sub-tasks [26]. The
first one is to train the cross-modal semantic transfer model,
defined as \. For the given image, the probability of converting
it to a text sequence 𝑆 can be expressed as:

𝑃(𝑆 |V; \) =
𝑁∏
𝑡=0

𝑃(𝑆𝑡 |𝑆1, 𝑆2, ..., 𝑆𝑡−1,V; \) (1)

The problem of generating text sentences can be
transformed into conditional probability modeling
𝑃(𝑆𝑡 |𝑆1, 𝑆2, ..., 𝑆𝑡−1,V; \) via decomposing it into a
multiplication form. Then the logarithm likelihood function
can be obtained:

log 𝑃(𝑆 |V; \) =
𝑁∑︁
𝑡=0

log 𝑃(𝑆𝑡 |𝑆1, 𝑆2, ..., 𝑆𝑡−1,V; \) (2)

The final goal of the transfer model is to obtain the maximum
logarithmic likelihood sum of all samples:

\∗ = arg max︸   ︷︷   ︸
\

∑︁
(𝐼,𝑆)

log 𝑃(𝑆 |V; \)
(3)

where (𝐼, 𝑆) is the image-annotation pairs, and V is the fea-
ture representation of 𝐼. The method of maximum likelihood
estimation can obtain the empirical risk minimization result of
logarithmic loss function at the same time. The second subtask
is to analyse the generation process of corresponding captions.

The most likely sequence of output sentence 𝑆
′

is inferred
according to the input image:

𝑆
′
= arg max︸   ︷︷   ︸

\

∑︁
𝑆

𝑃(𝑆 |V; \∗)
(4)

Since each position has an entire vocabulary of words as
candidates, the size of the word search increases exponentially
with the length of the sequence. It is not feasible to compute
the probabilities of all sequences and then select the sequence
with the highest probability. In practice, the beam search
is needed to reduce the search space. The detailed training,
verification and testing procedures are shown in Fig. 5.

Benefiting from the encoder-decoder framework, deep
learning-based methods work in a simple end-to-end manner
training as Fig. 2, while they focus on different priorities. In
this section, we review such models, divide them into sev-
eral subcategories based on the encoder-decoder framework,
attention mechanism, and training strategy, and then introduce
and discuss each subcategory separately. The overall technical
diagram of deep learning-based image captioning methods is
shown in Fig. 6.

A. The Encoder-Decoder Framework

The encoder-decoder framework is the basis of the deep
learning captioning models. Inspired by neural machine trans-
lation, Vinyals al et. [26] first propose the Neural Image
Caption (NIC) generator, a CNN-LSTM model to generate
captions, which is the first work to introduce the encoder-
decoder framework into image captioning. The NIC represents
the image captioning as a translation problem, where images
are regarded as the input and sentences as the output. It serves
as the basis for subsequent improvements and a baseline model
for performance comparison between models. Generally, CNN
with convolution layer, pooling layer and full connection
layer is used as the encoder to obtain image features repre-
sented as fixed length vectors through matrix transformation.
RNN/LSTM is used as a decoder to decode visual features
to iteratively generate descriptive text sequences. To generate
a more human-like sentence, researchers have made many
innovative improvements based on the basic framework. In
this part, we will summarize these developmental works from
the perspective of visual encoding and language decoding
respectively.

1) Visual Encoding: The first challenge of the image cap-
tioning pipeline is that the encoder can learn and provide an
effective representation of the visual content. The current vi-
sual representation learning methods can be divided into three
categories: convolutional representation learning (global or
region image feature) as shown in Fig. 7 and Fig. 8, graph
representation learning (visual relationships) as shown in
Fig. 9, and attention representation learning (intra-modal
interaction). Here, we mainly share the related work of the
three categories of visual representation learning. More details
of the attention mechanism will be introduced in the next part.
Convolutional Representation Learning:

Global grid convolutional features are employed in a large
variety of image captioning models [12, 58–60]. In the
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Fig. 7. Comparison of global grid features and visual region features. Global
grid features correspond to a uniform grid of equally-sized image regions
(left). Region features correspond to objects and other salient image regions
(right).

NIC [26], the last fully connected layer of GoogleNet is
activated to extract high-level and fixed-size representations
of visual features, which are then used as a conditional
element of the Long Short-Term Memory (LSTM) module
to generate a sentence. Different from NIC, Xu et al. [25]
use the output of underlying convolutional layers instead of

the final fully connected layer output as the image feature
vector. Other methods [11, 12, 61] directly extract activation
information from the last pooling layer of ResNet-101/152
pre-trained by ImageNet as its image features, which can
improve the generalization of the model. For better encoding
visual contents, improved CNN models have been widely used.
Donahue et al. [62] add a Long-term Recurrent Convolutional
Networks (LRCN) module after the first two fully connected
layers to handle the variable-length visual input. Wu et al. [58]
and Zhang et al. [63] obtain global grid features through
pre-trained CNN, while learning explicit representation of
high-level attributes to guide more accurate captions. Mao
et al. [64] connect a multimodal component after the feature
layer to merge the visual and language information, which
can strengthen the visual-language association. The global
grid representations cover all the content of a given image
in a uniform division. However, the uniformly fragmented
embedding treats all significant and non-significant objects and
regions equally, which makes it difficult to generate specific
and accurate description.

To have a deeper understanding of the images through
fine grained analysis and even multiple steps of reasoning,
encoding visual features of significant regions has become
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Fig. 8. Two main ways for CNN to encode visual features. The upper one, the
global grid features of image are embedded in a feature vector; the bottom one,
fine-grained features of salient objects or regions are embedded in different
region vectors.

Fig. 9. The framework of graph representation Learning. 𝑒𝑖 is a set of directed
edges that represent relationships between objects, and 𝑎𝑖 , 𝑜𝑖 are nodes, which
represent attributes and objects respectively.

a mainstream direction. Karpathy et al. [32] and Fang et
al. [65] use sub-region of images rather than the full images to
reason sentences. Anderson et al. [29, 66] leverage the Faster
RCNN [67] to obtain object regions and other salient image
regions. Subsequently, based on the Faster RCNN detector,
more and more approaches are proposed to encode salient
visual regions to obtain high-level semantic information. Datta
et al. [68] learn the potential correspondences between regions-
of-interest (RoIs) and phrases in captions, and use matched
RoIs as the discriminative condition. To learn the knowledge
from external unpaired images and texts, Chen et al. [69]
extract regional features from images and classify them using
Multiple Instance Learning (MIL). Kim et al. [70] encode
the reginal features of union, subject and object through a
Region Proposal Network (RPN) [67] in dense relational
image captioning. Yang et al. [71] use an object’ spatial
coherence integration method to concatenate raw visual fea-
tures of every two overlapping objects. These regional feature
encoding methods successfully solve the problem of fine-
grained information learning in visual feature encoding.

Except for learning visual representation in terms of global
grid or salient region features, these convolutional methods
also attempt to detect semantic concepts from image regions,
and then encode them into high-level representations. Al-
though great progress has been made, most of approaches only
dealt with entity regions alone without considering interactions
between different regions. This makes it deficient in acquiring
the topological structure and paired relationships.
Graph Representation Learning:

Fig. 10. The Singe-Layer LSTM strategy for language modeling. (a) Unidi-
rection Single-Layer LSTM model and (b) Bidirection Single-Layer LSTM
model, which conditioned on the visual feature.

To further improve the visual relationship and entity struc-
ture encoding, many researchers use scene graph to extract
high-level semantics and visual relationships, and then utilize
the Graph Convolutional Network (GCN) [72, 73] to learn
graph representations. Scene graph represents an abstraction of
salient objects and their complex relationships, which provides
rich structured semantic information of an image. Specifically,
it extracts the high-level semantic such as objects, attributes
and relationships from region features, and build semantic
graph with directed edges. The GCN is then exploited to enrich
region representations with visual relationships, and integrates
the connections into the image encoder to produce relation-
aware region-level representations, as shown in Fig. 9.

To prove that modeling relationships between objects is
helpful for representing and describing an image, Yao et
al. [35] propose a GCN-LSTM architecture to obtain visual
representations from scene graphs built on spatial and semantic
connections for the first time. Yang et al. [74] build a Scene
Graph Auto-Encoder (SGAE) to use the directed scene graph
to represent the complex structural layout of both images
and sentences. The idea has also been applied in other graph
embedding works [36, 37, 75, 76], where an object node is
connected by attribute nodes and relationship nodes. Moreover,
many graph-based approaches aim to improve the applications
of scene graph features [77, 78]. Zhong et al. [79] decompose
a scene graph into a set of sub-graphs, and capture semantic
elements from each sub-graph to interpret different image
contents. Chen et al. [80] use a directed abstract scene graphs
without any concrete semantic labels to encode user intention
in fine-grained and control the diversity of captions. Zhang
et al. [81] exploit the semantic coherency between the visual
and language modalities to align the visual scene graph to
the language graph, and the alignment consensus guide the
model to capture both the correct linguistic characteristics
and visual relevance. Tripathi et al. [82] close the semantic
gap between visual graph and caption graph by leveraging
the spatial location of objects and additional human-object-
interaction labels. It obtains a competitive image captioning
performance only relying on the scene graph labels.

Although state-of-the-art performance has been achieved
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based on graph embedding, the scene graph generated by
black box generator also causes some challenges for image
captioning. One is that generating high-quality descriptions
lies more on the captioning models rather than on the scene
graph parser [83]. The other is that most scene graph caption-
ing models are still too noisy in generating sentences [84].
Constructing a specific spatial relationship scene graph based
on the application scene and conditions is correct direction
for researches on image captioning. The gap and alignment of
semantic between the visual scene graph and the text scene
graph also attracts more and more attention.
Attention Representation Learning:

Inspired by the success of the Transformer model in neural
machine translation, many of the latest advanced captioning
models gradually replace the traditional CNN-LSTM architec-
ture with a Transformer model based on the self-attention (SA)
mechanism. These models take the image captioning task from
a sequence-to-sequence prediction perspective, and take the
sequentialized raw images as the input. They directly encode
images into attention features to model global visual context
in each encoder layer, and the process is totally convolution-
free. More details about this attention-based visual represen-
tation learning can be seen in the Intra-modal Attention of
subsection III-B.

As said above, the purpose of improving visual encoding is
to extract more useful discriminant information from images.
Replacing global grid features activated by CNN with regional
features can introduce fine-grained semantic and other high-
level features. Graph representation learning can embed ex-
plicit, structural relationships between detected objects, which
can guide for more interactive descriptions. Attention-based
visual representation can mine more internal interaction be-
tween visual elements. These methods significantly improve
the description effect of images, which also enhance the
descriptive, diversity and accuracy of generated sentences.
However, there are some inherent drawbacks. For example, it
is difficult to effectively explain semantic reliability for some
scenarios.

2) Language Decoding: Decoder aims to predict the prob-
ability of a given sequence of words occurred in the sentence.
It deals with the text generation as a stochastic process.
LSTM is the most widely used decoder in existing image
captioning models [26, 85]. Both the image features and the
word embedding vectors are projected to the decoder, and the
image features is only input at the first step to inform the
LSTM about the image contents. The next word is generated
based on the current time step and the previous hidden states.
Then the beam search is used to iteratively consider the 𝑘 best
sentence sets up to time 𝑡 for generating sentence candidates
of size 𝑡+1, only the 𝑘 best sentences among them are reserved
during continuous updating, and the best approximates is as
equation (4). Since the representation of images is the only
input for LSTM in the initial stage, it is difficult to contribute
to posterior words. It is also prone to the problem of vanishing
gradient, which makes the words created in the first place
useless for later states. Therefore, the LSTM decoder still
faces challenges in generating long sentences. In recent years,
there are some improvements with the adoption of attention

Fig. 11. The Two-Layer LSTM strategy for language modeling.

Fig. 12. The Triple-Stream LSTM strategy for language modeling.

mechanism. Benefiting from the Transformer model as well
as the attention representation learning, Transformer decoder,
which only consists of two attention layers, shows its unique
advantages in sequence prediction. The details are described in
the Intra-modal Attention of subsection III-B. Here we focus
only on the LSTM-based methods.

To enhance the contribution of image information to poste-
riori words generation, the first idea is to introduce visual sen-
tinel into the decoder for estimating the probability distribution
of the next word based on the previous word and the content
of the image [86–89]. Jia et al. [90] and Donahue et al.[62] put
visual semantic information as an extra input to each unit of
the LSTM block, which considers visual information in every
time step. Mao et al. [85, 91] input the global features of the
given image and the corresponding sentence. Lu et al. [27]
use an additional ‘visual sentinel’ vector instead of a single
hidden state of the LSTM. These methods are mainly based
on unidirectional and shallow LSTMs shown in the left part
of Fig. 10. However, its capacity of long sequence learning is
limited.

To make better use of both history and future context,
more directional and deep LSTM variants are proposed to
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enrich the text decoding. Wang et al. [92] use an end-to-end
bidirectional LSTM model to learn both forward and reverse
contexts for modeling long-term visual language interaction.
Zheng et al. [93] also use a bidirectional LSTMs structure
to obtain the global context information. The forward and
backward LSTMs simultaneously construct the sentence in
a complementary manner. Furthermore, two-stages [33, 94–
97] and triple-stream [98–100] LSTM variants are proposed
to explore more visual context and semantic information. Wu
et al. [33] decode the text through a GridLSTM and a depth
LSTM. The GridLSTM obtains visual features selectively for
recalling image content while generating each single word.
Deep LSTMs use selected visual features as a potential mem-
ory to ensure the caption does not deviate from the original
image content. Gu et al. [98] design a coarse-to-fine framework
with three stacked LSTMs. Attention weights and hidden
vectors produced by the preceding stage are used as inputs
of the current stage, and they are taken as the disambiguating
cues to the subsequent stage as well. Similarly, Kim et
al. [99] provide the triplet (topic, object and union) features
detected from the region features to three LSTM branches
separately. The three branches work collaboratively to predict
a related word and its part-of-speech (POS, i.e. subject-object-
predicate categories) class, leading to relationship-based image
understanding. Fig. 10 and Fig. 11 show some examples of
deep LSTM variants. As can be seen from the figures, the
preliminary description is generated in the first layer and then
paraphrased into a more diverse and descriptive sentence in
the deep layer.

Recurrent models based on LSTM have been the standard
decoder in image captioning for many years. The decoder
usually trains the complex dynamics of input sequences in
a time range. It can remember or use information in the input
sequences using internal memory units. The main shortcoming
of LSTM decoding is that they are struggle to maintain long-
term dependencies between the generated words. Above works
show that the improvement of the decoder mainly focuses on
enriching the information both in the visuals and words when
generating the description. These improvements mainly based
on generating captions through autoregressive decoding. Each
word is generated in the order of the previously generated
words, which may result in issues such as error accumulation,
captioning latency, improper semantics and lack of diversity.

B. Attention Mechanism

Early captioning models generate sentences considering the
scene as a whole rather than the spatial regions relevant
to the parts of the words. For understanding and reasoning
images more fine-grained, visual attention mechanisms have
been broadly used by image captioning models to interpret
related visual information dynamically, and to ground gener-
ated words on corresponding image regions. By integrating
attention mechanisms into the encoder-decoder framework,
the information of the source domain and target domain is
aligned to generate a dynamic attention on each part of
the input image when generating descriptive words. In this
subsection, we summarize the application of different attention

mechanisms and methods in terms of the basic framework
of image captioning introduced above and discuss how to
improve its effect.

1) Cross-modal Attention: Introducing attention to the en-
coder–decoder framework, Xu et al. [25] use a dynamic and
time-varying visual representation to replace the static global
vector and improve the alignment between words and visual
content. The method focuses on the most relevant image
regions during generation. One drawback of the model is that
it utilizes features from the lower CNN layer which may fail
to capture high-level semantic information of the image. To
alleviate this issue, more relevant attention improvements have
been proposed.

The global-local attention [101, 102] integrates local rep-
resentation at the object level with global representation at
the image level. Semantic attention [38, 103–106] integrates
semantics to form a feedback connecting the top-down and
bottom-up computation, which can focus on the key and vari-
ous aspects of the image synchronously. Spatial and channel-
wise attention [107–109] is also used to select semantic at-
tributes on the demand of the sentence context. Adaptive atten-
tion [27, 110–113] with an additional visual sentinel, decides
when to rely on visual signals (for visual words) and when
to just rely on the language model (for non-visual words).
Context attention [36, 114, 115] focuses on different locations
of the input image according to contextual regions, and the
current generation state. Specific visual objects, implicit visual
relationships and visuals that have been previously interpreted
can be taken into account. Memory-enhanced attention [116–
118] keeps all the information of previously generated words
in a memory storage. It is used to keep track of the coverage
information and attention history along with the update-chain
of the decoder state, and to avoid generating duplicated or
incomplete image captions. Hierarchical attention [119–122]
is able to learn different concepts at different layers. Low-
level concepts are merged into the high-level ones, and low-
level features are passed to the top to predict words as
well. Deliberate attention [123] is proposed to relieve the
exposure bias. Generally, the first attention layer provides the
hidden states and visual attention for generating a preliminary
caption, while the second deliberates residual-based attention
makes refinement. Visual relationship attention [71, 124, 125]
extends the attention mechanism from region to relationship
via contextualized embedding for individual regions. It is a
parallel attention, which can both extract adjacent relationships
and capture the feature of adjacent spatial layouts. Recurrent
attention [126, 127] introduces continual learning into image
captioning, and it considers the transient nature of vocabularies
in continual image captioning, especially for disjoint vocabu-
laries.

The cross-modal attention mechanism is designed to dis-
cover the region-level, semantic-level, visual context, and
even higher-level visual relationships alignment between vi-
sual information and linguistic features. The application of
these cross-modal attention mechanism is demonstrated in
Fig. 13. They mainly focus on modeling the co-attention that
characterizes the inter-modal interactions while neglecting the
self-attention that characterizes the intra-modal interactions.
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Fig. 13. The common structure of cross-modal attention used for image captioning. (a) The framework of attention mechanism proposed in the Show, Attend
and Tell model [25], which be widely used in cross-modal attention for image captioning; (b) the attention used in Single-Layer LSTM; (c) the attention
used as a visual sentinel in Single-Layer LSTM; (d) A attention layer used in Two-Layer LSTM; (e) Two-Layer LSTM with dual attention. In all figures, 𝑉
represents either a grid of CNN features or image region features extracted by an object detector.

Fig. 14. The common structure of intra-modal attention used for image captioning in the first stage, the transformer model works with the traditional CNN-
LSTM framework. (a) is the framework of CNN-Transformer Decoder, and (b) is the framework of Transformer Encoder-LSTM.

Inspired by the application of self-attention in machine transla-
tion, self-attention models have been used in image captioning
to explore the interaction of intra-modal information.

2) Intra-modal Attention: Different from above cross-
modal attention integrated with the CNN-LSTM framework,
intra-modal attention interaction methods mainly based on the
Self-Attention (SA) proposed in Transformer [128]. Trans-
former is a encoder-decoder framework consisting only of
multihead self-attention mechanisms, which has a stronger
capability of long sequence features capture and parallel

computation compared with the CNN/RNN model. The self-
attention mechanism reduces dependence on external informa-
tion and can capture the internal interaction of features.

The development of intra-modal interaction learning can
be divided into three stages. In the first stage, transformer
encoder or decoder works with the traditional CNN-LSTM
framework [12, 129–131], as shown in Fig. 14. Based on
CNN encoder, Zhu et al. [131] use the Transformer decoder
with stacked self attention to replace the LSTM decoder,
which can solve the inherent cross-time sequence problem in
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Fig. 15. The framework of intra-modal attention used with object detected
features.

LSTM decoder. The new decoder can memorize dependencies
between the sequences, and is trained in parallel. On the
contrary, Li et al. [130] build an encoder, which combines a
self-attention mechanism with contrastive feature construction.
The self-attention encoder aggregates visual information of
each image group, captures the difference information between
them, and finally generates context-aware captions.

Furthermore, the whole Transformer structure is used with
object detected features and to guide the caption decod-
ing [42, 132, 133], as shown in Fig. 15. Yu et al. [42] extend
Transformer to a multimodal Transformer to model the intra-
modal interactions. Object relation Transformer (ORT) [132]
and Geometry-aware self-attention (G-SAN) [133] introduce
geometric attention into standard self-attention, which can
explicitly and efficiently consider the relations of geometry
and spatial between objects. Entangled attention (ETA) [134]
implements the multi-head attention in an entangled manner
to leverage the complementary nature of visual and semantic
information in attention operations. Meshed-Memory Trans-
former (M2-T) [135] learns multi-level representation of the
region relationships according to the prior knowledge. Dual-
Level Collaborative Transformer (DLCT) [136] uses a dual-
way self-attention to explore the intrinsic properties of these
two features taking geometric information into account. Al-
though these models can obtain competitive captions, they are
completed based on CNN image preprocessing, without over-
coming the limitations of CNN in global context modeling.

Moreover, the model is used totally convolution-free. Liu
et al. [30] consider the image captioning from a sequence-
to-sequence prediction perspective, and propose a caption
Transformer that takes the sequentialized raw images as input,
just as shown in Fig. 16. It can model global context at every
encoder layer from the beginning, completely eliminating con-
volution and recurrent. The intra-modal interaction between

Masked Multi-Head 

Self-Attention

Cross Multi-Head 

Attention

Add & Norm

Add & Norm

Add & Norm

Feed Forward

Linear

Softmax

Output 

Probabilities

Position

 Embedding

Two dogs are wrestling in a grassy field .

T
ra

n
sfo

rm
er D

eco
d

er

Multi-Head Self-

Attention

Add & Norm

Add & Norm

Feed Forward

T
ra

n
sf

o
rm

er
 E

n
co

d
er

Position Embedding

Patch Embedding

Fig. 16. The overall of convolution-free intra-modal attention model.

image patches in the encoder and the ‘words-to-patches’ cross-
modal attention in the decoder are all effectively utilized. The
same idea is further effectively verified in other works [5, 137].

Based on the Transformer [128], the self-attention mech-
anism improves the main disadvantage of recurrent models
that it is hard to maintain long-term dependencies between
the generated words. It has been established as an effective
method for modeling the relations between image regions,
caption words and the state of language prediction model.
The intra-modal interaction of visual, text, and the cross-modal
semantic alignment between visual and text are all successfully
explored and leveraged.

C. Training Strategies

The image captioning model usually generates a caption
word by word sequentially, according to the words generated
in the previous step and the visual features. In fact, exporting
each word is a sampling process. At each step, the output word
is sampled from a learned distribution over the annotation
vocabulary. The beam search algorithm is the most effective
sampling strategy in image captioning. It selects the sequence
with the highest probability at each step as candidates and
finally outputs the one with the highest probability, rather
than output the word in each step. The beam search is often
used with different training strategies to properly predict the
probabilities of the words appeared in the caption. In this
section, we elaborate on the existing training strategies, which
are classified into cross-entropy loss, reinforcement learning,
and pre-training model.

1) Cross-Entropy Loss: The cross-entropy loss is generally
used to calculate the difference between probability distribu-
tions of the target and the predicted value, when adjusting
model weights during training. The loss is the first proposed
and the most widely used training strategy for image caption-
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ing models. Given a sequence of target words 𝑦1:𝑛, the loss is
formally defined as:

𝐿𝑋𝐸 (\) = −
𝑛∑︁
𝑖=1

log(𝑃(𝑦𝑖 |𝑦1:𝑖−1,V)), (5)

where 𝑃 is the probability distribution calculated from the
language model, and V is the representation of visual features.
Hence, in each time step of the training, the possibility of the
negative log-likelihood of the current word can be minimized
based on previous annotation words. The cross-entropy loss
operates at the word level and optimize the probability of each
word in the ground-truth sequence, but not taking the longer
range dependencies between generated words into account.

Most deep learning methods of image captioning are trained
setting with the cross-entropy loss. Previous models, such
as NIC [26], Show, Attend and Tell [25], Semantic Atten-
tion [114], SCA-CNN [107], Adaptive Attention [27], rely
only on the loss for training. These traditional training settings
with cross entropy suffer from the problem of exposure bias,
which is caused by the discrepancy between the training data
distribution as opposed to the distribution of its own predicted
words. This enables the model to generate safer descriptions
of the given image. When two images are similar in scene but
not in detail, the model tends to generate a rough description.
However, this causes the specific details of the image to be
ignored. To tackle this problem, deep reinforcement learning
strategies have been proposed to alleviate the exposure bias
problem during cross-entropy training.

2) Reinforcement Learning: The reinforcement learning
(RL) [138] paradigm is designed to overcome the limitations
of word-level training of the cross-entropy with a sequence-
level training. For the reinforcement learning paradigm, the
captioning model is considered as an agent whose parameters
determine the reward policy. It also leverages the beam search
and greedy decoding to calculate the loss gradient as follows:

▽\𝐿𝑅𝐿 (\) = −1
𝑛

𝑛∑︁
𝑖=1

((𝑟 (𝑤𝑖) − 𝑏) ▽\ log 𝑃(𝑤𝑖)), (6)

where 𝑤𝑖 is the 𝑖-th sentence in the beam or a sampled
collection, 𝑟 (·) is the reward function, which usually the BLEU
or CIDEr computation, and 𝑏 is caculated as the reward of
the sentence obtained via greedy decoding, or as the average
reward of the beam candidates. At each time step, the agent
performs a policy to select an action to predict the next
word. When the end-of-sequence is reached, the agent gets
reward according to the generated sentence. In this way, agent
parameters can be optimized to maximize the expected reward.

Many works [40, 139, 140] harness the RL strategy and
explored different sequence-level metrics as rewards. Ranzato
et al. [141] first introduce the reinforcement learning algorithm
into RNN for a sequence level training, which usually adopts
BLEU and ROUGE as reward signals. CIDEr [142] and
SPICE [143] are also used as reward to directly optimize non-
differentiable quality metrics of interest. Liu et al. [144] pro-
pose a policy gradient to directly optimize a linear combination
of the SPICE and CIDEr metrics. Rennie et al. [28] build
a self-critical sequence training strategy, which utilizes the

output of its own test-time inference algorithm to normalize
the rewards. It uses the CIDEr score as reward, and correlates
well with human judgment. This makes it the most widely
used RL-based strategy [135, 145, 146]. Furthermore, Chen
et al. [147] and Yan et al. [122] use conditional generative
adversarial nets to enhance any existing RL-based image
captioning frameworks. Seo et al. [41] leverage a policy
gradient approach to maximize the human ratings as rewards in
an off-policy reinforcement learning setting. Shi et al. [148]
further imitate the attention preference of humans and fine-
tune the attention directly with language evaluation rewards
through a RL strategy.

In fact, the random strategies are difficult to improve in
an acceptable amount of time. Therefore, common image
captioning models require pre-training using cross-entropy
or masked language models at first, and then fine-tuned by
reinforcement learning strategies with sequence-level metrics
as rewards.

3) Pre-Training Model: Inspired by the progress of pre-
training models, visual-language pre-training models trained
on massive image-text pairs, are also proposed to fine-tune
visual-language understand tasks [44].

In application, there are two objectives for the pre-training
models. First and foremost, the pre-training models focus
on the text-image alignment. Zhou et al. [149] present
a unified visual-language pre-training model to concatenate
salient objects and corresponding region features, and align
them at the word-region level. Li et al. [150] propose a
simplified alignment learning method by using object tags of
images as anchor points. However, the method fails to generate
novel object captions as it uses image-caption pairs for pre-
training. Further, Hu et al. [151] break the dependency and
pre-trained visual-text alignments based on image-tag pairs,
improving novel object captioning and the general image
captioning. The other most common pre-training objectives
is the masked contextual token loss. When training the
BERT [43] architecture, tokens of each modality (visual and
textual) are randomly masked. Another common strategy for
masking contextual token loss is that using a contrastive loss.
For the contrastive loss, the inputs are parsed as image regions-
captions words-object tags triples, and the model needs to
discriminate correct triples from polluted ones, in which
tags are replaced randomly [44, 150]. Notably, some works
completely avoid the combination with the cross-entropy loss.
As verified by above models, the pre-training can significantly
accelerate the learning speed of image captions and improve
the performance of the model.

IV. DATASETS AND EVALUATION

In this section, we mainly introduce the commonly used
public datasets and evaluation metrics for evaluating the per-
formance of image captioning models.

A. Datasets

An effective dataset can make an algorithm more efficient.
A summary of some public datasets is reported in Table I,
and some sample image-annotation pairs are shown in Fig. 17,
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Fig. 17. Qualitative examples from some typical image captioning datasets. MS COCO and Flickr8k/30k are the most popular benchmarks in image
captioning. The images used in the MS COCO, Flickr8k and Flickr30k datasets are all collected from Yahoo’s photo album site Flickr. AIC is used for
chinese captioning, which focuses on the scenes of human activities. The images used in the AIC dataset are collected from Internet search engines. Nocaps
is used for novel object captioning, it contains three subsets of in-domain, near-domain and out-of-domain. The images used in the Nocaps dataset come from
the Open Images V4 dataset and are provided under their original license.

along with captions generate by some typical methods for three
benchmark datasets.

1) Benchmark Datasets: MS COCO2 is the most widely
used large-scale dataset in image captioning [154], which
mainly consists of complex scene images from Yahoo’s photo
album site Flickr. It includes 82,783 train images, 40,504
validation images, 40,775 test images, and each image is
associated with 5 annotations. Since the description of the test
set is not publicly available, Karpathy et al. [32] re-divide the
train set and the validation set into training/validation/test set
in practical applications, in which 5,000 images are used for
validation, 5,000 images for testing, and the rest for training.
The dataset has also a large official test set version including
40,775 test images paired with 40 private captions each, and
a public evaluation server3 to measure the performance.

Flickr8k/Flickr30k are all come from Yahoo’s photo album
site Flickr, and are annotated through crowdsourcing services
provided by Amazon Mechanical Turk. Flickr8k4 [152] con-
tains 8,092 images, where 6,092 are used for training, 1,000
for verification, and the rest 1,000 for testing. Each image is
annotated with 5 different sentences with an average length of
11.8 words. The dataset is small and suitable for beginners.

Flickr30k5 [153] is an extension of the flickr8k dataset. It
contains 31,783 images, and each image is associated with 5
manual sentence labels. In this dataset, 94.2% of the images

2https://cocodataset.org/
3https://competitions.codalab.org/competitions/3221
4https://forms.illinois.edu/sec/1713398
5http://shannon.cs.illinois.edu/DenotationGraph/

are human, 12% with animals, 69.9% with clothing, 28% with
limb movements, and 18.1% with cars and other tools. It does
not provide any fixed image segmentation for training, testing
and validation purposes.

2) Early Datasets: PASCAL 1K [155] is extended from
object detection to image captioning. It contains 20 categories,
each of which has a random sample of 50 images paired
with 5 private captions each. All images are collected from
the flickr photo-sharing website. YFCC100M [156] contains
99.2 million images from Yahoo Flickr, and 32% of the
images are associated with captions, averaging 7 sentences per
image and 22.52 words per sentence. Multi30K-CLID [157]
extends the Flickr30K [153] to a multilingual description
dataset, which has 29,000 training images, 1,014 verification
images, and 1,000 test images. Description languages include
English, German, French and Czech. Each language provides
5 annotations per image. IAPR TC-126 [159] consists of
around 20,000 images taken from locations around the world,
and the majority of the images are provided by viventura.
Each image is provided about 1.7 sentences annotations on
average. The dataset provides 17,665 images for training.
Visual Genome7 [164] totally has 108,077 images from the
intersection of MS COCO [154] and YFCC [156], with 5.4
million region descriptions, 3.8 million object instances, 2.8
million attributes, and 2.3 million relationships. Each image
contains an average of 35 objects, 26 attributes, and 21
pairwise relationships between objects. It is often used for

6https://www.imageclef.org/photodata
7http://visualgenome.org/
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TABLE I
SUMMARY OF THE NUMBER OF IMAGES USED FOR TRANING/VALIDATION/TESTING IN EACH DATASET. THE NUMBER OF CAPTION LABELS FOR EACH

IMAGE AND THE TOPIC OF THE DATASET ARE ALSO DEMONSTRATED.

Dataset Size Captions/image Topic
Training Validation Testing

Flickr8k [152] 6,000 1,000 1,000 5 human activities
Flickr30k [153] 28,000 1,000 1,000 5 human activities
MSCOCO [154] 82,783 40,504 40,775 5 daily scene
(Karpathy’s split) 112,783 5,000 5,000 5 daily scene

PASCAL 1K [155] - - 1,000 5 human activities
YFCC100M [156] 9,920 million (32%) 7 public multimedia

Multi30K-CLID [157] 29,000 1,000 1,000 5 daily scene
AIC [158] 210,000 30,000 30,000+30,000 5 daily scene

IAPR TC-12 [159] 17,665 - 1,962 1.7 still natual
GoodNews [160] 424,000 18,000 23,000 1 news

VizWiz [7] 23,431 7,750 8,000 5 blind view
Nocaps [161] 1,700,000 4,500 10,600 10 novel objects
FACAD [162] 993,000 images in total 0.2 fashion items
TextCaps [163] 424,000 18,000 23,000 1 text

model pre-training in the study of image description based on
relational learning.

3) Specific Datasets: Moreover, several novel datasets
are built for special requirements of the image captioning.
GoodNews8 [160] is the largest news caption dataset, which
contains news articles captured from 2010 to 2018. It gathers
466,000 images, each with only single manual caption, head-
lines and text articles. It splits into three sets with 424,000
for training, 18,000 for validation and 23,000 for testing
randomly. Particularly, GoodNews annotations are written by
expert journalists instead of being crowd-sourced. AIC9 [158]
is the first Chinese language caption dataset. All images of the
dataset are collected using Internet search engines. It contains
more than 200 scenes and 150 types of actions, with 210,000
images for training, 30,000 images for verification and 60,000
images for testing. Each image provides 5 Chinese language
annotations. VizWiz10 [7] is built for image captioning ser-
vices that blind rely on. It consists of 31981 images taken
from blind people, and each paired with 5 captions. It is
used roughly a 70%/10%/20% split for the train/val/test re-
spectively. Nocaps11 [161], the first large-scale benchmark for
novel object captioning. The benchmark consists of 166,100
hand-marked captions describing 15,100 images from the
Open Images V4 [165] validation and test sets. There are
three subsets of in-domain, near-domain and out-of-domain
for the validation and testing split, which correspond to varied
‘nearness’ to COCO respectively. FACAD [162] is a novel
fashion dataset proposed to study captioning for fashion items.
It has over 993K diverse fashion images of all seasons, ages,
categories, angles of human body, all images are collected
from Google Chrome. And 130K descriptions with average
length of 21 words are pre-processed for future research.
TextCaps [163] is collected to comprehend text in the context
of an image, which contains 28k images from Open Images v3
dataset with 145k captions. The dataset challenges the model

8https://github.com/furkanbiten/GoodNews
9https://challenger.ai/
10https://vizwiz.org/
11https://nocaps.org/

to recognize text, ground it to its visual context, and determine
what part of the text to replicate or interpret. It performs
spatial, semantic, and visual reasoning between multiple text
tokens and visual entities.

B. Evaluation Metrics

Image captioning stems from the neural machine translation,
and its early evaluation metrics comes from machine transla-
tion and text summarization. It also forms unique evaluation
criteria in the process of development.

1) Standard Metrics: BLEU [185] is used to analyze the
co-occurrence of 𝑛-grams between the candidate and reference.
𝑁-gram is usually used to reflect the precision of the gener-
ated descriptions. It compares a text segment with a set of
references to compute a score, which correlates with human’s
judgment of quality. Given an image 𝐼, the generated caption
can be denoted as 𝑐𝑖 ∈ 𝐶, where 𝐶 is the set of all 𝑐𝑖 . The
BLEU scoring process can be represented as:

𝐵𝐿𝐸𝑈@𝑁 (𝐶, 𝑆) = 𝐵𝑃(𝐶, 𝑆) · exp(
𝑁∑︁
𝑛=1

𝑤𝑛 log 𝑃𝑛 (𝐶, 𝑆)) (7)

where 𝑤𝑘 is the weight of the accuracy of each 𝑛-grams,
𝐵𝑃(𝐶, 𝑆) is the penalty factor, and 𝑃𝑛 (𝐶, 𝑆) is the 𝑁-gram
matching precision. Since the rating decreases exponentially as
the value of 𝑛 increases in the 𝑛-gram, the BLEU final score is
logarithmic weighted average multiplied by the penalty factor.

𝐵𝑃(𝐶, 𝑆) =
{

1 for 𝑙𝑐 > 𝑙𝑠

exp(1 − 𝑙𝑠
𝑙𝑐
) for 𝑙𝑐 ≤ 𝑙𝑠

(8)

𝑃𝑛 (𝐶, 𝑆) =

∑
𝑖

∑
𝑘

min{ℎ𝑘 (𝑐𝑖),max
𝑖≤𝑚

ℎ𝑘 (𝑠𝑖 𝑗 )}∑
𝑖

∑
𝑘

min{ℎ𝑘 (𝑐𝑖)}
(9)

where 𝑙𝑐 and 𝑙𝑠 represent the length of generated sentences
and reference sentences respectively. ℎ𝑘 (𝑐𝑖) and ℎ𝑘 (𝑠𝑖 𝑗 ) are
the number of the 𝑘-th 𝑛-gram in generated caption 𝑐𝑖 and
reference sentences. max

𝑖≤𝑚
ℎ𝑘 (𝑠𝑖 𝑗 ) is the maximum number
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TABLE II
AN OVERVIEW OF METHODS, DATASETS, AND EVALUATION METRICS. THE MS COCO IS THE MOST COMMONLY USED DATASET, WHILE THE FIVE

STANDARD METRICS ARE MOST COMMONLY USED TO EVALUATE THE PERFORMANCE OF GENERATED CAPTIONS.

Methods Datasets Evaluation Metrics Year
Kiros et al. [31] IAPR TC-12, SBU BLEU, PPLX 2014
Mao et al. [166] IAPR TC-12, Flickr 8K/30K BLEU, R@K, mrank 2014
Karpathy et al. [167] PASCAL, Flickr 8K/30K R@K, mrank 2014
Chen et al. [168] PASCAL, Flickr 8K/30K, MS COCO BLEU, METEOR, CIDEr 2015
Jia et al. [90] Flickr 8K/30K, MS COCO BLEU, METEOR, CIDEr 2015
Vinyals et al. [169] Flickr 8K/30K, MS COCO BLEU, METEOR, CIDEr 2015
Tran et al. [170] MS COCO, Adobe-MIT, Instagram Human Evaluation 2016
You et al. [38] Flickr 30K, MSCOCO BLEU, METEOR, ROUGE, CIDEr 2016
Anne et al. [171] MS COCO, ImageNet BLEU, METEOR 2016
Yang et al. [172] Visual Genome METEOR, AP, IoU 2017
Liu et al. [144] MS COCO SPIDEr, Human Evaluation 2017
Gu et al. [173] Flickr 30K, MS COCO BLEU, METEOR, CIDEr, SPICE 2017
Rennie et al. [28] MS COCO BLEU, METEOR, ROUGE, CIDEr 2017
Wu et al. [174] Flickr 8K/30K, MS COCO BLEU, METEOR, CIDEr 2018
Aneja et al. [175] MS COCO BLEU, METEOR, ROUGE, CIDEr 2018
Wang et al. [176] MS COCO BLEU, METEOR, ROUGE, CIDEr 2018
Anderson et al. [29] MS COCO BLEU, METEOR, ROUGE, CIDEr, SPICE 2018
Lu et al. [110] Flickr 30K, MS COCO BLEU, METEOR, CIDEr, SPICE 2018
Xiao et al. [177] Flickr 8K/30K, MS COCO BLEU, METEOR, ROUGE, CIDEr 2019
Park et al. [90] YFCC100M, InstaPIC-1.1M BLEU, METEOR, ROUGE, CIDEr 2019
Yang et al. [74] MS COCO, Visual Genome BLEU, METEOR, ROUGE, CIDEr, SPICE 2019
Qin et al. [178] MS COCO BLEU, METEOR, ROUGE, CIDEr, SPICE 2019
Biten et al. [160] GoodNews BLEU, METEOR, ROUGE, CIDEr, SPICE 2019
Liu et al. [179] MS COCO BLEU, METEOR, ROUGE, CIDEr 2020
Yang et al. [162] Fashion-caps BLEU, METEOR, ROUGE, CIDEr, SPICE, mAP, ACC 2020
Gurari et al. [7] MS COCO, VizWiz BLEU, METEOR, ROUGE, CIDEr, SPICE 2020
Sidorov et al. [163] MS COCO, TextCaps BLEU, METEOR, ROUGE, CIDEr, SPICE 2020
Wang et al. [180] MS COCO BLEU, METEOR, ROUGE, CIDEr, SPICE 2020
Hu et al. [181] BreakingNews, GoodNews BLEU, METEOR, ROUGE, CIDEr 2020
Fei et al. [182] MS COCO BLEU, METEOR, ROUGE, CIDEr, SPICE 2021
Hu et al. [151] MS COCO, Nocaps BLEU, METEOR, CIDEr, SPICE 2021
Zhang et al. [44] MS COCO BLEU, METEOR, CIDEr, SPICE, R@K 2021
Zhang et al. [183] MS COCO BLEU, METEOR, ROUGE, CIDEr, SPICE 2021
Luo et al. [184] MS COCO BLEU, METEOR, ROUGE, CIDEr, SPICE 2021
Zhang et al. [63] MS COCO BLEU, METEOR, ROUGE, CIDEr, SPICE 2021

l

of the 𝑛-gram in reference sentences. BLEU considers 𝑛-
gram granularity rather than word granularity, allowing longer
sentences to be matched. However, no matter what 𝑛-gram is
matched, it will be treated the same with no distinction. It
provides a quick and rough automated evaluation for image
captioning.

METEOR [186] is calculated based on the weighted har-
monic average of single-word recall and precision, which can
offset the shortcomings of BLEU. It also adds a wordnet-based
synonymordlista to address issues of synonym matching. The
METEOR dataset aims to gain a harmonic average of the
accuracy and recall between the best selected caption and the
reference caption:

𝑀𝐸𝑇𝐸𝑂𝑅 = (1 − 𝑃𝑒𝑛)𝐹𝑚𝑒𝑎𝑛 (10)

𝑃𝑒𝑛 = 𝛾( 𝑓 𝑟𝑎𝑔) \ (11)

𝐹𝑚𝑒𝑎𝑛 =
𝑃𝑚𝑅𝑚

𝛼𝑃𝑚 + (1 − 𝛼)𝑅𝑚

(12)

where 𝑃𝑒𝑛 is the penalty coefficient, 𝐹𝑚𝑒𝑎𝑛 is the harmonic
mean of precision and recall. The precision calculates by 𝑃𝑚 =

|𝑚 |∑
𝑘

ℎ𝑘 (𝑐𝑖 ) , the recall calculates by 𝑃𝑚 =
|𝑚 |∑

𝑘

ℎ𝑘 (𝑠𝑖 𝑗 ) , and 𝛾, \, 𝛼 are

hyperparameters determined according to different datasets, 𝑚
is a predetermined calibrations. METEOR takes into account
of all word pairs, analyze the word order in the sentence level
more deeply than BLEU. In addition, the precision and recall
based on the whole corpus make METEOR more consistent
with human judgments.

ROUGE [187] compares the generated word sequence and
word pairs with reference descriptions. It calculates the co-
occurrence probability of the generated and the reference as
BLEU. There are several different ROUGE, such as Rouge-L,
Rouge-N. The most widely used is Rouge-L, where the longest
identical fragment in the generated and reference sentences is
defined as longest common subsequence (LCS). The generated
sentence 𝐶 and the reference sentence 𝑆 are taken as examples:

𝑅𝑙𝑐𝑠 =
𝐿𝐶𝑆(𝐶, 𝑆)

𝑚
(13)

𝑃𝑙𝑐𝑠 =
𝐿𝐶𝑆(𝐶, 𝑆)

𝑛
(14)
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𝑅𝑂𝑈𝐺𝐸 − 𝐿 =
(1 + 𝛽2)𝑅𝑙𝑐𝑠𝑃𝑙𝑐𝑠
𝑅𝑙𝑐𝑠 + 𝛽2𝑃𝑙𝑐𝑠

(15)

where 𝑚 and 𝑛 represent the length of 𝐶 and 𝑆, and 𝛽 =
𝑃𝑙𝑐𝑠

𝑅𝑙𝑐𝑠
. In practical applications, 𝛽 → ∞, 𝑅𝑙𝑐𝑠 is the only factor

to be considered. ROUGE focuses on the precision without
𝐹𝑚𝑒𝑎𝑛 function. It mainly inspects the adequacy and fidelity
of the generated sentence, but cannot evaluate the fluency of
the sentence.

CIDEr [142] is an automatic caption evaluation metric
based on consensus, which is regarded as the combination
of BLEU and the vector space. It treats the sentence as a
document and uses TF-IDF to calculate the weight of words.
The consistency of the generated caption with the reference
caption is measured by the cosine distance between the TF-
IDF vector representations of two sentences.

𝐶𝐼𝐷𝐸𝑟 (𝐶𝑖 , 𝑆𝑖) =
1
𝑁

∑︁
𝑛=1

𝐶𝐼𝐷𝐸𝑟𝑛 (𝐶𝑖 , 𝑆𝑖) (16)

𝐶𝐼𝐷𝐸𝑟𝑁 (𝐶𝑖 , 𝑆𝑖) =
1
𝑚

∑︁
𝑗

𝑔𝑘 (𝐶𝑖) ∗ 𝑔𝑘 (𝑠𝑖 𝑗 )
∥𝑔𝑘 (𝐶𝑖)∥ ∗ ∥𝑔𝑘 (𝑠𝑖 𝑗 )∥ (17)

𝑔𝑘 (·) =
ℎ𝑘 (·)∑

𝜔𝑙∈Ω
ℎ𝑙 (·)

log( |𝐼 |∑
𝐼𝑝∈𝐼

min(1,∑
𝑞
ℎ𝑛 (·))

) (18)

where 𝐶𝑖 , 𝑆𝑖 are generated and reference caption respectively.
𝐶𝐼𝐷𝐸𝑟𝑁 (𝐶𝑖 , 𝑆𝑖) is the average cosine similarity for different
𝑁 . 𝑔𝑘 (·) is the TF-IDF weight, 𝜔 is different N-grams, and
ℎ(·) represents the number of occurrences of 𝜔 in either gen-
erated or reference sentences. Ω is the vocabulary of 𝑛-gram.
Intuitively, CIDEr assigns different weights to different words
through TF-IDF. It gives a higher score to the description
with critical image content, while gives a lower score to the
description with irrelevant image information.

SPICE [143] is proposed to simulate human judgment. It
hypothesizes that semantic propositional is an important com-
ponent of human caption evaluation. Based on the semantic
scene graph, it contains comparisons of objects, attributes,
relations. For SPICE, a caption 𝐶 is first parsed into a scene
graph as follow.

𝐺 (𝐶) = ⟨𝑂 (𝐶), 𝐸 (𝐶), 𝐾 (𝐶)⟩ (19)

Where 𝑁 represents a set of object classes, 𝑅 denotes a set of
relation types, and 𝐴 means set of attribute types. 𝑂 (𝐶) ⊆ 𝑁

is the set of objects mentioned in 𝐶, 𝐸 (𝐶) ⊆ 𝑂 (𝐶)×𝑅×𝑂 (𝐶)
is the set of edges of the relationships between the objects, and
𝐾 (𝐶) ⊆ 𝑂 (𝐶) × 𝐴 is the set of attributes associated with the
object. Then to evaluate the similarity between the candidate
scene graph and the reference one, the function 𝑇 returns a
logical semantic tuple defined as:

𝑇 (𝐺 (𝐶)) ≜ 𝑂 (𝐶) ∪ 𝐸 (𝐶) ∪ 𝐾 (𝐶) (20)

The binary matching operator ⊗ is used as a function to return
matching tuples. Finally, the F-values of objects, attributes
and relations in the sentence are calculated to evaluate the
accuracy:

𝑃(𝐶, 𝑆) = |𝑇 (𝐺 (𝐶)) ⊗ 𝑇 (𝐺 (𝑆)) |
|𝑇 (𝐺 (𝐶)) | (21)

𝑅(𝐶, 𝑆) = |𝑇 (𝐺 (𝐶)) ⊗ 𝑇 (𝐺 (𝑆)) |
|𝑇 (𝐺 (𝑆)) | (22)

𝑆𝑃𝐼𝐶𝐸 (𝐶, 𝑆) = 𝐹1 (𝐶, 𝑆) =
2 · 𝑃(𝐶, 𝑆) · 𝑅(𝐶, 𝑆)
𝑃(𝐶, 𝑆) + 𝑅(𝐶, 𝑆) (23)

where 𝑃(𝐶, 𝑆) and 𝑅(𝐶, 𝑆) are precision and recall re-
spectively. The wordnet synonym matching [186] is reused
to match semantic tuples. SPICE is comprehensible, inter-
pretable, and more consistent with human judgement. It does
not use cross-dataset statistics, which makes it suitable for
both small and large datasets.

All above standard metrics can be computed with the
publicly released source code12.

2) Metrics for Diversity: Above standard metrics cannot
capture the capability of the model to produce novel and
diverse captions. Diversity metric is more in line with the
variability of human’s description of complex images. The
diversity of the generated sentences is compared using the met-
rics calculated in competing methods. Uniqueness [189] is the
percentage of the distinct captions generated by sampling from
the latent space. Novel Sentences [189] are those generated
sentences which do not appear in the training annotations. m-
Bleu-4 [190] computes the average of Bleu-4 for each diverse
caption with respect to the remaining diverse captions per
image. It can predict whether it is overlapped between different
subtitles. The lower the score, the greater the diversity. N-
gram diversity(Div-n) [190] measures the ratio of distinct
n-grams per caption to the total number of words generated
per set of diverse captions. self-CIDEr [191, 192] is derived
from using CIDEr similarity for latent semantic analysis and
kernelization. It forms a pairwise similarity matrix, and uses
the singular values of the matrix to measure the diversity of
sentences. It is interpretable, and the more topics extracted,
the more diverse for the captions. In practice, it needs to be
used with other metrics for the syntactic correctness and the
relevance to the image.

3) Metrics Based on Learning: The open-ended nature of
image captioning makes it a challenging area for evaluation.
Recently, many evaluation strategies based on learning are
investigated, they aim to evaluate how human-like a caption is.
TIGEr [201] converts the reference and candidate sentences
into grounding score vectors, which grounds words on the
image regions. It scores the candidate caption based on the
similarity of these grounding vectors. FAIFr [202] leverages
the scene graph as a bridge to represent both images and
captions. The visual scene graph is regarded as the criterion
to measure the fidelity. BERT-S [203] exploits pre-trained
BERT embeddings [43] to represent and match the tokens in
the reference and candidate sentences via cosine similarity.
The best matching token pairs are used to compute precision,
recall, and F1-score. ViLBERTScore [204] further reflects
image context while utilizing the advantages of BERT-S. The
ViLBERT is used to generate conditional image embedding
in the generated and reference text. Then the embedding
of each sentence pair is compared to acquire the similarity

12https://github.com/tylin/coco-caption
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TABLE III
PERFORMANCE ANALYSIS OF REPRESENTATIVE IMAGE CAPTIONING APPROACHES IN TERMS OF DIFFERENT EVALUATION METRICS. THE †MARKER

INDICATES UNOFFICIAL IMPLEMENTATIONS. ALL RESULTS COME FROM THE MS COCO DATASET.

Methods Standard Metrics Diversity Metrics Learning-based Metrics

BLEU-1 METEOR CIDEr Div-1 Div-2 Novel TIGEr BERT-S CLIP-S
NIC [26] 72.4 25.0 97.2 1.4 4.5 36.1 71.8 93.4 69.7

Xu et al. [25] 74.1 26.2 104.6 1.7 6.0 47.0 73.2 93.6 71.0
SCST [28] 78.0 27.1 117.4 1.0 3.1 64.9 73.9 88.9 71.2

Up-Down [29] 79.4 27.9 122.7 1.2 4.4 67.6 74.6 88.8 72.3
SGAE [74] 81.0 28.4 129.1 1.4 5.4 71.4 74.6 94.1 73.4

MT [42] 80.8 28.8 129.6 1.1 4.8 70.4 74.8 88.8 72.6
AOANet [188] 80.2 29.2 129.8 1.6 6.2 69.3 75.1 94.3 73.7

ORT [132] 80.5 28.7 128.3 2.1 7.2 73.8 75.1 94.1 73.6
M2-T [135] 80.8 29.2 131.2 1.7 7.9 78.9 75.3 93.7 73.4

Unified VLP [149] 80.9 29.3 129.3 1.9 8.1 74.1 75.1 94.4 75.0
CPTR [30] 81.7 29.1 129.4 1.4 6.8 75.6 74.8 94.3 74.5

TABLE IV
OVERVIEW OF DEEP LEARNING-BASED IMAGE CAPTIONING FRAMEWORKS AND PERFORMANCES IN DIFFERENT TRAINING STRATEGIES. ‘EN’, ‘DE’ AND

‘ATT’ MEAN ENCODER, DECODER AND ATTENTION MECHANISM RESPECTIVELY. ‘EX’ REFERS TO THE CROSS-ENTROPY STRATEGY AND THE ‘RL’
INDICATES THE REINFORCEMENT LEARNING STRATEGY. ‘T-ATT’ IS THE ATTENTION USED IN TRANSFORMER DECODER, WHICH CONTAINS A

SELF-ATTENTION FOR WORD EMBEDDING AND A CROSS-ATTENTION FOR ALIGNING THE VISUAL AND LANGUAGE INFORMATION. THE MARKERS OF
‘B4’, ‘M’, ‘R-L’, ‘C’ AND ‘S’ ARE THE STANDARD METRICS OF BLEU-4, METEOR, ROUGE-L, CIDER AND SPICE RESPECTIVELY. THESE SCORES

ARE TAKEN FROM THE RESPECTIVE PAPERS, AND ALL RESULTS COMES FROM THE KARPATHY’S SPLIT OF MS COCO DATASET.

Methods En De ATT EX RL
B4 M R-L C S B4 M R-L C S

NIC [26] CNN LSTM % 24.6 - - - - 27.7 23.7 - 85.5 -
Soft-ATT [25] CNN LSTM ✓ 24.3 23.9 - - - - - - - -
Hard-ATT [25] CNN LSTM ✓ 25.0 23.0 - - - - - - - -

GLA [102] CNN LSTM ✓ 31.2 24.9 53.3 96.4 - - - - - -
Semantic-ATT [114] CNN LSTM ✓ 37.7 27.9 58.2 123.7 - - - - -

Adp-ATT [27] CNN LSTM ✓ 33.2 25.7 55.0 101.3 - - - - - -
SCST [28] CNN LSTM ✓ 30.0 26.0 54.3 101.3 - 34.2 26.7 55.7 114.0 -

Up-Down [29] CNN LSTM ✓ 36.2 27.0 56.4 113.5 20.3 36.3 27.7 56.9 120.1 21.4
Stack-Cap [98] CNN LSTM ✓ 35.2 26.5 - 109.1 - 36.1 27.4 56.9 120.4 20.9

CAVP [193] CNN LSTM ✓ - - - - - 38.6 28.3 58.5 126.3 21.6
SGAE [74] GCN LSTM ✓ - - - - - 38.4 28.4 58.6 127.8 22.1

AOANet [188] SA LSTM ✓ 36.9 28.5 57.3 118.5 21.6 39.1 29.0 58.9 128.9 22.5
ETA [134] SA T-ATT ✓ 37.1 28.2 57.1 117.9 21.4 39.3 28.8 58.9 126.6 22.7

RFNet [194] CNN LSTM ✓ 35.8 27.4 56.8 112.5 20.5 36.5 27.7 57.3 121.9 21.2
LSTM-A [195] CNN LSTM ✓ 35.2 26.9 55.8 108.8 20.0 35.5 27.3 56.8 118.3 20.8

GCN-LSTM [35] GCN LSTM ✓ 36.8 27.9 57.0 116.3 20.9 38.2 28.5 58.3 127.6 22.0
CNM [75] GCN LSTM ✓ 37.1 27.9 57.3 116.6 20.8 38.7 28.4 58.7 127.4 21.8
DA [123] CNN LSTM ✓ 33.7 26.4 54.6 104.9 19.4 37.5 28.5 58.2 125.6 22.3
MT [42] SA T-ATT ✓ 37.4 28.7 57.4 119.6 - 40.7 29.5 59.7 134.1 -

ORT [132] SA T-ATT ✓ 35.5 28.0 56.6 115.4 21.2 38.6 28.7 58.4 128.3 22.6
M2-T [135] CNN LSTM ✓ - - - - - 39.1 29.2 58.6 131.2 22.6
LBPF [178] CNN LSTM ✓ 37.4 28.1 57.5 116.4 21.2 38.3 28.5 58.4 127.6 22.0

GCN-HIP [196] GCN LSTM ✓ 38.0 28.6 57.8 120.3 21.4 39.1 28.9 59.2 130.6 22.3
VSUA [36] GCN LSTM ✓ - - - - - 38.4 28.5 58.4 128.6 22.0

NG-SAN [133] SA T-ATT ✓ - - - - - 39.9 29.3 59.2 132.1 23.3
POS-SCAN [197] CNN LSTM ✓ 36.5 27.9 - 114.9 20.8 38.0 28.5 - 125.9 22.2

X-LAN [129] SA LSTM ✓ 38.2 28.8 58.0 122.0 21.9 39.5 29.5 59.2 132.0 23.4
X-T [129] SA T-ATT ✓ 37.0 28.7 57.5 120.0 21.8 39.7 29.5 59.1 132.8 23.4

OSCAR [150] SA T-ATT ✓ 36.5 30.3 - 123.7 23.1 40.5 29.7 - 137.6 22.8
CGVRG [198] GCN LSTM ✓ 38.4 28.2 58.0 119.0 21.1 38.9 28.8 58.7 129.6 22.3

SRT [199] SA T-ATT ✓ 36.6 28.0 56.9 116.9 21.3 38.5 28.7 58.4 129.1 22.4
CPTR [30] SA T-ATT ✓ - - - - - 40.0 29.1 59.4 129.4 -
MAC [200] SA T-ATT ✓ - - - - - 39.5 29.3 58.9 131.6 22.8
DLCT [184] SA T-ATT ✓ - - - - - 39.8 29.5 59.1 133.8 23.0
RSTNet [63] SA T-ATT ✓ - - - - - 40.1 29.8 59.5 135.6 23.3

VRATT-Soft [125] CNN LSTM ✓ 34.3 28.5 60.0 111.7 20.1 37.5 28.5 61.6 122.1 22.1
VRATT-Hard [125] CNN LSTM ✓ 36.3 27.9 60.6 113.0 20.4 36.6 28.4 60.9 119.8 21.5

VinVL. [44] SA T-ATT ✓ 38.2 30.3 - 129.3 23.6 40.9 30.9 - 140.4 25.1
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score. CIDErBtw [205] aims to improve the clarity of image
captioning through similar image sets. It is used to assess
how different a caption is from similar images. CLIP-S [206]
is a cross-modal retrieval model inspired by CLIP [207].
It leverages large-scale vision-and-language pre-training to
evaluate image captioning. The score consists of an adjusted
cosine similarity of image and candidate caption representa-
tion. CLIP-S is designed to work without reference captions.
SMURF [208] introduces ‘typicality’ into evaluation, a new
formulation rooted in the information theory. It is particularly
suitable for problems when lack of definite ground truth. It
evaluates fluency through style and grammar. UMIC [209] is
also a metric without a reference caption. Based on visual-
linguistic BERT, UMIC is trained to recognize negative words
through contrast learning.

C. Experimental Evaluation

In this section, we present a brief analysis of the application
of datasets and metrics, and the performance of various
techniques as reported. And we also elaborate strengths and
weaknesses of several classic captioning models.

Firstly, we overview the application of datasets and metrics
in image captioning. As shown in Table II, at the beginning
of the study, the verification of image captioning is mainly
completed based on Flickr 8K/30K. Both datasets are deficient
in the number and scenes of images, which further restricts the
performance improvement of captioning models. MS COCO
is a large-scale dataset with complex scene images, which
is more suitable for the task. Therefore, in recent studies,
MS COCO has been used as a benchmark caption dataset
in image captioning, except for some researches for special
requirements. Initially, the metrics of image captioning are
referenced from the NLP tasks, such as BLEU is a standard
metric for neural machine translation, and R@K is usually
used for recommender systems or ranking tasks. Subsequently,
CIDEr and SPICE metrics are gradually proposed to evaluate
the captions specifically. Finally, the standard metric set in-
cluding BLEU, METEOR, ROUGE, CIDEr and SPICE has
been established for image captioning systems.

We analyze the performance of representative approaches in
terms of different evaluation metrics presented in Section IV-B
based on MS COCO. The results displayed in Table III are ob-
tained either from caption files provided by the original authors
or other implementation. The table contains all constituent
ways of the encoder-decoder model mentioned in Section III-A
and Section III-B. In addition to language accuracy evaluation,
the learning-based metrics can also reflect the benefit of vision-
and-language pre-training. Moreover, as expected, it emerges
that the diversity-based scores are correlated, especially Div-
1 and Div-2. As illustrated in Table III, for convolutional
representation learning, compared with grid features obtained
from CNN (NIC [26] and Xu et al. [25]), all standard
metrics have a substantial improvement with the introduction
of CNN region-based visual encodings in SCST [28] and
Up-Down [29]. This illustrates that the region-based feature
representation including both salient object and contextual
regions favors the better visual understanding than coarse

global information expressed by grid feature. Further improve-
ment trend is also occurred in GCN encoding (SGAE [74]),
complete (CPTR [30]), and incomplete (ORT [132], M2-
T [135]) self-attention encoding, due to the integration of
information on inter-objects relations, either expressed via the
graph structure or self-attention mechanism. More abundant
visual relationships contribute significantly to understand the
visual information and transfer it into text.

Furthermore, in Table IV, we summarize the performance
of the widely accepted methods according to the taxonomies
proposed in Sections III-A, Section III-B, and Section III-C.
We report their accuracy score in terms of standard evaluation
metrics on the MS COCO Karpathy split test set. And their
applications of visual encoding and language decoding ways,
attention mechanism and training strategies are exhibited as
well. As shown in Table IV, methods are clustered based
primarily on the time they are proposed. It can be seen that the
performance of image captioning models has made impressive
progress in recent years. For the standard metrics, the BLEU-4
score is calculated from an average of 24.6 for the methods
using global CNN features (NIC [26]) to an average of 38.2
and 38.4 for those exploiting the self-attention encoding (X-
LAN [129]) and graph encoding (CGVRG [198]) based on the
cross-entropy loss, while the same positive trend is noticed
in the reinforcement learning training. The CIDEr score is
absent in early grid feature models, it is calculated from an
average of 114.0 for region features to an average of 135.6
for the application of the self-attention mechanism with the
peak at 140.4 for vision-and-language pre-training based on
the reinforcement learning training strategy. In addition, we
can reach the following conclusion that the more fine-grained
and structured visual semantic information and diverse mutual
relationship is mined, the better caption is generated. Since
the performance of NIC [26] (coarse grid features) is much
lower than that of Up-Down [29] (fine-grained visual region
features), and the performance of Up-Down [29] is much
lower than GCN-LSTM [35] (structured visual information
and relationships) and ETA [134] (visual internal relation-
ships). Moreover, the collected results from different training
strategies show that they keep the same trend as each other, so
the reinforcement learning strategy can be a valid alternative
to the cross-entropy loss. Finally, the latest pre-training model
VinVL [44] obtains peak scores in all standard metrics, it
shows that vision-and-language pre-training on large datasets
boost the performance and deserves further investigation.

Moreover, in Fig. 18, we display five examples of image
captioning results obtained from some popular approaches
based on the visual representation mode, training strategy
and attention mechanism mentioned in Sections III-A, Sec-
tion III-B, and Section III-C respectively. The generated cap-
tions come from the NIC [26] model with global grid features,
STCT [28] with the RL training strategy, Up-Down [29] with
visual region features, VRG [198] with graph representation,
and Transformer with self-attention, coupled with the corre-
sponding ground truth sentence. Compared with ground truth,
we highlight the novel descriptions of new objects (in green),
attributes (in blue) and relations (in orange), which provides
intuitive visual illustration for different kinds of image caption
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GT：A small blue plane sitting on 

top of a field.

NIC:A small plane is on a runway 

with a field.

SCST:A small airplane is sitting on 

the ground.

Up-Down: A small plane is parked 

in a field.

VRG: A blue and white plane is on 

the grass.

Transformer:  A small airplane 

with a propeller on the tail.

GT：A bunch of bananas are sitting 

on a table.

NIC：A bunch of bananas are sitting 

on the stand.

SCST:A bunch of bananas are stacked 

in a market.

Up-Down: A wooden box filled with 

ripe bananas on a table.

VRG: A bunch of ripe bananas sitting 

on top of a table.

Transformer: A bunch of bananas 

are sitting in a wooden box.

GT：A clean bathroom is seen in this 

image.

NIC：A bathroom with a toilet and a 

sink.

SCST：A bathroom with a sink and a 

toilet.

Up-Down: A bathroom with a toilet 

and a sink.

VRG: A small bathroom with a toilet 

and a sink.

Transformer:  A bathroom with a 

toilet sink and a rack.

GT：Many different signs cover a post 

next to a bus stop.

NIC：A street sign with a street sign 

on it.

SCST：A street sign on a pole in front 

of a building.

Up-Down: A sign on a pole on a street.

VRG:  A street sign on the corner of 

this street.

Transformer: A street sign on a pole 

near a building.

GT：A cat that is eating some kind of 

banana.

NIC：A dog eating a banana with a 

banana.

SCST：A cat is eating a banana in a 

room.

Up-Down: A cat is eating a banana on 

a couch.

VRG: A cat is eating a banana with a 

person.

Transformer: A cat eating a banana 

while playing with a toy.

Fig. 18. Qualitative examples from five popular captioning models on MS COCO val images. All models are retrained by us with ResNet-101 features. Errors
are highlighted in red, and new descriptions of objects, attributes, relations are highlighted in green, blue and orange severally.

methods. In particular, there are also some error descriptions
of the given image highlighted in red. It’s obvious from these
highlighted words that VRG and Transformer models can gen-
erate better captions with detailed attributes and relationships,
such as ‘blue and white’, ‘with’, and ‘on the tail’ in the
first image of Fig. 18. More examples can be found in other
images. The result is consistent with the previous quantitative
analysis, more fine-grained and structured visual information
and diverse visual relationship contribute to the better captions.
There are also several obvious errors marked in red, such as
‘a market’ in the second image and ‘dog’ in the fifth image.
This indicates that there are still significant challenges in visual
content understanding and cross-modal semantic alignment.

V. DISCUSSIONS AND FUTURE RESEARCH DIRECTIONS

Automatic image captioning has attracted increasing atten-
tion in recent years. It has seen significant progress due to
the development of the encoder-decoder framework, attention
mechanism, and different training strategies. With the rapid
development of deep neural networks, more powerful network
structures will improve the performance of image captioning.
However, there is still room for further improvement.

Flexible captioning: Current captioning approaches usually
describe images using black-box architectures, which can
interpret the image either briefly or in detail. However, its per-
formance is still not clearly explainable and lacks descriptive
flexibility, which creates a gap between human and machine
intelligence. Since an image can be described in various ways
according to the goal and the context backgrounds, a higher
degree of flexibility is needed for captioning complex scenar-
ios. Although some progress has been made in controllable
captioning [210, 211] and editable captioning [212], its length
and diversity is still restricted to the annotation. More fine-
grained visual information, more potential visual relationships
and more common-sense language priors will contribute to
improve the flexibility of sentences. The flexible captioning is
one of the topics worth further investigating in the future.

Unpaired captioning: Most of existing image captioning
models seriously rely on paired image-caption datasets. How-

ever, getting a large scaled image-caption paired dataset is
labor-intensive and time-consuming. How to learn a captioning
model with unpaired dataset is a challenging and essential task.
Only a small number of attempts have been made in unpaired
image captioning, such as novel object captioning [151, 161]
and dense captioning [213, 214]. Due to the significantly dif-
ferent characteristics of the two modalities, unpaired image-to-
sentence translation is more challenging and far from mature.
Unsupervised learning techniques can reduce the dependence
of models on large datasets. And it is an effective scheme
to solve the unpaired image captioning problem. Besides,
language pivoting is another worthy endeavor, which captures
the characteristics from the pivot language and aligns it to the
target language.

User requirements captioning: Different users have dif-
ferent caption requirements in different situations. For ex-
ample, people need to post more personalized, emotional,
and diversified sentences on social apps. User requirements
captioning, such as diversity captioning [192], personality
captioning [215] and topic captioning, which can meet various
needs for different users in different scenarios, is also a
direction necessary and worthy to further research. Specific
datasets and model improvements can be proposed to meet
user needs. Furthermore, external knowledge and common-
sense reasoning are also good ideas, as they can help models
generate captions with more stylized information and enhance
knowledge reasoning as well.

Paragraph captioning: Most current image captioning
research focuses on single-sentence captions. Since a single
sentence can only describe in detail a small aspect of the given
image, the descriptive capacity of this form is limited. It is
regarded as an incomplete solution for image understanding.
As we know, a picture may contain rich information worth a
thousand words. To completely depict an image, paragraph
captioning [71, 216] is considered as the feasible descrip-
tion, which can generate a paragraph with multiple sentences
for describing the given image. However, existing paragraph
captioning models mostly focus on generating multi-sentence
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of several topics without considering the semantic coher-
ence between sentences. How to leverage more fine-grained,
relevant visual features and priori knowledge to generate a
true paragraph with linguistic coherence corresponding to the
image, is still a challenging and interesting task.

Non-Autoregressive captioning: Existing encoder-decoder
models use autoregressive decoding to generate captions. It
may result in sequential error accumulation and slow gen-
eration, which limit the applications in practice. Inspired by
machine translation, non-autoregressive (NA) decoding [217,
218] has been proposed to solve these issues, which aims
to speed up the inference time by generating all words in
parallel. Preliminary NA models suffer from the language
quality problem due to the indirect modeling of the target
distribution and ignoring the sentence-level consistency. The
Non-Autoregressive captioning models need further improve-
ment for generating elegant descriptions while maintaining low
time consumption for words prediction.

Datasets and metrics exploring: Image captioning cannot
be separated from the specific datasets. Existing image cap-
tioning datasets are not enough to fully support the above ex-
tended directions. Therefore, more new specific datasets, such
as novel objects captioning dataset, fashion captioning dataset
and multilingual captioning dataset, need to be developed.
Similarly, the evaluation metrics also should not be limited to
the accuracy based on similarity calculation. Although some
diversity metrics and semantic-level metrics are proposed,
it is still a challenging area for evaluating multiple image
captioning with an open-ended nature.

VI. CONCLUSION

In this paper, we review the development of the image
captioning and related issues including datasets and evalu-
ation metrics. Firstly, we give a brief introduction to the
traditional retrieval-based, template-based methods and their
improvements. Secondly, recent deep learning image caption-
ing models are discussed in detail, especially the encoder-
decoder framework, attention mechanism and training strate-
gies. After that, We classify and summarize the datasets and
evaluation metrics for image captioning. The existing methods
are compared on the benchmark MS COCO based on the stan-
dard evaluation metrics. Although these deep learning models
have achieved significant progress, there is also room for
improvements. So finally, we give a detailed discussion about
potential future research directions in the image captioning
task. Image captioning has been widely used in intelligent
information transmission, intelligent home, smart education
and other fields. This makes it still an important research
direction in deep learning and artificial intelligence and will
have an increasing impact on our daily life in the future.
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