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Abstract  

 

While AI is believed to be a panacea, increasingly negative effects of AI-based technology are 

beginning to appear. In the last twenty years AI-based technology has developed at a pace not 

seen before. On our wrists, in our homes and our hands, AI-based technology is everywhere, and 

it is loaded with AI software. This development has outpaced interdisciplinary work and ethics 

development. AI is such a complex concept that it is easy to see misconceptions of the technology 

by specialists and non-specialists. Philosophical theory, despite being a cornerstone of ethics and 

human research has become marginalised to the point that some philosophers believe the 

machines are coming to get us. This type of misconception fuels public fear and lack of risk 

awareness, understanding and trust. 

This thesis explores the way in which, in the field of AI and rapidly developing technology, 

marketing, sales and desire for power can cause mistrust, inappropriate emotional attachment 

and damage to society. In investigating such areas as the educational system and practitioners’ 

testimony we start to see some startling gaps in user knowledge, practitioner understanding and 

use by policy. In exploring policy at an even deeper level the basics of leadership and technical 

knowledge are exposed as inadequate for basing decisions on AI output that affect the whole of 

society. Exploring anthropomorphism and dehumanisation in significant detail illuminates how 

the fields of marketing, psychology, sociology, technology and philosophy can work together to 

reverse and prevent further technological harm to society and individuals, especially to those who 

are vulnerable.  

The current thesis follows a compilation style1 2. It consists of a selection of published papers and 

papers in review. Thus, in addition to the introduction and general conclusion, the thesis consists 

 
1 The compilation style thesis (CST) is a PhD thesis in which the core is structured as a series of published or publishable articles. More information through: 

https://moodle.port.ac.uk/pluginfile.php/2081556/mod_resource/content/1/Compilation%20Style% 20PhD%20Thesis%20Guidance.pdf  

 

2 The published papers may have been changed slightly in grammatical content or had footnotes added but the content has not been altered. This is following minor 

corrections from examiners. 
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of seven papers that explain and provide evidence of the complex and versatile nature of 

interdisciplinary factors in regard to development, implementation and societal effects of AI, and 

their potential to affect perception and human belief systems. 

Individually, the papers examine specialised areas and pull together the research into an 

interdisciplinary and over-arching theme. In contrast, prior literature has struggled to bridge the 

gap between what would be considered humanities and science. This critical gap is the focus of 

this thesis. 
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Foreword  

During my professional career, I have worked with UK government, defence and private sector 

Companies, all developing modelling to be used within society. Throughout, I have reflected on 

how modelling can end up being so poorly developed and implemented that its affects society in 

negative, and sometimes destructive, ways. I have contributed to development of policy within 

modelling and best practice as well as initiatives aimed at improving the current situation. 

Although I do not believe the answers are straightforward, I believe that we can make progress 

towards more ethical and robust modelling within the UK. 

I am passionate about the fact that working in this field can have a tremendous impact on an 

individual’s life and that each model can facilitate change. However, I have seen results such as 

loss of life, waste of taxpayers’ money and poor practice. Therefore, I have routinely wondered, 

what else could I be doing in my work.  

As my career has progressed, I have become more passionate and knowledgeable within my work 

and recognised that only an interdisciplinary approach will ameliorate the challenges I continue to 

see.  This interest is what led me to a fully interdisciplinary PhD programme of research. I 

reflected on my own experiences and began to explore disciplines such as psychology, philosophy 

and sociology to find the root causes of what looked like, technical incompetence.  Further 

investigation highlighted that, despite decades worth of investigation and policy change, the UK 

Government had not only failed to fix the existing problems in modelling but had created more. 

Best practice had not been updated within the government since 2014 and best practice within 

private industry was sporadic at best. Impact upon society in a philosophical sense in terms of 

perception of AI and any potential side effects to the use of AI agents had not been explored in 

any depth in connection to the technical pipeline of model development. Therefore, I identified a 

gap within the literature and was determined to find some answers.  
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1. Introduction 

 

For AI sold by companies it can be seen that regulatory bodies, education, policy and working 

groups struggle to keep the pace to ensure robust and ethical implementation. The development 

of AI with a potential to improve society is significantly overshadowed by the resulting legal cases 

and societal mistrust of AI technology. This gap is a complex one and many factors are at play. 

Due to the lack of ethics teaching and promotion of interdisciplinary working throughout the UK 

educational system, lack of best practice at UK government level and in industry, the runaway 

success of potentially manipulative marketing tools and the unknown effects of dehumanisation 

seen via new modes of AI technology we are entering unchartered territory that holds a vast array 

of consequences, some that we are yet to observe. 

 

I present a programme of research consisting of multiple papers which consider various concerns 

individually and identify the challenges and opportunities in each area.  

The research programme has been devised and conceived across 10 years of industry and policy 

experience. This programme considers the human and technical factors pertinent to problematic 

implementation of AI and the resultant effects on humanity and society. This research considers 

existing problems in a novel manner and proposes new ways to implement solutions and 

proposes mitigation based on research outcomes. Original research in the area of philosophy, 

sociology and psychology informs future techniques and studies within the technical disciplines of 

AI development. An original approach has been formulated and proposed to address the 

challenges of future autonomous AI systems and methodology to promote better AI design.   The 

resultant outputs from this research have informed future research and, in many cases, 

recommendations have been implemented or validated with workshops or experts. A 

recommendation of accreditation alongside a full plan to achieve this has been authored and 

submitted by me to a major UK Professional Body. This proposal has been discussed and has 



 

 2 

agreement in principle. Discussion is ongoing concerning methods of implementation. At the time 

of writing, for reasons of confidentiality, I am not able to name these bodies. 

 

The accompanying narrative firstly provides background and context to position this thesis and 

introduces the overarching research questions which guide the compiled research studies. It 

continues by highlighting the contribution of this work and explaining the research approach. In 

the chapters that follow, the compilation of papers is introduced. A structure and narrative are 

provided to give context for the reader. A concluding discussion then relates these studies to the 

overarching research questions. Finally, details of how this work has been disseminated and 

suggestions for future research are provided.  

 

1.1 Research Background and Context  

 

The field of AI development can be considered very insular and, as a practitioner, I have observed 

this from my personal experiences. This research programme was therefore designed with human 

factors in mind in order to understand how the technical and human related disciplines can work 

together more effectively to ensure more human centred, ethical and safe AI.  

 

Much work has been undertaken in the area of ethical modelling to ensure that evidence-based 

decision-making and society are considered thoroughly. However, this guidance has not been 

effective and the same problems are illustrated time and time again (Oldfield & Haig, 2021). From 

the Home Office visa scandal to facial recognition (Henry, 2019; Liberty, 2020; McDonald, 2020), 

and now a plethora of  poorly developed health-related apps there seems to be consistent reason 

to mistrust AI (Liu, Faes, Kale, Wagner, Fu, et al., 2019; Nagendran et al., 2020; G. Wu et al., 2017).  

This appears to be due to systemic problems that are encompassed in both the technical and 

human factors domains. Where guidance is given, if leadership does not implement this or allow a 

safe space for challenge then the guidance will fail. In addition, the plethora of current guidance 
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causes problems for practitioners in knowing which guidance to use. Furthermore, where 

practitioners do not have the support of the education system or professional bodies they may 

not have the knowledge or ability to collect and critique data sets or understand the ethical issues 

associated with modelling. 

 

Despite these problems, many individuals in society do trust AI. In what appears to be a 

contradiction many look to their Alexa or Siri as a family member (Dunin-Underwood, 2020), trust 

is ascribed to the technology along with human-like characteristics (Kosfeld et al., 2005; Walker, 

2016). This misplacement of trust can work to obscure risks of using AI technology. There appears 

to be a misalignment between what is understood by developers as AI and what is understood by 

users as AI. Therefore, it was deemed a critical undertaking to examine the role of philosophy and 

belief systems in relation to the uptake of AI based technology in order to determine how society 

could be manipulated into potentially trusting AI where it is at the expense of risk awareness 

(Aggarwal & McGill, 2007; Aggarwal & Mcgill, 2012). As society is becoming more divorced from 

the technology it operates on and the decisions it receives from AI-based technology (Binns, 2019) 

it seemed prudent to ask, what the effects of this might be as humans become ever further out of 

the loop and algorithms begin to take control (Saltik et al., 2021; Schweitzer et al., 2019; Scrimin 

& Rubaltelli, 2021; Wan et al., 2014). 

 

In the call for legislation and regulation, interventions have been swift and numerous. There are 

multiple agencies (House of Lords, 2020a; Information Commissioner’s Office and the Turing 

Institute., 2020; WhiteHouse, 2020), think tanks (‘Directorate-General for Research and 

Innovation: Horizon 2020 Programme: How to Complete Your Ethics Self-assessment’, 2020; 

European Commission: Ethics: European Commission, 2020; ‘IEEE SA: Ethics in Action in 

Autonomous and Intelligent Systems’, 2020; IEEE Standards Association: Ethically Aligned Design 

Version, 2020; ‘ISO/IEC: ISO/IEC JTC 1/SC 42 Artificial Intelligence’, 2021) and regulatory groups 

(Committee on Artificial Intelligence, 2018; House of Lords, 2020a; Liberty, 2020; McDonald, 

2020), all clamouring to be the first to impose new legislation, regulation or process. Whilst these 
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bodies have sought to provide their own specific guidance there has been little evidence of 

interdisciplinary approaches.  

 

The topic of ethical AI has also drawn criticism from those believing that use of the newest 

‘buzzword’ is allowing funding to be given to unethical and non-robust AI development. This has 

led to an investigation concerning potential checks and balances that could be used to ensure 

ethical allocation of funding and ethical development of AI based technology (Gardner et al., 

2021). This approach has garnered high level stakeholder support but concerns of admin burdens 

and delays to funding calls have ensured that some funding bodies have delayed or dismissed 

implementation.  

 

AI ultimately stands upon firm statistical and mathematical ground where modelling best practice 

already exists (Q.A.A., 2021; Treasury, H.M, 2015). Reinventing the wheel multiple times among 

multiple disparate is simply wasteful and can result in disjointed or conflicting guidance. Taking 

lessons from past enquiries and interventions that have been undertaken alongside 

understanding the contributory factors can enable us to improve modelling and AI based 

technology development. This is the first step to understanding why we cannot simply rush into 

new policy and regulation (Oldfield & Haig, 2021). The next step is to understand why 

contributory factors exist and how we can mitigate them. 

 

The main factors that were therefore chosen for further investigation were: 

• Practitioner challenges in AI 

• The perception of AI 

• How we can design and build more robust AI 

 

The research questions following from this review are detailed next. 
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1.2 Introduction to Research Questions 

 

1.2.1 Overview and Aims 

 

The aim of this research programme is to look deeper into the development and design of AI-

based technology to determine the factors preventing ethical modelling taking place in 

computer science. Thorough investigations of technical and non-technical factors within the 

last twenty years have produced mitigations and recommendations that have failed to be 

implemented. The reasons appear to no longer lie within purely the technical space. This 

thesis analyses failures and contributory factors, as well as best practice and then makes 

recommendations for ways forward. Multiple disciplines have been explored due to the 

enmeshed contributory factors of technical development and human factors. This is then 

followed up with instances where there are concrete ways forward that we can implement, 

albeit potentially in a new manner than before to ensure that they can be validated and 

implemented with future success. A set of recommendations for computer scientists and 

highlighted ways forward for the field of computer science are proposed alongside an 

approach to ensure greater understanding of the AI based Technology – Society interface. 

Additionally, methodology for improved design of AI based technology is proposed.  

 

The objectives of this research programme are to: 

1. Investigate failures of design and implementation of AI-based technology in order to 

ascertain what went wrong, what was recommended subsequent to this and to examine 

what failed and why; 

2. analyse the ecosystem surrounding the implementation of modelling and AI in order to 

determine where gaps lie (this might include education, human factors, disparate 

disciplines); and 
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3. produce concrete and actionable recommendations to close the gaps found, especially in 

the human – technology interface and within system design 

 

This ties in with three research questions which are as follows: 

 

RQ1: What factors are involved with problematic implementation of AI? (Objective 1) 

RQ2 What are the Human and Societal factors involved in the development of robust AI? 

(Objective 2) 

RQ3 How can we design better AI systems? (Objective 3)  

 

Research Questions 

 

The following states the hypothesis and contribution of each research question. 

 

RQ1: What factors are involved with problematic implementation of AI (Paper 1 (Oldfield & 

Haig, 2021),Paper 2 (Gardner et al., 2021) Paper 3, (Oldfield & McMonies, 2021). Paper 4 Oldfield, 

M. (2022)) 

 

When AI based technology is devised and developed often there may not be robust guidance for 

ethical development available. In addition to this, workplace culture can have a significant 

detrimental effect on aspects such as communication and challenge within technical teams. 

Therefore, problematic AI may have multiple contributory factors of both technical and human 

origin. The definition of ‘problematic AI’ within this paper relates to models that have the 

potential to cause distress, financial loss, reputational damage and/or loss of life.  Factors used in 

best practise have been analysed throughout the thesis and either highlighted where they existed 

or added into the recommendations where appropriate. 
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Hypothesis 1: Technical and human factors cause complications at the design level of new 

technology and algorithm-based modelling.  

 

 

RQ2 What are the Human and Societal factors involved in the development of robust AI (Paper 

3, 5,6) 

 

While there are clear challenges in constructing and implementing models that affect individuals 

and society in a reflection of real life, there are also inherent effects to be noted on the person 

and society. This is a novel area of research and currently results show potentially alarming 

consequences on what it is to be human in the face of manipulative tactics and societally 

damaging tech implementation. In addition, the removal of humans from complex systems 

without mitigation has the potential to cause serious failures that could lead to loss of life. 

 

Hypothesis 2: There are negative societal impacts of technology and algorithm-based modelling 

and design processes 

 

RQ3 How can we design better AI systems (Paper 3 (Oldfield & McMonies, 2021)) 

 

Investigating design of AI systems and how design can be scaled from a limited study in academia 

to a large system wide implementation on a complex platform or system is something that is 

currently an immature pathway in AI. This pathway of design and the way we implement ideas 

such as operator removal into systems demand ethical consideration as well as design 

considerations which can be considered outside current methods of design.  

 

Hypothesis 3: Removal of operator decision making impacts the design and implementation of AI 

related systems. 
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A summary of the linkages between the research questions and papers is presented in Figure 1.
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1.3 Contribution 

 

An exploration of the research questions has enabled me to make contributions to four areas of 

study.  

 

1.4 Contribution to Anthropomorphic Theory 

The field of anthropomorphism is well researched and presented. However, the field of computer 

science may be unaware of the potential impact of the use of anthropomorphism. Where the user 

interfaces with AI-based technology anthropomorphism is likely to occur and should be 

considered in technical design. Anthropomorphism is used in the communication and marketing 

of AI devices and can lead to a misunderstanding of risk or even inappropriate emotional 

attachments by individuals and society. Anthropomorphism affects both developers, users and 

business sales functions. In order to understand complex concepts all humans are inclined to 

anthropomorphise so that the concept is presented in a common understanding. Due to 

anthropomorphism operating at a lower level in our belief system than a conscious awareness, 

this can then lead to information about the technical build being lost or misperceived by 

practitioners and users. Ultimately the belief that a device such as Alexa is a servant, friend or 

master can lead to manipulation, exploitation and a limited risk perception. This research has 

linked anthropomorphism and dehumanisation in a novel way in order to illustrate potential 

effects on society. This thesis makes recommendations for further research that can be carried 

out in an interdisciplinary fashion in order to attain a greater understanding of how humanity 

interacts with AI based technology. An analysis of risks and potential mitigations is recommended 

for further validation. 
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1.5 Contribution to Policy  

This thesis contributes to the field of policy by extending the understanding of challenges faced in 

current development of models and the potential impact of ongoing poor practise and inertia on 

the development of future AI algorithmic based models. The challenges highlighted concern poor 

modelling processes and lack of best practice for practitioners of computer science that has led to 

a waste of taxpayers money and even death of citizens. The resulting mitigations are complex and 

consist of a culture change within human factors in a technical field. Previous mitigations were 

analysed and where they failed this was investigated further in respect to the foundation of 

contributory factors. This led to original recommendations that were examined in an 

interdisciplinary fashion rather than purely technical.  

 

1.6 Contribution to Computer Science & Practice 

This thesis contributes to the field of computer science by analysing the root causes of 

practitioner challenges associated with non-robust design. These root causes, on the surface, 

could be attributed to larger overarching themes such as cost or resource availability, however, 

on a deeper analysis the causes are actually more basic and surprisingly easily solved. A simple 

skill such as communication between practitioners and wider interdisciplinary fields can lead to a 

greater ability to challenge and increased training and awareness for practitioners. However, this 

simple but yet overlooked skill is often not seen to be as integral to AI development. One could 

argue that cost and resource are potentially why soft skills are overlooked but there exists a 

deeper issue of workplace culture potentially being at fault. This, and the issue of human 

perception of complex systems leads developers to potentially trust systems more than they 

should or miss critical steps in the modelling pathway that can then cause negative 

implementation. Investigation has shown that when designing systems and AI products, generally 

academia and industry are not working as effectively together as effectively as they could be. This 

can result in an isolated product being implemented into a complex system with negative impacts 

due to lack of testing or system understanding. This drives the need to define future best practice 
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and excellence in design. Recommendations in the field of computer science centre around 

practitioner support and development as well as proposals for more robust design of AI based 

systems. 

 

1.7 Contribution to Human Societal Development 

 

When this research study began there was only one conference paper beginning to discuss 

potential theories of dehumanisation and their relation to AI. This thesis has focussed on 

individual and societal trust of systems and how this was possible to achieve without the user 

being aware of, and understanding, the risks of the system. This research programme investigates 

and analyses how we attribute characteristics to humanlike technology which promotes the 

development of trust and can lead to manipulation. The research described here engages with 

disparate fields such as psychology, philosophy, business and sociology in order to propose new 

cross disciplinary theories that illustrate the potential for serious damage to human belief systems 

that could be caused by AI unless modelling is undertaken by practitioners in a more ethical and 

human-centred manner. 

A summary of the linkages between the research questions and contribution of papers is 

presented in Figure 1.
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1.8 A summary of the linkage between research questions, papers and contribution  

 

 
Figure 1 : A summary of the linkage between research questions, papers and contributions 
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1.9 Structure of the Thesis  

 

This thesis enables an understanding of the challenges of developing and implementing 

ethical and safe AI development and implementation. Figure 2 shows the structure of the 

thesis and maps the key topics in each paper. 

 

Figure 2:  Structure of the thesis 

 

 

Paper 1: Analytical modelling and UK Government policy was borne from an in depth investigation 

into the challenges surrounding modelling in the UK (Oldfield & Haig, 2021).  

 

This paper provides a critical discourse on the impact of poor modelling on society. Surprisingly, 

the main factors contributing to challenges with modelling were mainly human factors rather 

than technical. This paper highlights the importance of human factors such as communication, 

ability to challenge and correct resourcing as basic drivers to a culture that can support and 

promote good practice in modelling. Due to the numerous challenges emerging from this paper it 

appeared prudent to investigate whether these challenges could be grouped or categorised in any 

way and if there were any overarching solutions or mitigations that could be found. This led to 

three further papers concerning firstly, the UK educational system and whether it supports ethical 
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modelling and practitioners, secondly, ethical funding for AI (Gardner et al., 2021) and whether a 

gateway or audit at funding stage might encourage more ethical development of AI and thirdly, a 

paper on the challenges practitioners face within their modelling process and how their 

perception might affect their view of technology.   

 

Paper 1 has been published in the Journal AI and Ethics 

 

Paper 2 Ethical funding for trustworthy AI: proposals to address the responsibilities of funders to 

ensure that projects adhere to trustworthy AI practice (Gardner et al., 2021). 

 

Paper 2 discusses how funding bodies could engage in audit of funding proposals to ensure that AI 

is developed in a robust, coherent and ethical manner. This investigation examined how the 

funding process currently works and the concerns and challenges that have been seen over the 

past few years in terms of funded projects that had produced faulty algorithms which have 

affected society. This investigation was followed up with a high level stakeholder workshop whose 

output was published in the AIRonons conference (AIRoNos-2021-_-Proceedings, 2021.) London 

and details the support gained from high level stakeholders towards including checks and 

balances within funding bodies.  

 

Paper 2 has been published in the Journal AI and Ethics 

 

Paper 3:  The Future of Condition Based Monitoring: Risk of Operator Removal on Complex 

Platforms (Oldfield & McMonies, 2021).  

This paper is a critical discussion on how algorithmic decision making is becoming more 

commonplace in systems. However, in the design of these systems the regulatory and operational 

boundaries often conflict causing challenges that can only be resolved by the operator. In this 

paper we discuss how systems can be designed more robustly and how academia must work 
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more closely with industry in order to ensure future systems are designed well, not just in order 

to exclude an operator. 

 

Paper 3 has been published in the Journal AI & Society 

 

Paper 4:  Towards Pedagogy supporting Ethics in Modelling  (Oldfield, M. (2022). 

 

This paper is a critical exposition on how the UK education system is failing practitioners in 

modelling. The initial discussions and draft development of this paper were started in 2018/9 in 

correspondence with the QAA3, QEF4 and Minister of Higher Education for Scotland. These 

discussions concerned the application and relevance of subject benchmark statements5 alongside 

regulation of higher education. This became pertinent when a lack of benchmark statement for 

data science, machine learning and AI was discovered despite these subjects being taught at 

tertiary level. The absence of ethics, modelling best practice or critical analysis in the teaching and 

assessment of future practitioners is a crucial issue that requires rectification. The areas of Data 

Science, Machine Learning and AI are taught at university level but are not regulated by any set of 

standards or benchmark statements at present. This leads to practitioners potentially graduating 

and creating algorithm-based technology and models in industry that could have huge effects on 

society but without having the basic skills or understanding of the development or modelling 

process. This is further exacerbated by the lack of professional bodies and practitioner 

development. As a result of this investigation, I have proposed, and am working very closely with 

high level professional bodies in the UK6, to introduce a chartership scheme and training for 

practitioners involved in data science, machine learning and AI. The initial hope is to bridge the 

gap for those having already left tertiary education. This paper and the subsequent discussions 

should push forward subject benchmark statement development and introduction so that data 

 
3 The QAA or Quality Assurance agency for Higher Education maintains and enhances quality and standards in higher education in the UK 
4  The QEF is the Scottish Quality Enhancement Framework for Education 

5 Benchmark Statements regulate the teaching and assessment of higher education courses in the UK 

6 Due to reasons of confidentiality I am not able to name these bodies at the present time 
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science, machine learning and AI are allocated benchmark statements for regulation of teaching 

and assessment. Further to this I am also collaborating on developing novel software with Oldfield 

Consultancy that will address many of the concerns I have found pertaining to practitioner lack of 

knowledge, regulations, communications challenges and inability to challenge. The aim is for 

these mitigations to be implemented by the end of 2022. In 2021 this paper was also adapted to 

provide expert input used in pedagogical development by the Royal Navy. 

 

Paper 4 has been published in The Journal of Humanistic Mathematics 

 

The following papers originated from an analysis of how human belief systems can be impacted 

by AI based technology. This worked originated in my extensive research on Ethics, Human 

Perception and Human Mind in philosophy in 2017/18 and the gap that was forming between a 

philosophical understanding of AI and the realities of technical development. This gap was 

potentially halting interdisciplinary work due to a disconnect in perception and understanding. 

The paper on anthropomorphism gave rise to a further two interdisciplinary papers on 

dehumanisation where, at the time, only one conference paper existed on this area. The following 

two papers are concerned with a novel area of research. In 2020 there existed only a handful of 

papers on this emerging but critical theory. 

 

Paper 5:  Anthropomorphism, Dehumanisation and the Future of Technology 

 

Paper 5 conducts an exploratory discourse into the links between anthropomorphism of 

technology and dehumanisation. The process by which anthropomorphism works is critically 

analysed. Creating division in society and feeding human needs for distinctness (to be unique and, 

in some ways, superior to others) and group belonging is seen within dehumanisation. However, 

in the era of social media the effects of this have become increasingly negative with the 

willingness to abuse, deride or outwardly attack people not in the same group or who appear to 

be indistinct (belonging to a group with little subjective preference or few distinguishing features). 



 

 17 

This frame of mind has been exacerbated by the need for ‘likes’ and distinction and fuelled by 

brands who see the aspirational or ‘distinct’ elements of this journey fuelling sales. Concrete 

examples used include data loss and loss of control regarding interactions with technology where 

misplaced trust or inappropriate emotional attachments exist due to lack of understanding and 

inappropriate language use. An investigation into the human inability to understand complex 

concepts showed a desire to anthropomorphise AI, which then obscures real understanding and 

risk perception when interacting with technology or cyberspace.  As this area is very novel the 

outcome is that validation studies need to be undertaken, possibly in an interdisciplinary lab 

setting, to understand how the fundamental human belief system can both being manipulated 

and what effect this will have on society in the future.  

 

Paper 6:  Anthropomorphism and its impact on the implementation and perception of AI 

 

Paper 6 is a pre cursor to Paper 5 and is based on my philosophical research projects of 2017/18 

concerning Ethics and the Human Mind. This paper begins with an investigation of the reasons 

why humans anthropomorphise. The anthropomorphisation of technology is shown to be due to 

lack of ability of the general human to understand complex concepts and the lack of language 

with which to develop this understanding. This investigation shows that human interaction with 

technology is affected which creates multiple opportunities for exploitation due to inappropriate 

allocation of trust or emotional attachment to AI based technology. When AI based technology is 

anthropomorphised it can be ascribed feelings, emotions and mental ability such that the way in 

which it is perceived is not as a potential risk or an objective device but as a friend, servant or 

master. This critical misunderstanding creates mental models that leave humans open to 

manipulation and exploitation. 

 

This thesis analyses and connects traditionally philosophical topics within the remit of the 

technical sphere by applying and combining a diverse range of methods to existing challenges 
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concerning the interaction of AI-based technology and society. This thesis provides valuable 

insights and mitigations regarding ethical development of AI and the impact of AI on society. 

 

2. Research Approach 

2.1 Research Philosophy 

 

In choosing a research philosophy it is important to understand how humans view the world and 

live within it. Questions of perceptions, epistemology and mind can arise very quickly when 

considering the choices of philosophy available. The research philosophy is the “basic belief 

system or world view that guides the investigation”(Guba & Lincoln, 1982).  

 

This research is aligned with multiple research philosophies. This is due to the wide range of 

disciplines considered. The research undertaken has used a variety of techniques and ultimately 

the processes as well as the actors have been considered either within the same paper or across 

multiple papers. This research is aligned with the ontological position of pragmatism which 

enables me to apply other approaches to specific parts of the thesis. 

 

Pragmatism “recognise that there are many different ways of interpreting the world and 

undertaking research, that no single point of view can ever give the entire picture and that there 

may be multiple realities”(Saunders et al., 2012).  At the same time, due to the wide ranging 

nature of the research within this thesis it is necessary to update a view or hypothesis or  “modify 

their philosophical assumptions over time and move to a new position on the continuum” (Collis 

& Hussey, 2014; Wilson, 2014). Individual papers and their philosophy are found in Table 3. 

 

The paper on Anthropomorphism utilises the interpretivist philosophy: 
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In the paper on Anthropomorphic techniques the analysis consists of interpreting the 

psychological strategies used by business and the demands of consumers in addition to 

examining, (Rowlands, 2005) analysing and interpreting any philosophical effects to the individual 

and society. Here it is assumed that “researchers assume that access to reality (given or socially 

constructed) is only through social constructions such as language, consciousness, shared 

meanings, and instruments” (Antwi & Hamza, 2015). 

 

There is some debate over whether applied research is a philosophy or a methodology however 

the aim of the papers concerning pedagogy and UK government policy are to provide action 

research in order to solve immediate and specific problems. Findings of these studies are valuable 

for practical problems and can be applied to address concrete problems (Baldassarre et al., 2020).  

 

Fundamental research, in contrast to the previous section, “aims to contribute to the overall 

scope of knowledge in the research area without immediate practical implications. Findings of 

fundamental studies cannot be used to solve immediate and specific business problems” 

(Business Research Methodology, 2021). This was the approach used towards the investigation 

and exploration of multiple disciplines and their approach to dehumanisation. 

 

Throughout the thesis a realist approach is adopted towards the many factors, pressures and 

challenges  that much of the analysis and investigation is subject to. This dovetails directly with 

the interdisciplinary nature of this thesis which aims to take cross disciplinary work from disparate 

deep disciplines and apply the results to challenges within the field of AI and computer science 

(Sobh & Perry, 2006). 
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2.2 Methods 

 

A pragmatic approach underpinned the multiple research methods were used within this 

programme for background research due to the nature of the separate papers. For examples, in 

the Technical Challenges paper data collection and analysis were used. To access the subjective 

views of individuals and uncover the descriptions of participants, an interpretative approach 

indicates qualitative methods such as case studies and interviews to generate data and provide 

insight (N. Lee & Lings, 2008) (Willis et al., 2007). 

 

Due to the research on anthropomorphism in connection to AI and around dehumanisation being 

novel in its very nature, it was prudent to investigate existing literature in order to see what had 

previously been undertaken. In analysing what connections had been made in the past an 

extensive literature review was required. In order to see what mitigations would be fit for 

purpose and to connect the existing pieces of research into a coherent piece relating to AI, it was 

essential to conduct secondary research. This thesis identifies gaps that currently exist and 

determines what type of empirical research could be examined in the future to further these 

novel areas of research. Therefore, in the remaining papers secondary research was used to make 

connections, and in the case of the paper on dehumanisation, to create a new framework for 

analysis. 
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2.3 Summary of Papers and corresponding Philosophy and Methodology 

 

Research 

Question 

Paper Philosophy Methodology Reasoning & Uptake of 

Research/follow on actions 

 

1 

Ethical funding for 

trustworthy AI: proposals 

to address the 

responsibilities of funders 

to ensure that projects 

adhere to trustworthy AI 

practice 

 

Applied 

Research 

Secondary 

Sources 

This is a novel proposition 

which proposed 

establishing funding 

gateways for funding 

bodies. This is in itself a 

complex process and a 

thorough investigation was 

required in order to have 

sufficient evidence to 

approach a high-level 

stakeholder workshop. 

 

Potential solutions to 

problems are proposed 

that can then be verified 

and tested in further study. 

This paper was verified and 

validated as a way forward 

with high level 

stakeholders at Aironos 

London and has already 

seen high level discussions 

in funding bodies such as 

EPSRC with a view to 

implementation. 

 

1 

Analytical Modelling and 

the UK Government 

 

Applied 

Research 

Secondary 

Sources 

This is a review of the last 

30 years of societal effects 

of modelling and the 

reasons why this has 

happened. Numerous 
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enquiries are examined to 

determine factors affecting 

modelling and then an 

investigation undertaken 

into how we can mitigate 

some of the factors causing 

non robust modelling and 

how these mitigations can 

be implemented with 

greater effect than 

previous attempts. 

 

This is a novel proposition 

due to the linkage of 

human factors and the 

culture of computer 

science. A high-level 

investigation was required 

in order to ascertain what 

had been done before and 

what had or had not 

worked. Having worked on 

the 2016 AQuA book it was 

intriguing to see what had 

worked from this 

attempted implementation 

and what had not. So, in 

some ways this is also a 

critique and a reflection on 

my own work in this area. 

As a way forward I am 

personally working with a 

high-level professional 

body to implement 

accreditations for AI, 

Machine Leaning and Data 
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Science Partitioners. This is 

supported by my 

collaboration with Oldfield 

Consultancy where we 

have designed software to 

enable challenge and 

communication as well as 

transparency of the 

modelling process. 

 

 

3 

The Future of Condition 

Based Monitoring: Risks of 

Operator Removal on 

Complex Platforms 

 

Pragmatism Secondary 

Sources 

This paper examines the 

design of AI systems and 

products to determine how 

we can be more resilient 

and robust in the design of 

future AI systems, 

especially where removal 

of an operator is 

concerned. 

This is a novel area of 

investigation in human-

computer design as well as 

academic-industry 

collaboration and so it was 

prudent to research what 

existed in different 

disciplines and collate this 

before moving on to 

creating an 

implementation for 

computer science. 

Potential solutions to 

problems are proposed 

that can then be verified 

and tested in further 

studies concerning design 
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and implementation of AI 

systems.  Potential 

solutions to problems are 

proposed that can then be 

verified and tested in 

further study to better 

address design processes.  

The recommendations 

were deemed essential and 

immediately 

implementable in 

submarine systems by the 

co-author a Royal Naval Lt 

Cdr Engineering 

Submariner. 

 

 

1 

Towards Pedagogy 

supporting Ethics in 

Modelling 

 

Applied 

Research 

Secondary 

Sources 

This is a novel area of 

investigation and so it was 

prudent to research what 

existed in different 

disciplines such as 

pedagogy and technical 

professional development 

as well as collating this 

before moving on to 

creating an 

implementation for 

computer science from the 

AI angle. Potential 

solutions to problems are 

proposed that can then be 

verified and tested in 

further study. This paper 

was produced in order to 

look more in depth at 

chosen mitigations 
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produced by the Analytical 

Modelling paper and to 

check if they were fit for 

purpose – thereby 

potentially validating the 

research 

recommendations. This 

paper has led to me 

proposing accreditation 

categories to a leading 

professional UK body which 

is currently under 

discussion. I have also 

formed a collaboration 

with a software company 

and my company to design 

software to mitigate the 

effects highlighted in this 

paper. This paper has also 

been adapted by me for 

the Royal Navy for 

pedagogical instruction. 

 

2 

Anthropomorphism and its 

impact on the Perception 

and Implementation of AI 

 

Interpretivist Secondary 

Sources 

This is a novel area in the 

fact that its normal field is 

business and marketing. 

However, the parallels, 

influence and effects on 

computer science became 

very clear whilst 

undertaking the empirical 

study on technical 

challenges. It was prudent 

to research what existed in 

different disciplines and 

collate this before moving 

on to creating an 
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implementation for 

computer science from the 

AI angle. Potential 

solutions to problems are 

proposed that can then be 

verified and tested in 

further study. 

 

2 

Anthropomorphism, 

Dehumanisation and the 

Future of Technology 

  

Fundamental 

Research 

Secondary 

Sources 

As with the paper on 

Dehumanisation this is a 

very novel area with only 5 

conference papers in 

existence in 2020. This area 

brings together multiple 

disparate disciplines, 

definitions and 

fundamental theory that is 

still being argued in 2021. It 

was therefore prudent to 

research what existed in 

different disciplines and 

collate this before moving 

on to creating an 

implementation for 

computer science. 

Potential solutions to 

problems are proposed 

that can then be verified 

and tested in further 

empirical study. 

Applications for funding are 

being explored for 2023 in 

order to develop a study of 

this kind and Sprite + 

interdisciplinary 

practitioners have already 

been approached. 

Table 3 Papers with corresponding Research Philosophy and Methodologies
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3. Paper 1: Analytical modelling and UK Government policy 

Authors: Marie Oldfield & Ella Haig  (Oldfield & Haig, 2021) 

3.1 Introduction 

This paper addresses research question 1 by conducting an in-depth investigation into modelling 

within the UK Government over the last decade or beyond. Hypothesis 1 is addressed by examining 

the challenges with technical and human factors. These challenges are highlighted along with the 

success or failure of attempted mitigations. This paper contributes to policy and practitioner level 

understanding within the modelling domain. 

3.2 Published Paper 

Abstract 

In the last decade the UK Government has attempted to implement improved processes in modelling 

and analysis in response to the Laidlaw Report of 2012 and the Macpherson Review of 2013. The 

Laidlaw Report was commissioned after failings during the Inter City West Coast Rail (ICWC) franchise 

procurement exercise by the Department for Transport (DfT) that led to a legal challenge of the 

analytical models used within the exercise. The Macpherson Review examined the quality assurance 

of Government analytical models in the context of the experience with the Intercity West Coast 

Franchise competition. This paper examines what progress has been made since the Laidlaw Report 

in modelling and best practice in Government. This paper discusses the Lords Science and Technology 

Committees of June 2020 that analysed the failings in the modelling of COVID. Despite going on to 

influence policy, many of the same concerns raised within the Laidlaw and Macpherson Reviews were 

also present in the Lords enquiry. We examine the technical and organisational challenges to progress 

in this area and make recommendations for a way forward. These recommendations include: a 
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cultural shift in leadership, transparency of models and accompanying data, fostering environments 

of constructive challenge, development of guidance based on best practice, improved understanding 

of data, practitioner support, recognition of modelling as a skilled profession, implementing relevant 

training from school age in ethics and modelling, and, finally, curating a set of emergency models with 

full validation and verification, that can be amended as necessary for times of crisis. 

Introduction 

In the last year, due to COVID, evidence-based modelling has been at the centre of government and 

decision-making. Although evidence-based modelling has been highlighted in the UK Government for 

decades, the circumstances and urgency of COVID have brought its importance to the fore. The policy 

of the UK Government is to use evidence from experts, through rigorous process, to underpin its 

decisions (Macpherson, 2013) on national policy. The UK Government takes evidence from modellers, 

experts and policy officials in order to decide on the best way forward. In 2012 the West Coast 

Mainline franchise disaster highlighted the serious consequences of not undertaking robust modelling 

or robust decision making. The legal challenges to the West Coast Franchise Decision caused a 

significant loss of taxpayers’ money and serious reputational damage to the UK Government 

(Macpherson, 2013). The Laidlaw Report aimed to make recommendations on how to solve the failings 

moving forward. However, the Lords Science and Technology Committee of 2020 (House of Lords, 

2020b) again showed the same systemic concerns showing up in Government Modelling. In addition 

to those challenges previously highlighted in (Mashelkar, 2017), further challenges were shown to 

have occurred. The problems indicated by this succession of reports points to challenges, both 

technically and organisationally, that prevent robust modelling from being undertaken by the UK 

Government. In 2020 Committee Members who sat on the inquiry boards for the West Coast Mainline 

franchise failure occupied senior positions in Government.  
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The West Coast Rail Franchise (“ICWC”) failed because the Department for Transport “did not get basic 

processes right and had failed to learn from mistakes made in previous projects”(House of Commons: 

Committee of Public Accounts, 2012). The House of Commons Committee for Public Accounts stated 

that this failing had not only occurred previously but that the recommendations made from the 2010 

report The failure of Metronet7 (House of Commons: Committee of Public Accounts, 2010) “to prevent 

a lack of oversight and information were clearly not applied in this competition” (House of Commons: 

Committee of Public Accounts, 2012). The decision to drive cost savings during the West Coast Rail 

Franchise Competition and not employ external financial advisers cost taxpayers tens of millions of 

pounds, a substantial amount of this being used in compensation payments to bidders. The 

department were not able to quantify or understand the risk levels surrounding the bids and were 

therefore unable to correctly model the risk capital required to balance this. These errors led to the 

“Department asking First Group for a lower subordinated loan facility than was needed to protect 

itself from the recognised additional risk in the bid. A higher subordinated loan facility was requested 

from Virgin Trains. This opened the Department to the risk of legal challenge and ultimately led to the 

cancellation of the franchise competition” (House of Commons: Committee of Public Accounts, 2012). 

These failings were highlighted by the House of Commons Committee for Public Accounts and 

attributed to multiple problems such as lack of leadership, lack of ability to challenge, lack of 

transparency in modelling, a drive to cut costs, failure to apply common sense, failure to apply basic 

processes and lack of accountability (House of Commons: Committee of Public Accounts, 2012). This 

failure would then be examined further by the Laidlaw Report and Macpherson Review. 

The Laidlaw Report (Laidlaw, 2012) addressed what went wrong in the Intercity West Coast Rail 

Franchise failure and produced recommendations for moving forward. On the 3rd of October 2012, 

the competition to run passenger trains on the West Coast Main Line had been cancelled “following 

 
7 The loss to the taxpayer arising from Metronet's poor financial control and inadequate corporate governance is some £170 million to £410 million (House of Commons: 

Committee of Public Accounts, 2010) 
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the discovery of significant technical flaws in the way the Intercity West Coast Franchise process was 

conducted” (Laidlaw, 2012). The Laidlaw Report discusses the significant flaws in the modelling 

process used and lessons learned by the Department for Transport (DfT) from the InterCity West Coast 

competition. 

The aim of the Macpherson Review was to identify any systemic problems cross-government and to 

identify best practice that could be implemented moving forwards. In particular, the aim was to 

“examine the quality assurance of Government analytical models which are used to inform policy” 

(Macpherson, 2013), as well as identifying best practice from industry and the private sector. 

This paper examines the initiatives proposed by the Laidlaw Report and Macpherson Review and 

compares them to the findings of the Lords Science and Technology Committee (House of Lords, 

2020b) that took place in June 2020 in the context of discussing the models that informed policies 

related to COVID. This paper examines the need for empirically informed studies that are not only 

robust but based on technical and organisational best practice. Studies that are challenged, based on 

good methodology and a thorough understanding of aspects such as risk, impact, caveats and 

assumptions. Studies that are conducted in the best interests of the UK population. The need for 

evidence-based policy is discussed at length in UK Government publications such as the AQuA book8 

(Treasury, H.M, 2015) and in enquiries such as The Intercity West Coast franchise (Laidlaw, 2012),  the 

failure of the Metronet (House of Commons: Committee of Public Accounts, 2012) and the Lords 

Enquiry of 2020 (House of Lords, 2020b). However, systemic failings have been highlighted for many 

decades with substantial impact on, not only the public purse, but the lives of UK Citizens. This paper 

makes recommendations from the examination of multiple enquiries over multiple decades with the 

vision of a new future in evidence-based policy.   

 
8 The AQuA book provides guidance on producing quality analysis for Government. Please find further information in Section 2.3. 
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COVID, by 2020, was perceived as a potential public health issue and as such, modelling would need 

to be performed with existing international data to determine what steps might need to be taken by 

the UK (Oldfield et al., 2020). In June 2020 an enquiry was commissioned into this modelling after 

numerous failings9 had been identified. These failings led to policy being implemented that was 

neither based on evidence-based modelling nor, in some cases, implemented prior to Government 

and Academic modellers being able to produce their modelling results. The Government changed 

policy designed to influence public behaviour prior to any modelling taking place and at a fast pace 

according to evidence within the Lords Enquiry (House of Lords, 2020b). Modellers raised numerous 

concerns around the modelling undertaken for COVID policy such as: lack of ability to challenge the 

modelling or parameters, lack of appropriate modelling for the situation, incorrect metrics, lack of 

validation and verification of models, lack of availability of data, incorrectly discounted modelling, lack 

of discussion around suggestions for parameters within models, lack of risk understanding or 

awareness, lack of leadership, and problematic resource allocation. Many of these failings had been 

found previously in the Macpherson Review, Laidlaw Report and the 2010 report The failure of 

Metronet (House of Commons: Committee of Public Accounts, 2010) but in the Lords Enquiry of 2020 

additional failings were also highlighted. 

The recommendations found in this paper relate directly to the previous recommendations by the 

House of Commons Public Accounts Committee, Laidlaw Report and Macpherson Review. It is 

recommended that leadership must be accountable, communicative and fully trained for the post. 

This includes undertsanding the processes in the domain of modelling and area-specific challenges. 

Transparency and data in modelling should be addressed by providing caveats, risks and assumptions 

as well as model relevant paperwork. Constructive challenge should be encouraged and facilitated. 

Guidance must be based on existing modelling best practice but where this is lacking in role and 

 
9 These failings consisted of multiple problems such as lack of leadership, modelling being discounted incorrectly, lack of interdisciplinary working, lack of internal or 

external audit, lack of skills and lack of access to data. 



 

 32 

communication guidance, Prince II10 or SCRUM11 techniques could be incorporated. Training and 

support must be provided for practitioners in modelling and robust data collection and use. Modelling, 

with the responsibility placed upon it to support evidence based policy decision making, should be 

allocated as a skilled profession. In addition, gaps should be identified in primary, secondary and 

tertiary education in areas such as modelling the real world in an ethical and robust manner. This is 

likely to identify other aspects of note in education such as risk awareness, proportionality and 

measurement. 

This paper is structured as follows. The first section gives an overview of the terminology and life-cycle 

of models and their quality assurance. The second section discusses modelling in the context of the 

Macpherson Review and Laidlaw Report in the wake of the West Coast Franchise debacle. The third 

section discusses how effective the implementation of the recommendations from the Laidlaw Report 

and Macpherson Review were. The fourth Section covers the Lords Enquiry of 2020 in which the 

modelling undertaken to address policy requirements on COVID was examined. This paper then 

proceeds to examine organisational culture as a current barrier, but also as a fundamental factor to 

improvement in this area and discusses what can be done to ensure progress. Recommendations are 

then made on ways forward before concluding.  

Modelling 

As stated in the Macpherson Review, “Modelling is essential to the work of government” 

(Macpherson, 2013). “From providing the evidence to support major investment decisions to 

predicting the spread of pandemic flu, models underpin decisions which affect people’s lives and have 

major financial implications” (A. Robinson & Glover, 2014). It is therefore vital that the models used 

are fit for purpose. “Balancing the tension between supporting innovation, so that society’s right to 

 
10 PRINCE II is a structured project management method and practitioner certification programme. PRINCE II emphasises dividing projects into manageable and 

controllable stages. 

11 Scrum is a framework utilizing an agile mindset for developing, delivering, and sustaining complex products, with an initial emphasis on software development, 

although it has been used in other fields including research, sales, marketing and advanced technologies. 
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benefit from science is protected and limiting the potential harms associated with poorly designed 

modelling is challenging” (Knoppers & Thorogood, 2017).  

In this paper a model is defined by the data journey, along with the outputs from this process 

(Information Commissioner’s Office and the Turing Institute., 2020). This is because the inputs, 

outputs and data journey are one of the most important parts of the modelling journey. Models under 

the remit of the quality assurance process outlined in the AQuA book (Treasury, H.M, 2015) are 

discussed. As the analysis progresses through the analytical cycle, there are various checks performed 

to ensure that the analysis is fit for purpose. Checks that confirm that the right analysis has been 

performed are known as validation and checks that the analysis has been carried out correctly are 

known as verification. An example of one of these checks is “the quality of any data inputs, and any 

assumptions that drive the analysis, including the estimation of parameters” (Treasury, H.M, 2015), 

indicating that the data has to be of sufficient quality for the model to be robust. 

UK policy can be based on models as varied as, financial models, defence operational models or 

scheduling models. The process of building a model comprises of how the data is collected and 

processed, how the model is built to achieve the aim of the questions being asked, the robustness and 

transparency of the model, as well as outputs and interoperability. Methods to ensure fully robust 

models include ‘Validation’ and ‘Verification’ (Treasury, H.M, 2015) as well as such articles as data 

flow charts, model topology, version control, testing records and audit records.  

Before outlining the life cycle of a model, we briefly discuss business critical models in the following 

subsection given their importance and the need to manage high risks12 associated with such models. 

Business critical model definition 

 
12 High Risk is defined as likely to result in failure, harm, or injury. In the case of the UK Government this would also include reputational and financial damage. 
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A business-critical model is defined as a model that, if built or altered or used incorrectly could lead 

to “serious financial, legal or reputational damage” (A. Robinson & Glover, 2014). These models must, 

according to AQuA and Laidlaw, under all circumstances, be quality assured under the AQuA book and 

audit processes within Government (Laidlaw, 2012). These models are required to be transparent due 

to potential impacts being so wide ranging and sizeable. 

Business critical models as defined by the Macpherson Review can ultimately cost lives. These models, 

as stated in the Laidlaw Report (Laidlaw, 2012) and the Macpherson Review (Macpherson, 2013), 

should be subject to the highest level of scrutiny to ensure they are robust and transparent. The 

requirements around this were highlighted by the Macpherson Review and are discussed in the 

subsequent section on Quality assurance (QA). 

The life cycle of a model 

The life cycle of a model explains how a model is built and what is inherent in the process.  “Typically, 

models progress through a four step cycle, albeit often with significant cycling between steps during 

the life of a model: scope, specify and design; build and populate; test; deliver and use” (A. Robinson 

& Glover, 2014): 

1. In the scoping phase the client relates what conceptual task they would like to solve. This 

might be, for example, what aspect of a call centre needs to be optimised to increase revenue. 

2. In the design phase the modeller takes the client’s specifications that have been discussed in 

full with the client.  

3. The build phase is where the model is constructed.  

4. Testing is normally done on an existing, potentially historical, data set and then validated by 

comparison to real life output.  
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This process follows the verification and validation process illustrated in the Macpherson Review 

(Macpherson, 2013) and the AQuA book (Treasury, H.M, 2015) The deliver and use phases involve 

creating the required documentation such as user guides, testing reports, version control, commented 

code, training materials and audit trails, and delivering this to the client. Something to note is that the 

client and modelling team are not always independent, especially in Government modelling. When 

the model builder and client are in house and potentially on the same team, the dividing lines required 

for robust quality assurance can become blurred. 

Quality assurance of models 

 

In order to combat the aforementioned catalogue of problems raised in the Laidlaw Report and the 

Macpherson Review, the UK Government commissioned the AQuA book. This book was part of a series 

called the Rainbow Books and was written in order to guide analysts in the process of developing and 

using models. Subsequent to the Macpherson Review, an audit process was also implemented to 

ensure that models have the correct paperwork and training in place, and that custodians of models 

would have the correct information to use and implement the model they are charged with 

overseeing.  

There are many types of quality assurance that can be used within modelling. The Macpherson Review 

(Macpherson, 2013) highlighted that “It is important that the design stage includes a clear 

understanding of the model structure and logic as well as the underlying assumptions, limitations, 

inputs required, and outputs expected”. Also, “The completed model should be available, together 

with a full set of quality controlled input data and details of the model’s inputs’ limitations or 

uncertainties” (Macpherson, 2013). 

Several types of quality assurance were proposed by Macpherson (Macpherson, 2013): 



 

 36 

• Developer testing: use of a range of developer tools including parallel build and analytical 

review or sense check; 

• Internal peer-review: obtaining a critical evaluation from a third party independent of the 

development of the model, but from within the same organisation; 

• External peer-review: formal or informal engagement of a third party to conduct critical 

evaluation, from outside the organisation in which the model is being developed; 

• Use of version control: use of a unique identifier for different versions of a model; 

• Internal model audit: formal audit of a model within the organisation, perhaps involving use 

of internal audit functions; 

• Quality assurance guidelines and checklists: model development refers to department’s 

guidance or other documented quality assurance processes (e.g. third party publications); 

• External model audit: formal engagement of external professionals to conduct a critical 

evaluation of the model, perhaps involving audit professionals; 

• Governance: at least one of planning, design and/or sign-off of models for use is referred to 

a more senior person. There is a clear line of accountability for the model; 

• Transparency: the model is placed in the wider domain for scrutiny, and/or results are 

published; and 

• Periodic review: the model is reviewed at intervals to ensure it remains fit for the intended 

purpose, if used on an ongoing basis. 

According to Macpherson (Macpherson, 2013) the formal deliverables will vary depending on the 

model; however, there should be clear documentation for the model in order to ensure robustness 

and transparency. The recommendation was that documentation included in quality assurance 

processes needed not be cumbersome and, in some instances, more akin to a diary of design. The 

following were presented as best practice (Macpherson, 2013): 
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• At the design stage, model design documentation to support the build phase describes the 

model and should include the quality assurance strategy for the build and testing phases. 

Some quality assurance may be performed at this stage to provide assurance that the model 

structure, logic and assumptions are robust before the model is built; 

• Review by either internal or external reviewers should be considered for complex models and 

an assessment of the suitability and availability of the inputs and outputs should be made; 

• At the build stage the documentation accurately describes the model as developed (noting 

any differences from the design), any verification testing done and the test results; 

• Once the model is complete and has been subject to appropriate verification testing, a further 

validation testing phase should be conducted, and documented, to ensure the model is fit for 

purpose; 

• At the test or ‘deliver’ stage the documentation includes: a description of the tests run; the 

test results; any concerns identified; and corrections made. If user documentation is needed 

it should also be developed and reviewed at this stage together with any required training 

material. 

In the following section, the findings of the Laidlaw Report and the Macpherson Review are discussed 

in detail and the areas of critical importance for improvement of modelling practices are summarised 

from the two sources. 

The Laidlaw Report and Macpherson Review 

Given the number of models underpinning critical Government decisions in 2012 it could be expected 

that a system of quality assurance already existed. However, a system of cross-government best 

practice was not in place at this point, and it was more siloed and department-led if it existed 

(Macpherson, 2013). This is shown by different departments having different levels and volume of 
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model guidance, but no uniform approach across Government. This approach currently continues 

(Department for Business.: Quality assurance: Guidance for Models, 2018). 

The Macpherson Review also aimed to identify business critical models across Government. These are 

the models with most potential to cause serious consequences whether legally, financially or 

reputationally. The Ministry of Defence declared around 60 such models (A. Robinson & Glover, 2014), 

which constituted 13% of the overall models across Government at that time.  

The Macpherson Review involved specialists from many different areas: “the review was multi-

disciplinary, involving Operational Analysts/Researchers, Economics, Statistics, Policy Professionals, 

Software Experts and Social Science expertise as befits the very wide-ranging and diverse modelling 

stock that is used to underpin evidence-based decision making across Government” (A. Robinson & 

Glover, 2014). There is wide variety in the types of models used in Government, from simple 

spreadsheet type quantitative models to very complex models using mathematical and statistical 

representations of the real world. There are also many new platforms to choose to model on, such as 

Python, R, Simul8, and a plethora of data science open source packages. Therefore, it is important that 

whatever package or platform is chosen, the relevant quality aspects required for a robust model can 

still be produced.  

The Macpherson Review determined that “successful modelling is therefore not just a matter of 

modellers accurately building models. Decision makers also need to understand the strengths and 

limitations of the chosen modelling approach. Departments’ cultures should reflect this by minimising 

barriers between policy and analytical professions, and encouraging mutual understanding and 

respect, as well as emphasising the importance of communication skills” (Macpherson, 2013). The 

report highlighted the importance that a model be explained to the non-professionals, as they are key 

members and stakeholders in any model build. Not only is their context key to producing a robust 

model, but their feedback gives valuable information towards the understanding of the model. It is 
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crucial that a model "design be informed by real world needs" (Holstein et al., 2019).  This is because 

models inherently reflect real life. 

Key findings of the Macpherson Review and Laidlaw Report 

The Macpherson Review and Laidlaw Report were very thorough in their investigations and 

understanding of the issues. Many of the people involved in the West Coast Franchise were 

interviewed and much data and correspondence was sifted through. What follows are the key points 

from both sets of investigation. 

The Macpherson Review stated that “it is vital that all levels in an organisation understand the value 

attached to models and quality assurance” (Macpherson, 2013); this includes everyone from the 

modeller to Ministerial level. In the West Coast Franchise, “the Permanent Secretary was 

deliberately not allowed to see the details of the competition and commercially confidential 

information” (House of Commons: Committee of Public Accounts, 2012). Following poor escalation of 

concerns, a poor culture of best practice, a lack of opportunity to challenge and an absent Senior 

Responsible Owner (SRO) (Laidlaw, 2012), meant that the analysis was not well understood or robust 

(Laidlaw, 2012). Any caveats or assumptions that are also attached to a model should be detailed 

out in accompanying paperwork so anyone can be aware of the space in which the model operates 

and what it can and cannot do. The Macpherson Review stated that these should be “clearly 

communicated, and if modelling is not possible within the given constraints, analysts should have 

the support and means to say so” (Macpherson, 2013). 

The Macpherson Review outlines the importance of the Senior Responsible Owner (SRO) and that they 

should be “sufficiently senior” to take responsibility for the model: “the key requirement is that policy 

professionals and analysts work together closely to ensure the model SRO is able to ask the right 

questions, fully understands the uses and limitations of the model and is therefore able to sign-off to 
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confirm it is fit for purpose” (Macpherson, 2013). These were found to be contributory factors in the 

West Coast competition.  The SRO’s sign-off assures that (Macpherson, 2013): 

• The quality assurance process used is compliant and appropriate; 

• Model risks, limitations and major assumptions are understood by the users of the model; and 

• The use of the model output is appropriate. 

The AQuA book also raises the requirement for education and training in order to ensure that users 

and developers of models, as well as SROs are correctly trained in order to ensure the model, risks, 

assumptions and context are well understood (Treasury, H.M, 2015).  

However, the Macpherson Review states the following: “a fairly high proportion of models (around 

50 per cent) had outputs that were available to external scrutiny and so are classified as 

‘transparent”’ (Macpherson, 2013). This is potentially misleading, as outputs alone do not contain 

the details required to indicate that a model is transparent. As detailed above, a full set of 

documentation, including inputs, outputs, assumptions, caveats etc., would be required. Only then, 

with SRO sign-off, a full set of plain English documentation (Treasury, H.M, 2015), and peer-review, 

should a model that is classified as business critical or that could have serious consequences when 

used, be signed off. The Macpherson Review states that “If the model SRO cannot give their sign-off, 

this signals the model is not fit-for-purpose. In this case, the model should not be used until any 

specific problems are rectified. This may entail amending the model, undertaking further quality 

assurance, or producing a completely new model that better supports the policy need” 

(Macpherson, 2013). 

Another common challenge within Government is that “there are challenges in preserving good 

quality assurance when a model’s scope and purpose shifts in response to often sudden change in 

policy and priorities” (Macpherson, 2013) and “machinery of government change can lead to legacy 

problems with models that started in one department, and subsequently end up owned by another. 
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It can be challenging to track the development of these models and update them” (Macpherson, 

2013). This can cause serious problems both through lack of knowledge preservation, staffing 

constraints and mothballing of models (i.e. retiring the model and then bringing it back in to use some 

time later) (D.S.T.L., 2015).  

The AQuA book states that “the commissioner must be confident in the quality of the outputs and 

understand the strengths, limitations and contexts of the analysis so that the results are correctly 

interpreted” (D.S.T.L., 2015). An empirical study, (Dodge et al., 2019) found that explanations and 

the way they are delivered can substantially impact the end result of the interpreter of the model. 

This would be a highly relevant point when speaking with Ministers who may not have a background 

or an in-depth understanding of the model at hand. 

Among the many challenges identified within the Laidlaw Report and the Macpherson Review a 

number of concerns stand out as being of critical importance in modelling practices. These are 

discussed in the following subsections. 

Resources and allocation of time 

The Laidlaw Report recommends that “appropriate discipline is applied in the allocation and balance 

of time” (Laidlaw, 2012), while the Macpherson Review outlined that “Departments with the most 

developed quality assurance processes appeared to have sufficient specialist and experienced staff, 

but not all felt they had the staff with the right skills in place to match the demands on them. Retaining 

specialist staff and providing career progression for experts was highlighted as a challenge" 

(Macpherson, 2013). 

The ability to escalate concerns, to challenge and poor communication within modelling and 

project teams 



 

 42 

The Laidlaw Report recommends that “a review is carried out of escalation policy and of the 

effectiveness of communication to staff of expectations and responsibilities in respect of line 

reporting” (Laidlaw, 2012). In the working culture of the project team, it was found that “one 

significant factor contributing to the flaws relates to the conduct of individual Department for 

Transport officials, including in relation to the opportunities that were missed to escalate or report 

information” (Laidlaw, 2012). This highlights a cultural issue within the team that prevented escalation 

of problems and allowed opportunities to be missed (L. Peters, 2019), (Rezvani. et al., 2019). 

Skills 

Another recommendation of the Laidlaw Report is that "a skills review is carried out and a thorough 

needs assessment undertaken to establish whether there are capability, experience or leadership 

gaps” (Laidlaw, 2012). Education and training should be provided in order to close any gaps found. 

The Macpherson Review highlighted that “There should be appropriate capacity and capability 

where specialist staff have sufficient time built-in for quality assurance, and are able to draw on 

expertise and experience across Government and beyond” (Macpherson, 2013). This is supported by 

research by Harrison (Harrison et al, 2018). 

Leadership 

In the Laidlaw Report, changes in leadership of the DfT “contributed to the flaws in the ICWC 

franchise process and adversely impacted the DfT’s effectiveness in identifying and/or resolving 

those flaws” (Laidlaw, 2012). The Macpherson Review recommended that “There should be visible 

leadership at the top of the organisation – backed by incentives – to create a culture that expects 

high quality QA” (Macpherson, 2013). Leaders have to be people-centric for success according to 

Peters (L. Peters, 2019), and Appelbaum discusses how leaders can implement a vision to allow 

external auditing to become a reality (Acha et al., 2018). 
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Internal and external audit processes 

The Laidlaw Report highlights shortcomings in performing internal/external reviews/audits: “The 

Inquiry team questions the basis and extent of review, checking and model auditing undertaken by 

the DfT. The Inquiry team notes that several internal reviews of the GDP13 Resilience Model were 

reportedly undertaken but there is no documentary evidence on the facts and nature of the review. 

There is also no record of any model audit or best practice review being undertaken" (Laidlaw, 

2012). In the Macpherson Review, the internal and external model audit are mentioned as important 

types of quality assurance (Macpherson, 2013). 

Lack of clarity around roles 

The Laidlaw Report highlighted that there was a “lack of clarity in roles and responsibilities and in 

associated accountability, including a failure to get the SRO structure to work for the benefit of the 

project” (Laidlaw, 2012). This indicates that the SRO may not have been adequately qualified or may 

not have had time to be involved in the project, which would be a very large oversight considering 

that the expert on the model was not present in many project meetings (Laidlaw, 2012). The report 

also stressed the following: “It should be noted that the SRO role is an important one not only in 

ensuring that the required resources are available but also in providing overall oversight, quality 

control and risk review as well as, where appropriate, escalation to Ministers" (Laidlaw, 2012). In 

addition to this, there was a perceived lack of efficacy in the governance framework, and lack of clarity 

around the function, authority and interrelationship of committees and boards was also cited as a 

contributing factor. There appeared to be a link to non-independency of boards and committees, 

which caused some escalatory and quality problems (Laidlaw, 2012). 

Senior Responsible Owner (SRO) 

 
13 Gross Domestic Product 
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The approach of allocating a Senior Responsible Officer to models was highlighted as a preferred way 

forward in the Macpherson Review. The responsibilities of the SRO and the importance of this role 

were outlined earlier in this section; they included: (a) the seniority of the SRO for the purposes of 

responsibility and accountability; and (b) the conditions required for an SRO sign-off for a model. 

Furthermore, in relation to the design stage, “The model SRO should at this stage check that the 

proposed design meets the organisation’s requirements. They should check the assumptions, 

limitations, inputs and outputs to make sure they remain consistent with the intended use of the 

model and discuss the most appropriate approach to QA” (Macpherson, 2013). 

Summary 

In this section it can be seen that the majority of the problems concern organisational culture, 

learning and processes. “Knowledge loss causes challenges for organisations that wish to remain 

competitive. These organisations must identify the risks that could lead to knowledge loss and 

become aware of challenges that affect knowledge retention” (Bessick & Naicker, 2013).  It has been 

a common concept for decades that a business should “review their successes and failures, assess 

them systematically, and record the lessons in a form that employees find open and accessible”.  

Thus, “the knowledge gained from failures [is] often instrumental in achieving subsequent 

successes” (Gavin, 1993). This has been seen within IBM’s computer development programmes, 

Boeing’s progress from the 707 and 727 to its success with the 737 and747 models and also within 

Xerox’s product development process (Gino & Staats, 2016). 

Gavin (Gavin, 1993) also gives a recipe for successful knowledge transfer in the following quote “For 

learning to be more than a local affair, knowledge must spread quickly and efficiently throughout 

the organization. Ideas carry maximum impact when they are shared broadly rather than held in a 

few hands”. Gavin (Gavin, 1993) indicates that training programmes, personnel rotation and 



 

 45 

education can be some of the most effective ways, along with reports, to “ensure that knowledge is 

transferred across the organisation” (Gavin, 1993).  

However, this process is crucially interrupted when downsizing is brought into the equation, as 

happened during the last decade within the civil service. Fisher states that “even when downsizing is 

implemented without the intention of major re-structuring, the net result is the same number of 

employees left to do the same amount of work” (Fisher & White, 2000). This indicates that a 

compounding of factors, including lack of adequate organisational knowledge transfer and learning, 

could potentially have led to the same problems that were found in the ICWC enquiry being found 

again in the Lords Select Committee of 2020 nearly a decade later (House of Lords, 2020b). 

After the ICWC disaster it was the AQuA book that was written to try to alleviate the concerns found 

in the initial Laidlaw Report in 2012. The next section will examine what the AQuA book set out to do 

and whether these goals were achieved. 

The AQuA book 

As noted by Robinson & Glover (A. Robinson & Glover, 2014), multiple publications were created in 

order to address the myriad of problems within Government modelling post ICWC; these are known 

as the Rainbow books and include: 

• The Green book, which look at the processes of appraisal and evaluation in Central 

Government; 

• The Orange book focused on the management of risk, and covered principles and concepts; 

• The AQuA book provided guidance on producing quality analysis for Government; 

• The Magenta book covered Central Government guidance on evaluation. 

The AQuA book (Treasury, H.M, 2015) is the most relevant for the discussion here; this book is a 

compilation of key texts intended to guide modellers and interpreters, and also to give an outline of 
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quality assurance processes. This book covers the following aspects of modelling  (Treasury, H.M, 

2015): 

• Analysis, Modelling and Decision Making in Government; 

• Roles and Responsibilities in Analysis and Model Development; 

• Risks in Modelling and Analysis; 

• Quality assurance, Verification and Validation; 

• Overview of Common Pitfalls. 

The AQuA book follows much the same direction as the other Rainbow books but emphasises the 

implementation of analysis and modelling. More granular directions and guidance are given. The 

AQuA book provides advice for producing fit for purpose analysis and provides guidance on 

verification and validation of models. The AQuA book also provides guidance and useful templates in 

order to produce the relevant documentation to prepare for quality assurance. 

The three pillars concentrated on within the AQuA book are uncertainty, stakeholders and fitness for 

purpose. This covers: (a) advice for working in the scoping phase and communicating with 

stakeholders involved in the model; (b) uncertainty and how to deal with assumptions or caveats 

which may produce a large amount of uncertainty in a model and (c) fitness for purpose, how the 

model works and how it can be verified and validated. These three pillars aim to ensure modelling 

follows a process that would ensure a fit for purpose, robust and transparent result that can be 

audited and delivered with some degree of confidence. 

Post AQuA book there was sporadic activity across Government in producing modelling guidance. 

The National Audit Office, in 2016, produced a short paper on a Framework for Modelling (N.A.O., 

2016) and in 2018 the Department for Energy and Climate Change published a paper on Modelling 

Assurance (Department for Business.: Quality assurance: Guidance for Models, 2018). The AQuA 

book does reasonably well in formalising the technical aspects of modelling but does not address the 
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critical areas of leadership and resource allocation. This was one of the key outcomes of the ICWC 

enquiry. In itself, process design and implementation is an extremely valuable task but without the 

relevant soft skills and the support of leadership, in a manner that encourages cultural change, it is 

of little use. This is because organisational behaviours are inextricably linked to the acceptance and 

use of processes. If employees do not understand or do not buy into the leader’s vision, or have 

problems with the process, then no matter how good the process appears it will fail. Wu notes that 

process and organisational conflict result in negative outcomes for projects (G. Wu et al., 2017). Wu 

also states that “process conflict and relationship conflict affected each other and were negatively 

related to project success, leading to poor communication among teams” (G. Wu et al., 2017). This 

brings us to the year 2020 and the Lords Select Committee Enquiry which concentrates on modelling 

nearly a decade on from the ICWC enquiry (House of Lords, 2020b). 

The Lords Select Committee for Science and Technology was called in order to question modellers on 

the robustness of their analysis that has been used to underpin Government policy in relation to 

COVID. Some of members of this committee were also present on the Lords Committee on AI 

implementation in the UK in 2018 which examined explainability, transparency and modelling (House 

of Lords, 2020b).  

In the Lords Select Committee of June 2020 many of the failures highlighted by Macpherson and 

Laidlaw came again to the fore :  lack of time, lack of ability to challenge and lack of understanding of 

uncertainty were quoted as reasons why the modelling produced was not robust, did not follow 

guidance and was at some points, even discarded by stakeholders unnecessarily. Quality assurance 

processes quoted ranged from none to checking a press conference number against a model that may 

or may not have been verified and validated.  

To enable comparison, the output from the Lords Select Committee is examined under the same 

headings as the Macpherson Review and Laidlaw Report, in addition to new emerging factors such as 
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lack of data, modelling becoming incorrectly discounted and policy becoming divorced form the 

modelling. As the output of the Lords Committee was in the form of oral transcript, it has been 

reported in this paper in this manner. In the transcript, A is the Interviewer and B the Interviewee.  

Resources and allocation of time 

It is stated that the team were not allowed the time to model despite this being one of the key 

outputs of the Laidlaw Report and the Macpherson Review. “All that we ask for as modellers is that, 

as these things are implemented, we have the time to get some data, even if it is just preliminary 

data” (House of Lords, 2020b).  

The interviewee commented on the short turnaround time between a request for modelling and the 

delivery deadline; they mentioned that the typical time is 2 to 3 days and that often this is over 

weekends. They further mentioned that this short turnaround does not allow the modellers to address 

anything other than what has been posed; additionally, they said: “There is not a whole lot of room 

for interpretation and for addressing questions other than that which has been put down from on high 

and from SAGE” (House of Lords, 2020b). 

SAGE (Scientific Advisory Group for Emergencies) had driven the modelling despite there being 

qualified experts present to undertake this. Challenge appears not to have been possible here and the 

phrase ‘on high’ puts the conversation on a certain footing. This is similar to concerns found in the 

Macpherson Review indicating that culture of challenge and communication continues to be an issue. 

The ability to escalate concerns, to challenge and poor communication within modelling and project 

teams 
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The following quotes demonstrate lack of challenge and open communication channels with 

leadership14. There is also a discrepancy between with what models were asked to do versus what 

they were actually capable of doing. 

B: “This modelling committee ... has been used to address a very narrow set of questions, which largely 

have been to do with population-wide social distancing: lockdown. It has not been used to explore 

other possible ways to respond to this epidemic. That is absolutely not the fault of the modellers; they 

are doing what they are asked to do” (House of Lords, 2020b). 

B: “We can make fairly simple, statistics-based forecasts for two weeks – I think you said that, [My 

Colleague], and I would agree. Longer term, there are too many uncertainties. I do not think we can 

make predictions” (House of Lords, 2020b). 

The interviewer asked to what extent the modellers have been able to change their approach, 

including parameters and input data to take into account uncertainty. Following on what the 

interviewee said about the use of the data being focused on social distancing, the interviewer asks 

what else it should have been focused on besides social distancing. 

Having not used data from across Europe, the model was targeted at the wrong interventions despite 

the modellers having months of previous data from international sources: 

B: “So far there has not been so much interest in targeted responses – except in very particular 

circumstances, which I am sure we will come back to – and the models have not been asked to, and 

have not really considered, those targeted responses in detail. Shielding, for example, a very 

appropriate strategy for people who are particularly vulnerable to this virus, has been part of 

Government policy across the UK Nations practically since day one, since the very early stages, but it 

is not included in any of the models. We are not aiming the models at the right target; we are aiming 

 
14 both organisational and governmental 
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them at everyone when in fact the burden of this disease is very concentrated” (House of Lords, 

2020b). 

B: “Typically, we react to commissions that come from SAGE, which presumably come in turn from the 

Cabinet Office, and they tend to be targeted at population-level impacts”. 

A: “In a sense, then, not all the right questions have been asked. Has there been any move among the 

modelling community to seek to persuade policymakers that there should be a greater focus on some 

of the sub-population? 

B: "London saw if not a more rapid growth then a greater level of infection prior to lockdown, and 

correspondingly has had a much more rapid decline since, so there is a question to be asked whether 

London could have a differential relaxation of measures to elsewhere in the country. The question of 

age is still not one that I think has been widely discussed" (House of Lords, 2020b). 

Here there is clear disagreement on modelling aims and not enough consideration of previous data, 

data that could be used to validate or verify the ensuing model. There is inconsistency apparent that 

SAGE wanted population level modelling, when the data was showing that targeted interventions 

would have performed better. Therefore, Lord Hollick states that the right questions were not asked. 

Challenge does not seem to be an open channel to the modellers and they are asked to “persuade” 

policy makers when this critical exercise should be an open discussion. There was also a reported 

inconsistency in the ‘R measure’ meaning it was difficult to explain when the measure itself was not 

well understood. The understanding of risk, risk proportionality and subsequent communication to 

the public was not robust (House of Lords, 2020b), (Oldfield & McMonies, 2021). Again, there is a lack 

of ability to challenge on this, despite the feeling that an alternative approach to risk would have been 

better. This is illustrated in the transcript where the Interviewer states that the R measure appears 

inappropriate. The Interviewee responds that the single measurement has been a distraction and that 

to use a single measure to drive policy would be misleading. The Interviewee further states that the 
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general impression is that the R measure is a critical number but that this would be incorrect. By 

concentrating on the R number the Interviewee states that we have now lost sight of the real risk of 

the over 70’s and the lack of modelling around this cohort. 

B: "(...) we should probably go back to old fashioned public health and think about it in terms of risk: 

what is the risk to an individual in this location at that time? Apart from anything else, that is very 

helpful to the individual concerned, allowing them to make informed choices about how they behave. 

I am not sure whether the R number helps an individual decide how to behave, but it certainly does 

not help me" (House of Lords, 2020b).  

Here the modeller states that what they have been asked to model is not appropriate. Therefore, by 

extension it may not be useful to base policy on. There are additional challenges with risk perception 

and management here that are crucial to understanding the level of appropriate risk for an individual. 

This is detailed out in the paper by Oldfield & McMonies submitted to the Lords Risk Planning 

Committee in 2021 (Oldfield & McMonies, 2021). 

Skills 

The responses given below indicate that potentially the models used were simply not well enough 

understood by policy makers. The model being discussed simply gave potential futures, not a specific 

future. It appears to be a very vague model along the lines of multi-simulation type modelling. This 

was a pertinent point raised by Macpherson where policy makers were unable to challenge models 

as they did not have the understanding to do so. 

The Interviewer asks about the predictions done by the models and whether they do come true. The 

Interviewee states that the models simply simulate many hundreds of thousands of scenarios but 

without a likelihood attached to them. It is stated that the model just produces a long list of 

alternatives for what might happen (House of Lords, 2020b). 
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Leadership 

In the following exchange it can be seen that the questions are potentially not the right set to be asking 

of the data and modelling team. However, again challenge does not appear to be possible. 

A: “First, are you content that, from whichever source these questions are coming, the correct 

questions are being asked of the models and the data you have available, that the limitations are 

properly understood by those asking the questions, and that you and fellow modellers are in a position 

to dismiss those questions if the methodology for the modelling you have available to you is 

inappropriate to address them?” (House of Lords, 2020b). 

The answers to these questions were deflective. One answer was there was not as much oversight 

over models as there could have been and another answer stated that the wrong questions were being 

asked of the modellers in the first place. Challenge or discussion was not mentioned as a recourse to 

potential poor decision making. Another answer stated that there were no examples of validity checks 

on the models being used and that one team did not necessarily know what the other team were 

working on. The lack of interdisciplinary working along with distant stakeholders means that context 

and discussion, which are critical to developing and using models, is lost. This problem is covered 

extensively in the AQuA book (Treasury, H.M, 2015) and Laidlaw Report (Laidlaw, 2012) where 

potential communication channels, team formation and relevant mandated paperwork are discussed.  

Internal and external audit processes 

No mention was made of quality assurance or validation and verification processes which are 

documented at length in Government publications and are mandated for business-critical models. 

The type of validation and verification discussed does not constitute any reasonable attempt at 

validation and verification and is not along any lines that are prescribed or mandated in Government 

guidelines for modellers. 
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B: “I think the first batch was reported by Patrick Vallance at one of the press conferences. He 

reported a particular figure, so I immediately asked my team, “What’s our model saying about last 

week’s level of antibody positives?” They said, “It predicts about 6%”, which was exactly what 

Patrick Vallance said. So we felt reassured that our model had successfully captured something that 

it had not had any data inputs for. That sort of internal validation happens continuously with all 

these models” (House of Lords, 2020b). 

This is in stark opposition to documented and mandated best practice by Laidlaw (House of Lords, 

2020b), which is concerning. Modellers should be able to understand their model and output and use 

validated quality assurance techniques to understand their model. This was laid out very clearly in the 

Laidlaw Report (House of Lords, 2020b) and the Macpherson Review (Macpherson, 2013). When asked 

how often the models that policy is dependent upon are tested, the response was that verification 

and validation of the sorts of models that are used in real time have always been extremely 

challenging” (House of Lords, 2020b). 

This point raises a potential culture issue as Norling (Norling et al., 2017) states that often academic 

modelling is done in the abstract with no danger of significant decisions being made as a result, so the 

risks are minimal; the picture of assurance through development is in sharp contrast to much of the 

actual practice in academic modelling where a lot of the ‘assurance’ is done post-hoc after the analysis 

and just before publication. 

In the Macpherson Review (Macpherson, 2013) it was stated that there was good practice to be found 

across Government. However, cross government communication and spread of best practice may not 

have been achieved as we saw previously with local attempts at guidance implementation that were 

mostly ineffective or failed altogether. There is also evidence from DSTL (Treasury, H.M, 2015) and the 

Ministry of Defence that operational models that have to be used in real time can be validated and 
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verified, especially in the operational analysis toolkit for field guidance. This best practice could, as a 

minimum, have been used to ensure that models were correctly assured. 

Senior Responsible Owner (SRO) 

There did not appear to be any SRO mentioned, despite the emphasis in the Macpherson Review 

(Macpherson, 2013) on having an SRO for each model developed with the purpose to inform policy. 

This could be a potential culture issue15 due to academic modelling not being joined up with 

Government modellers. 

Policy becoming divorced from the modelling 

In the enquiry it was raised by the modellers that policy to change the public’s behaviour was taking 

place before the modelling could be undertaken. The modeller then has to try to keep up with changes 

in policy and has no hope of modelling impacts given a changing environment. This raises major 

concerns as to what evidence these policy changes were made upon.  Here, it seems that the 

Government is changing parameters and policy so quickly that modellers are not able to convene the 

necessary interdisciplinary experts. Consequently, policy decisions were made on, what was thought 

to be, incorrect questions and parameters being modelled. 

Modelling being incorrectly discounted 

In the following exchange it is detailed that work has been undertaken around many aspects of COVID 

and related possible interventions but that this work was not fed into policy-making. Another issue 

here was that challenge was not possible in order to discuss the parameters of the model. As the 

parameters were of key importance but not added into the models, they were discounted. 

 
15 such as lack of communication, incompatible processes or outdated leadership structures 
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B: "With regard to age, [and social distancing] there is an enormous amount of modelling activity going 

on around the world.(...) We have done lot of work on this in my own group and there is work out 

there, but this is not what has been fed down into SPI-M 5 by SAGE and the Cabinet Office” (House of 

Lords, 2020b). 

The modelling had been undertaken in order to answer the full scope of the problem, but SAGE and 

the Cabinet Office did not incorporate this information. Furthermore, it seems that challenge was not 

possible on the scope or type of questions to be asked or considered and interdisciplinary work and 

discussion fell by the wayside. 

Having identified an at-risk group, it was not then modelled according to the Interviewee who states 

that the flu models were originally constructed to model schools. However, there is very little going 

on in schools and due to there never having been an outbreak in schools worldwide that we know of 

it is not critical to model this. The Interviewee states however, that Care Homes should have been 

modelled but were not, despite the risks being raised. 

Lack of best practice and interdisciplinary working 

The Interviewee states that other relevant models were not studied or examined by modellers on this 

team. Despite Spain and Italy having serious concerns within care homes, the care homes were not 

modelled. The Interviewee had not studied these models in detail and so could not say if there was 

any important information that should have been used in UK modelling (House of Lords, 2020b). 

 Lack of availability of relevant data within the UK 

The lack of cross-government communication seen here concerning open data sources is very 

disappointing. This data could potentially be critical for modelling but could not be obtained in a 

reasonable or timely manner. 
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B: “The data management systems we have in place through the NHS and NHS Scotland, which I am 

more familiar with, are frankly very cumbersome. It has been difficult to extract the right data at the 

right time for the right person in the right place. There is a lot of difficulty there. That is a historical 

problem; I have been complaining about it for about 10 years" (House of Lords, 2020b). 

 Summary 

This section not only illustrates the perpetuation of the concerns found in the Laidlaw Report (Laidlaw, 

2012) and the Macpherson Review (Macpherson, 2013), but highlights new areas of concern within 

availability of UK data, lack of best practice and interdisciplinary working, modelling being incorrectly 

discounted and modelling becoming divorced from policy. Some of these problems can be connected 

to leadership limitations and the lack of communication and ability to challenge, i.e the areas that that 

AQuA guidance did not cover in a substantial way post the Laidlaw recommendations. Here it can be 

seen that, not only have the organisational knowledge transfer and cultural problems identified by 

Macpherson persisted, but further concerns are highlighted where the processes prescribed and 

mandated within the AQuA book (Treasury, H.M, 2015) and by Laidlaw (Laidlaw, 2012) have not been 

implemented. The processes detailed in the AQuA book were designed and implemented to establish 

a route to transparency for modelling and a verified pathway to ensure models are constructed 

correctly and the validated and verified so that policy decisions have a sound basis.   

In the Lords Select Committee on Science and Technology, 2020, it can be seen that previous steps 

that have been taken have not had the intended effect. These may not have had an effect because 

the organisational challenges were not embedded in the AQuA book or other documentation. 

Furthermore, this is compounded by a lack of relevant data, modelling being incorrectly discounted 

and policy diverging from the evidence-based modelling approach mandated by the UK Government 

for policy decision making. Addressing organisational disfunction seems to be key to progress in this 

area. One might argue that COVID modelling has an urgency that is not necessarily there for all 
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modelling, however, in many departments, especially defence, modelling can be even more urgent 

than COVID. The urgency makes the requirement for robust modelling even more manifest. The next 

section outlines a number of recommendations with the aim to institute robust modelling across 

government for both urgent and non-urgent circumstances. It is not the urgency here that drives the 

requirement for robust modelling but the method by which models should be kept up to date and in 

working order. 

RECOMMENDATIONS AND CONCLUSION 

Post the Laidlaw Report (Laidlaw, 2012) and the Macpherson Review (Macpherson, 2013) much work 

was put into constructing a series of documents to improve analytical modelling across Government. 

Throughout this paper it can be seen that similar problems with analytical modelling remain and new 

problems both with technical processes and cultural problems have been raised by the Lords Select 

Committee (House of Lords, 2020b). As seen in the first section, Macpherson raised multiple concerns 

with the ICWC franchise and Laidlaw went on to propose multiple ways forward both technically and 

culturally to ensure that the same mistakes were avoided in the future. As shown in the analysis of 

the Lords Enquiry of 2020, we not only see the same weaknesses re-occurring but new weaknesses 

coming to the fore. This could be partially due to AQuA failing to address the organisational and 

cultural problems. It could also be due to a lack of implementation of the AQuA book by multiple 

departments within the UK Government. It is clear that the processes laid out by Laidlaw and AQuA 

have not been successfully implemented form the testimony in the Lords Enquiry 2020. 

Based on the findings we propose a unified modelling framework (please see Paper 4:  Towards 

Pedagogy supporting Ethics in Modelling) that takes the foundations provided by the AQuA book and 

addresses further the concerns found within cultural and organisational contexts.  

As the Macpherson Review states, adequate education and training should be provided to both 

leadership and technical staff to ensure fit for purpose analysis. We propose that this education should 
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begin at university level where ethics, modelling and knowledge transfer are introduced within 

courses to establish a culture of knowledge transfer and learning as well as technical best practice. 

Modelling is undertaken in technical sciences at university but the Benchmark Statements16 include 

this as part of a larger degree and so there can be a lack of focus on the teaching of modelling or ethics 

as a specific skill. The skills required to use a basic statistical model would not be sufficient to start 

from scratch and build a model reflecting real world scenarios with which to inform policy. This is a 

skill in itself and includes such aspects as awareness of data quality, ethics, user implementation 

problems, context and an understanding of the environment that the model is being created in, for 

example, defence or public sector, where there can be a high price to pay for faulty analysis. 

We also propose that, despite downsizing or austerity measures, even small organisations, with the 

right culture can embed best practice. Boeing, Xerox and IBM have shown that huge strides can be 

made once the organisation culture is developed to enable them. Therefore, despite downsizing 

having occurred within the civil service, processes are able to be adapted to ensure continuation of 

robust analysis (Fisher & White, 2000). 

The recommendations from this paper are as follows: 

• Clear, accountable, communicative and fully trained leadership. 

Leadership must be involved as no less than a cultural shift is needed to implement this. 

Leadership bears the responsibility of ensuring communication and challenge are facilitated 

as well as ensuring guidance is followed in terms of robust modelling. Leadership training in 

this area is crucial (Yammarino et al., 2012). As highlighted by the analysis of the Laidlaw 

Report, the Macpherson Review and the Lords Select Committee from June 2020, leadership 

and management have been key to ensuring that communication and challenge are necessary 

 
16 Benchmark Statements are the detail of a taught degree and justify content as well as assessment. 



 

 59 

for robust modelling to occur. Therefore, it is crucial to ensure that adequate training is given 

(Macpherson, 2013) in this area to those in management positions in departments where 

modelling occurs. This training should be developed beyond generic aspects related to 

leadership and management to include aspects related to modelling, understanding the whole 

process of modelling and the leadership and management implication at each stage in this 

process. 

 

• Transparency in modelling, data and communication. 

Transparency is a key element of the data collection (Oldfield et al., 2020) and modelling 

process. When modelling is undertaken, the risks, caveats and assumptions must be explicit 

in the accompanying paperwork. The limitations must also be explicit. This means that the 

model and data can be used for the purpose it is currently validated and verified for. Any 

changes may then be tracked such that the model can be adapted for different circumstances 

until a limit of change is reached that triggers another validation and verification cycle. 

Transparency then drives challenge due to the explicitly clear function and development of 

the model. Scrutiny can then be performed more efficiently either inside or outside the 

domain of the model. 

 

• Facilitate constructive challenge 

Foster an environment of constructive challenge, especially around Policy. This area should 

not be the domain of a few committee members to feed down narrow questions; the 

modellers should have the ability to use the data and model what they believe, in their expert 

opinion, to be a valid way forward(Mashelkar, 2017), (Mashelkar, 2017; A. Robinson & Glover, 
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2014). It must be a two-way conversation. As we have seen in the Lords Enquiry, modellers 

have sometimes been denied the opportunity of challenge within their work which has led to 

experts producing modelling that they are ready to admit is not robust. Unfortunately, 

modelling can have a huge impact on UK Society (such as the resulting policy seen in 2020) 

and as such it is not appropriate to bypass expert opinion without sufficent communciation. 

If a policy expert is unaware of the modelling being undertaken then the context and 

assumptions might not be passed on. Therefore, if a modeller is asked to model something 

specific and cannot challenge this then there may be large errors where context, reality and 

assumptions are not captured. The modelling asked for may not be appropriate. Therefore it 

is crucial that modelling experts be able to have open communication with those for whom 

they will be modelling. In order to create an open challenge environment leadership is key. 

Wu (G. Wu et al., 2017) outlines that a communication methodology is key and states that it 

is crucial in developing the team for success. Without open communication the team cannot 

learn from conflict or implement processes robustly (G. Wu et al., 2017). Where government 

departments do use JSP65517 for evidence-based modellling requirements, project and 

programme execution for investment approvals it does not specify communication channels, 

working roles, methods of risk discussion or routes for raising challenges. This could be 

ameliorated by taking best practice from such methodologies as SCRUM and Prince II that are 

very clear on aspects such as roles and communciation channels.  

 

• Guidance must be based on existing modelling best practice.  

There is a wealth of knowledge such as the AQuA book that can be built on very easily. This 

type of documentation can be used internally or industry wide as it is somewhat model 

 
17 Joint service publication (JSP) 655: Investment Approvals, which is the policy and guidance on modelling and evidence required for investment approvals and scrutiny 
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agnostic (i.e it does not rely on the specific model). The conceptual modelling journey 

overarches how to build models not the specifics of building them. This in turn is subject to 

leadership, availability of those with the right set of skills who are able to model well and the 

existing quality assurance procedures being used and developed further (Macpherson, 2013). 

The right professionals must be recruited to construct and use models as modelling requires 

a huge amount of training, that is becoming more of a burdern as machine learning and AI is 

being introduced. This means that professionals involved in modelling are becoming even 

more specialised on tools and data. This should be reflected in recruitment. 

 

• Provide support and training on robust modelling process for practitioners. 

Focus on supporting practitioners in collecting and analysing high quality data sets with a focus 

on how the data is collected and the statistical robustness of the initial data. As detailed in 

Macpherson and AQuA, professionals must be supported with ongoing training and 

developments so that they can continue to be effective in their role and continue to build 

robust modelling. Training also should also extend to policy makers and management within 

departments that produce modelling so that aspects such as the risks, assumptions and 

context of the model are well understood (Macpherson, 2013), (Oldfield & McMonies, 2021), 

(Oldfield et al., 2020). 

 

• Provide support and guidance on robust data collection and use. 

Understanding what data is present and how it relates to the real world. Understanding the 

purpose of the required modelling in collaboration with domain experts. Data quality and 

accessibility is key for model developers. If a modeller is not able to access the correct data 
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then the model cannot be robust. Collecting new data might also be necessary and this should 

be done robustly to ensure the right data is collected for the model. This guidance already 

exists in part, published by the UK Government Statistical Service (G.S.S., 2018) and the 

European Statistical Service (Harrison & K, 2018). 

 

• Recognise modelling as a skilled profession  

Allocate modelling as a skilled profession with relevant recognition; alongside domain specific 

educational resources, courses and tools (Kwak & Kim, 2017), (Kallus & Zhou, 2018a),(Gebru 

et al., 2021). If we wish to recognise experts in modelling and recruit them correctly for our 

needs, we must have an understanding of who is qualified. There are numerous professional 

charterships one can rely on to judge the experience of a professional but they do not indicate 

the particular areas of technology of modelling that the professional is qualified in. As we 

move towards an ever more complex environment of tools and methodologies it is crucial to 

understand the skills we need for a project and where to find them. 

 

• Address gaps at primary, secondary and tertiary educational levels 

Implement training in this area from school level so that the complex concepts such as 

assumptions, caveats, quality assurance and answering the right questions with constructive 

challenge become a cultural fixture (Gkamas et al., 2019). Subject Benchmark Statements can 

be updated in Higher Education so that it is clear that ethics, context and the modelling 

lifecycle must be covered. In addition, leadership and soft skills should be taught so that a 

cultural shift and continuous improvement mentality occurs downstream within 

organisations. 
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• A suite of transparent crisis response models with guidance on adaptions 

In situations of urgency, it is advisable to have on hand a set of models that are validated and 

verified. This is advisable for high risk situations, or business critical models, such as defence 

and health. These models can then be used by modellers to adapt to the current 

circumstances. In high risk situations it is crucial that an open and flowing communication 

channel is used.  

 

The recommendations above form a pathway to more improved, robust modelling. It is crucial for the 

future of the UK that we develop ways to communicate and challenge so that the technical expertise 

can flourish, especially within policy making. The situations discussed above affect the entire UK and 

every inhabitant. Therefore, we owe it to them to implement the best solutions based on rigorous, 

ethical, evidence-based analysis.  

3.3 Conclusion 

 

This paper has highlighted the challenges faced by modelling practitioners both when working with, 

and for, the UK Government.  The challenges and problems highlighted are yet to be solved and, 

despite many targeted mitigations such as the Lords Enquiry and the Macpherson Report, they still 

exist today. The paper makes substantial recommendations for ways forwards and takes previous 

mitigations forwards by proposing new methods of implementation. There are recommendations 

that are in are addition to the Laidlaw and Macpherson Reports, such as the role of professional 

bodies in practitioner development, but where the recommendations are similar, such as with 

leadership, a different approach has been recommended based on industrial best practise and 
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success. Where a suite of transparent crisis models has been recommended, best practise already 

exists for this within defence. The modelling experts discussed within the transcripts how the models 

had not been updated for new and more modern situations. The SRO in charge of the model would 

be expected to ensure that a model log was updated with respect to crisis models and that any new 

requirements were captured and implemented into the model before modelling began. A unified 

modelling framework is discussed in  Paper 4:  Towards Pedagogy supporting Ethics in Modelling and 

this highlights the fact that modelling is not now simply an excel spreadsheet but can involve quite 

complex software development and techniques. This means that the project team must be 

interdisciplinary and ethical in their approach to complex modelling tasks given the new 

environment that practitioners now operate in. 
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4. Paper 2 Ethical funding for trustworthy AI: proposals to address the 

responsibilities of funders to ensure that projects adhere to trustworthy AI 

practice 

Authors: Allison Gardner · Adam Leon Smith · Adam Steventon · Ellen Coughlan · Marie 

Oldfield  (Gardner et al., 2021)  

4.1 Introduction 

This paper addresses research question 1 and hypothesis 1 by proposing a novel method of ethical 

scrutiny at funding stage for AI models. Many challenges in the implementation of AI models are 

highlighted along with serious shortcomings and failures that have impacted society. Human and 

technical factors are highlighted in this paper as being the most significant contributors to the 

problems discussed. Trustworthy AI as discussed here is defined by transparent and understandable 

models which the lay person can understand and interpret. Trustworthy AI is not defined as a model 

one should just trust, or one that is deemed by a technical person to be trustworthy.  

 

4.2 Published Paper 

Abstract 

AI systems that demonstrate significant bias or lower than claimed accuracy, and resulting in 

individual and societal harms, continue to be reported. Such reports beg the question as to why such 

systems continue to be funded, developed and deployed despite the many published ethical AI 

principles. This paper focuses on the funding processes for AI research grants which we have 

identified as a gap in the current range of ethical AI solutions such as AI procurement guidelines, AI 

impact assessments and AI audit frameworks. We highlight the responsibilities of funding bodies to 
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ensure investment is channelled towards trustworthy and safe AI systems and provides case studies 

as to how other ethical funding principles are managed. 

We offer a first sight of two proposals for funding bodies to consider regarding procedures they can 

employ. The first proposal is for the inclusion of a Trustworthy AI Statement’ section in the grant 

application form and offers an example of the associated guidance. The second proposal outlines the 

wider management aspects of a funding body for the ethical review and monitoring of funded 

projects to ensure adherence to the proposed ethical strategies in the applicants Trustworthy AI 

Statement. The anticipated outcome for such proposals being employed would be to create a ‘stop 

and think’ section during the project planning and application procedure requiring applicants to 

implement the methods for the ethically aligned design of AI. In essence it asks funders to send the 

message “if you want the money, then build trustworthy AI!”.  

 

Introduction: 

Trustworthy AI18 has been a focus in the data science and AI field for several years. It has increased 

significantly in prominence and urgency with recent controversies involving public sector systems 

(Clement-Jones, 2020) and influencing elections (Cadwallader, 2018). 

In the UK, August 2020 was a pivotal month in light of a number of legal cases and decisions 

challenging the use of some AI and machine learning systems. Examples include the judgement of 

the UK government visa streaming algorithm in August 2020 and its resultant suspension (BBC, 

2020). This landmark legal challenge highlighted the human rights and equalities violations that can 

 
18 The definition for Artificial Intelligence (AI) is open to debate, with the definition shifting over time as new advancements occur. For the purpose of this paper we 

follow the EU Commission HLEG in AI definition “Artificial intelligence (AI) refers to systems that display intelligent behaviour by analysing their environment and taking 

actions – with some degree of autonomy – to achieve specific goals. AI-based systems can be purely software-based, acting in the virtual world (e.g. voice assistants, 

image analysis software, search engines, speech and face recognition systems) or AI can be embedded in hardware devices (e.g. advanced robots, autonomous cars, 

drones or Internet of Things applications).” (House of Lords, 2020b). We include Machine Learning (ML) in this definition. We define ML as the use of computer algorithms 

to automatically analyse and learn from large datasets in order to achieve specific outcomes such as predictions and decisions. 
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be caused by some AI systems (McDonald, 2020). Similarly, the ground-breaking case challenging the 

facial recognition software trialled by South Wales police was upheld on appeal in the first legal case 

of its kind (Liberty, 2020). Also, in August 2020, we saw the public uproar and legal challenge caused 

by the algorithm employed to predict grades for students. Around the same time other reports 

announced the withdrawal of child welfare algorithms by several councils (Redden, 2020)and the 

suspension of the Most Serious Violence predictive system, part of the £10 million Home Office 

funded National Data Analytics Solution, by West Midlands Police on the advice of its Ethics 

Committee (‘West Midlands Police and Crime Commissioner: Ethics Committee Meeting September 

2020’, 2020).  Additionally many cases have been heard globally and have been upheld (Henry, 2019) 

(J. Peters, 2020).  This clearly indicates that public awareness and impetus to hold AI systems to 

account is increasing. 

Despite a general belief that AI systems are more objective and accurate than humans, many 

algorithms are often not as accurate as claimed, or any more accurate than non-AI systems 

(Nagendran et al., 2020). They can also be significantly biased leading to discriminatory outcomes, as 

the cases mentioned above illustrate. The language used to describe and sell AI often perpetuates a 

misleading view of AI quality, a significant concern for systems deemed as ‘high-risk’. High-risk AI 

applications are those that can potentially result in material harm to an individual or the 

environment if not correctly deployed e.g. diagnostic AI (Liu, Faes, Kale, Wagner, & Fu, 2019), 

sentencing (Deeks, 2019), recruitment (Holmes, 2019), loan approval (Turiel & Aste, 2020a) or 

chatbots designed to address mental health including addressing suicide (J. Robinson & Thorn, 

2018). These high-risk AI applications are particularly vulnerable to harms caused by untrustworthy 

AI. The risks to human rights and life, in the case of medical use of AI (Knoppers & Thorogood, 2017) 

, increases the urgency to find meaningful mechanisms to change the way we invest in, develop and 

use AI solutions. If we do not, it is likely that we will continue to see harm occurring and see further 

litigation. 
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To illustrate this further, it is worth noting examples of diagnostic and predictive algorithms in the 

health care setting.  

A well-known example is that of a health care risk-prediction algorithm used on more than 200 

million US citizens to identify patients who would benefit from “high-risk care management 

program” (Obermeyer et al., 2019). The aim of this management program is to provide chronically ill 

people specially trained nursing staff and extra primary-care visits. However, this algorithm 

demonstrated significant racial bias in that Black patients assigned the same level of risk by the 

algorithm are sicker than a White patient. The authors report that this bias reduced the number of 

Black patients identified for extra care by more than a half. The reason this bias existed is because 

one of the features (or rules) the algorithm uses is that of health costs. This feature was used as a 

proxy for determining health need. However, due to unequal access to healthcare less money is 

spent on Black patients than equally sick White patients. In effect the algorithm was predicting 

health care costs not level of illness. The authors also showed that once this issue was noted and the 

algorithm modified to remove health costs the racial bias was eliminated. 

The Covid-19 pandemic has also resulted in many technological solutions and a very recent case has 

been highlighted with the QCovid living risk prediction algorithm used in the UK. This algorithm 

estimates risk of hospital admission and mortality from coronavirus 19 in adults (Clift & Coupland, 

2020). The algorithm used features such as age, ethnicity, deprivation, BMI and a range of 

comorbidities and had a sensitivity (number of correctly identified positives) of 75.7%. 

Commendably the authors did test their algorithm performance on men and women (still a rare 

occurrence) and found little difference. QCovid was used by the Joint Committee on Vaccination and 

Immunisation (JCVI) to determine who should have priority for the vaccine roll out. However, it has 

recently been reported (Meaker, 2020) by a JCVI committee member that the algorithm was likely to 

underestimate the risk to vulnerable people suffering from rare disease, particularly younger 

patients. The result being this group of patients, who are at high risk, were not prioritised for the 
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vaccine. The committee member also pointed out that the datasets used to train the model may 

have other significant omissions due to some groups effectively shielding and not being exposed to 

the virus. Although this bias has not been verified it does reveal the importance of transparency and 

understanding of how such algorithms work if they are to be used to drive healthcare policy19.  

It is not the first algorithm being used to determine vaccine policy to be questioned in this way. 

Stanford Medicine officials used an algorithm to determine which of their staff should be prioritized 

for the vaccine. However, it prioritized high-ranking doctors, with little patient-facing contact over 

residents involved in direct care of Covid-19 patients. The error here was that the junior doctors did 

not have an assigned location and were young. This resulted in demonstrations by the doctors and 

public coverage. The leadership stated that they used the algorithm to ensure equity but issued an 

apology and changed their vaccination policy. 

In response to these issues we have seen a significant number of High Level AI Principles (outlined 

later), frameworks (Anon, 2016) and standards being developed for example IEEE P7010 

Transparency of Autonomous Systems (‘IEEE P7001 Working Group: IEEE P7001 Transparency of 

Autonomous Systems’, 2021) from the IEEEE P7000 series (‘IEEE SA: Ethics in Action in Autonomous 

and Intelligent Systems’, 2020),(‘ISO/IEC: ISO/IEC JTC 1/SC 42 Artificial Intelligence’, 2021) and 

ISO/IEC JTC 1/SC 42 Artificial Intelligence . However, these, in the absence of statutory requirements, 

are still not enough to prevent the unintentional development of untrustworthy and biased AI 

systems.  

Within the UK we have as yet to meaningfully develop AI specific legislation and regulation. Hence, 

we still see repeated investment in and use of systems that impact negatively on individuals and 

groups, despite several government ethics advisory boards and procurement guidelines (Gardner, 

 
19 The Ada Lovelace Institute have recommended that the government engage experts to form the Group of Advisors on Technology in Emergencies (GATE), an advisory 

body that would act in a similar way to SAGE  
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2020). This has resulted in a reliance on other regulation such as the GDPR, which focuses on data 

protection but does address profiling and automated decision making (outlined later). However, the 

GDPR itself is still struggling with implementation (Mikkelson et al., 2019) due to the complexity of 

the guidance and how it specifically addresses the wider issues involving machine learning and AI. A 

recent analysis of the UK Information Commissioner Office guidance (Information Commissioner’s 

Office and the Turing Institute., 2020) has concluded that it does not, to date, appear robust enough 

or sufficiently developed to be deployed meaningfully in the AI space (Kazim & Koshiyama, 2020).  

As well as the lack of regulation forcing the requirements for Trustworthy AI another key issue is the 

lack of awareness and training in the current field. The main training pipelines and education routes 

that an AI developer might take do not have benchmark subject statements even as of 2019 (QAA, 

2019a) which demonstrates a significant gap in addressing data science or AI in Higher Education. 

There are some areas of good practice, for example the Level 6 Data Science Apprenticeship 

Standard outlines key knowledge, skills and behaviours addressing ethical development of AI (Anon, 

2019). Professional qualifications are now coming online that also offer future adjustments to 

professional practice (C.E.R.T.N.E.X.U.S., 2021). However, developers need to be aware of, open to 

and subject to a demand for such qualifications. This therefore leaves the challenge of trying to 

educate developers and modellers after the fact in a process that, without statutory legislation or 

professional requirements, is occurring slower than the rate of technological development. 

The result of this myriad of issues is the obvious human cost, that we have outlined thus far, plus the 

significant financial loss to public funds and reputational damage due to the withdrawal of expensive 

and harmful AI solutions. Therefore, it is vital that we influence ethical development of AI at an as 

early stage as possible to prevent such problems from occurring. 

One way in which we can encourage and ensure the development and deployment of Trustworthy AI 

systems is to influence public and charitable funding. Significant funding is awarded for AI projects 
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and such grants are hotly sought after. The importance of public funds and investment for AI was 

addressed in the pivotal Hall-Presenti Review for the DCMS20 and BEIS21 (Hall & Presenti, 2017). The 

report stressed the importance of public funds used to invest in major challenge areas (identified by 

Innovate UK and ESPRC) such as personalised and integrated health care. The report also highlighted 

key issues such as transparency, explainability, training and diversity. Though not expressly 

mentioned it would be fair to assume that such funding should be driven towards projects that are 

ethically designed to produce trustworthy AI solutions. 

There are many examples of funding calls having ethical requirements (these are outlined later) and 

additional monitoring, for example value for money is usually taken into account in the funding 

process. Hence, adjusting this process should not require a significant change in mind-set and 

requirements for funders than already exists.  

Addressing the funding of AI systems may act as a significant nudge to require applicants to educate 

themselves in and apply Ethical/Trustworthy AI principles and design frameworks. Hence, in 

response to these issues we propose that grant funding and public tendering of AI systems should 

require a Trustworthy AI Statement within the grant proposal or tendering document. The 

statement would outline the actions planned by applicants to ensure their project and/or product 

can be deemed trustworthy and benchmarked against the rigorous standards.  

We acknowledge that this solution is not enough on its own to address the issue of untrustworthy 

public sector algorithms and that it should be embedded within a wider AI governance and 

regulatory framework. However, small changes within the operational ecosystem funding for AI will 

provide the nudge technique22 that is needed to start to circumvent the problems outlined 

 
20 Department for Digital, Culture, Media and Sport 

21 Department for Business, Energy and Industrial Strategy 

22 da Rocha, C. A. A., & Hunziker, M. H. L. (2020). A behavior-analytic view on nudges: Individual, 
technique, and ethics. Behavior and Social Issues, 29(1), 138-161. 
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throughout this paper. This will be a simple, easy to implement, change to the application procedure 

by funding bodies that could result in a fundamental and vital change to the future of the AI 

ecosystem. 

Essentially the message would be: “if you want the money, then build trustworthy AI”. 

Frameworks for ethical governance of AI 

Given that AI and particularly AI ethics is a relatively new field in terms of the wider application of 

both it may be forgiven that many wishing to utilise or fund AI solutions are not conversant in the 

potential risks and harms that can occur.  However, the AI ethics ecosystem is rapidly developing and 

providing a large of guidelines, applicable frameworks and tools that researchers can now utilise.  

High Level AI Principles 

Recent years have seen the publishing of a large number of high level AI principles. A report from the 

Berkman Klein Center for Internet and Society (Harvard University) listed 36 AI principles documents 

published by organisations such as the United Nations, the OECD, G20, IEEE and EU Commission, 

though this is certainly not an exhaustive list (Fjeld & Nagy, 2020). Such principles offer normative 

guidance “for ethical, rights-respecting and socially beneficial AI”. The authors completed a mapping 

of all 36 principles and 8 central themes: 

● Privacy 

● Accountability 

● Safety and Security 

● Transparency and Explainability 

● Fairness and non-discrimination 

● Human Control of Technology 

● Professional Responsibility 
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● Promotion of Human Values 

 One of the examples included by the above report is the Assessment List for Trustworthy Artificial 

Intelligence (ALTAI) for self-assessment (AI HLEG: Assessment List for Trustworthy Artificial 

Intelligence (ALTAI) for Self-assessment European Commission, 2020). This was developed by the 

High-Level Expert Group on Artificial Intelligence (AI HLEG) of the European Commission. The 

assessment list consists of 7 main categories, each containing subsections as illustrated below23: 

 

Table 4 Summary of categories in Assessment List for the Trustworthy Artificial Intelligence (ALTAI) 

for self-assessment 

 

ALTAI provides a checklist of action points for each section. For example, the Accuracy section 

consists of 5 checkpoints, two of which are listed below: 

● Could a low level of accuracy of the AI system result in critical, adversarial or damaging 

consequences? 

 
23 A point to note with this framework is that it requires a Human Rights Impact Assessment at the outset. This is significant as many of the legal actions being levied 

against some AI systems are doing so under human rights, privacy or equalities legislation. 
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● Did you put in place measures to ensure that the data (including training data) used to 

develop the AI system is up-to-date, of high quality, complete and representative of the 

environment the system will be deployed in? 

The Data governance section includes questions regarding the production of a data Privacy Impact 

Assessment, measures to achieve privacy-by-design, data minimisation and: 

● Did you align the AI system with relevant standards (e.g. ISO, IEEE) or widely adopted 

protocols for (daily) data management and governance? 

The Explainability section contains the following bullet points: 

● Did you explain the decision(s) of the AI system to the users? 

● Do you continuously survey the users if they understand the decision(s) of the AI system? 

 

IEEE Ethically-aligned-design 

The IEEE’s Ethically-aligned-design: Prioritizing human wellbeing with autonomous and 

intelligent systems was created by over 700 global experts (IEEE Standards Association, 2020)]. It 

is noteworthy in that it includes the chapter “Methods to Guide Ethical Research and Design” 

with subsections on “Interdisciplinary Education and Research”; “Corporate Practices on A/IS” 

and “Responsibility and Assessment”. The chapter contains a number of recommendations 

including that ethics training should be a core subject for all those in the STEM field and that 

relevant accreditation bodies should reinforce an integrated approach to ethics education. The 

chapter also recommend that: 

 ‘corporations should identify stages in their processes in which ethical considerations, “ethics 

filters”, are in place before products are further developed and deployed’. 
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It outlines the example of how ethics review boards would ‘help mitigate the likelihood of creating 

ethically problematic designs’. The document emphasises the importance of stakeholder 

involvement in design, the importance of algorithmic transparency and recommend the use of 

human rights and algorithmic impact assessments. This chapter concludes with the recommendation 

that full documentation should accompany the final product that addresses auditability, 

accessibility, meaningfulness and readability and that systems are auditable. 

NHS code of conduct for data-driven health and care technologies 

Given that we have looked in more detail at health-related algorithms it is worth noting that the NHS 

has a code of conduct for data driven technologies (Government, 2020a). The code consists of 12 

sections: 1) How to operate ethically, 2) Have a clear value proposition, 3) Usability and accessibility, 

4) Technical assurance, 5) Clinical safety, 6) Data protection, 7) Data transparency, 8) Cybersecurity, 

9) Regulation, 10. Interoperability and open standards, 11) Generate evidence that the product 

achieves clinical, social, economic or behavioural benefits and 12) define the commercial strategy. 

 

Principle 1 states that: 

 

‘Increasing use of data-driven technologies, including artificial intelligence could cause unintended 

harm if we do not think about issues such as transparency, accountability, safety, efficacy, 

explicability, fairness, equity and bias.’ It references the Data Ethics Framework informs on the 

development and adoption of safe, ethical and effective digital and data-driven health and care 

technologies. It again stresses the over-arching principles of accountability, fairness and 

transparency and suggests a scoring mechanism for analysing the proposed project. The Data Ethics 
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Framework in turn references the Nuffield Council on Bioethics ‘Ethical principles for data’ 

highlighting the 4 principles of: 

 

• Respect for persons 

• Respect for human rights 

• Participation 

• Accounting for decisions 

 

Data quality is a key aspect of building an effect model, whether AI based or not.  The old adage 

states “rubbish in equals rubbish out”. Data is the bedrock of any model and quality of this data is of 

paramount concern. The AQuA Book for best practise within the UK Government states “However, if 

analysis and any supporting models, data and assumptions are not fit for purpose then the 

consequences can be severe ranging from financial loss through to reputational damage and legal 

challenge. In the most severe of consequences, lives and livelihoods can be affected.” (Treasury, 

H.M, 2015).  In the Lords Enquiry of June 2020 concerns were raised over data availability and 

quality which went on to impact the models in this area (House of Lords, 2020b). The Decision 

Makers Playbook advises scrutiny of data before any type of decision is made and advises Decision 

Makers to funny understand their data and seek further advice on the data should they need it 

(European Commission: Ethics: European Commission, 2020). The European Statistical System 

Committee. (2012). Quality Assurance Framework of the European Statistical System also discusses 

how to ensure data quality (E.S.S., 2019) along with the Quality Assurance of Administrative Data 

(QAAD) framework (Wood, 2021). These frameworks are not recent and so stand testament to the 

existing emphasis on data quality. 
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The GDPR and AI Audits 

 

As stated in the introduction the GDPR has not fully addressed the wider aspects of algorithmic 

systems, with its understandable focus on data privacy. However, the issues of automated decision 

making and profiling are mentioned and a number of articles and recitals do have applicability in 

terms of automated-decisions making (ADM) systems, including profiling. Relevant Articles that 

reference algorithmic systems directly are Articles 13,14, 15 and 22. These Articles confer the right 

to be notified if subject to ADM ‘meaningful information about the logic involved’ including the 

significance and the envisaged consequences.  Article 22 is focussed on ADM and confers the right to 

“not be subject to a decision based solely on automated processing, including profiling, which 

produces legal effects”. As outlined in Article 22 other Articles, which do not explicitly reference 

ADM also have relevance, such as Article 9 Processing of Special Characteristics. Recital 71 provides 

further guidance on implementation of Article 22 and references key issues such as fairness, 

minimisation of errors, transparency and the right to obtain human intervention commonly referred 

to as human-in-the-loop. Article 35 references the requirement for a Data Privacy Impact 

Assessments (DPIAs). It has been suggested that the DPIA could be extended to a fuller Algorithmic 

Impact assessment to allow for a wider assessment of algorithmic risks (Kaminski & Gianclaudio, 

2020). Article 35 addresses the importance that the system should be reviewed in order to assess 

processing remains in accordance with the DPIA. This is important in considering the ethical design 

of research projects and their further deployment.  

 

AI Auditing is a developing field that has yet to reach maturity but it is highly likely we will see this 

become a standard requirement in the future (Morley et al., 2020).  An AI Audit must be carried out 

in a rigorous and robust way to ensure fit for purpose models are deployed. The UK’s ICO has 
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published an AI Audit framework (Binns, 2019) that addresses, alongside AI-specific risk areas,  the 

governance and accountability of AI systems including audit trails, training and awareness and 

compliance. For Humanity have devised the Independent Audit of AI systems, a framework for 

auditing AI systems (products, services and corporations) by examining the downside risks focussing 

on Privacy, Bias, Ethics, Trust and Cybersecurity (Carrier, 2019).   

 

Guidance and frameworks can also be derived from related areas for example in the UK government 

guidance on producing quality analysis for government, the AQuA book (Treasury, H.M, 2015), and 

governmental recommendations for Business Critical models. It is expected that a model would have 

a suite of robust supporting paperwork, the burden being higher for business critical models. This 

guidance was developed post the 2013 MacPherson Review (Macpherson, 2013) to ensure fit for 

purpose modelling and could easily be updated and developed for AI, particularly for those in high 

risk scenarios such as healthcare, along with recommendations from ethics committees and, in 

particular, the House of Lords Committee on AI(Committee on Artificial Intelligence, 2018). As stated 

earlier, frameworks for best practise data quality also exist and so, if already adhered to, should not 

provide further unnecessary burden (E.S.S., 2019). Legislation for AI systems and mandated 

regulation, beyond that of data privacy and protection, is also beginning to occur. Most are 

addressing certain types of AI systems (such as Lethal Autonomous Weapons or self-driving cars) 

though wider more general AI laws are beginning to be enacted in other countries (Walch, 2020). 

Summary 

It is evident that there is a significant body of literature to rely on to enable grant applicants to 

design proposals incorporating ethics-by-design in the same way as the more established protocols 

of privacy-by-design (Rest, 2014) and security- by-design (Chehrazi et al., 2016). Yet, despite the 

amount of guidance it is still evident that there is a challenge in putting these frameworks and 
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principles into practise, resulting in the many problems outlined in the introduction. As there is a 

growing impetus in the governance and regulation of AI systems, including audits, there will be 

increasing accountability and, liability for these system. This further increases the urgency to 

develop a future-proof system of funding and supporting Trustworthy AI projects being developed 

now to avoid the harms and waste of funds that can occur. 

The role of funders in promoting and ensuring trustworthy AI 

There are many examples of AI systems being funded, developed and deployed that are not fit for 

purpose, unethical, unfair, unsafe and further embedding discrimination in society24. A key aspect of 

ethical AI is that of accountability   and often the question is raised as to who should bear ultimate 

accountability and could potentially be held liable. It may be reasonable to predict that at some 

point, given the increasing number of challenged AI systems, that questions will be asked of those 

funding questionable projects. This is particularly relevant to funding using public funds and 

requirement to adhere to certain public standards.  

This is illustrated, for example, by the UK Government Committee on Standards in Public Life report 

on Artificial Intelligence and Public Standards (Government, 2020b) which stated that: 

“Explanations for decisions made by machine learning are important for public accountability. 

Explainable AI is a realistic and attainable goal for the public sector – so long as public sector 

organisations and private companies prioritise public standards when they are designing and 

building AI systems” 

And:  

 
24 Maxwell, J., & Tomlinson, J. (2022). The Home Office Laboratory. In Experiments in Automating 
Immigration Systems (pp. 1-5). Bristol University Press. 
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“By ensuring that AI is subject to appropriate safeguards and regulations, the public can have 

confidence that new technologies will be used in a way that upholds the Seven Principles of Public 

Life25”. 

Thus, there is a strong moral argument in that it is simply the right thing to ensure the funding of 

trustworthy AI. As stated earlier grant funding often requires monitoring to ensure value for money 

and that funded proposals deliver the promised project. Funders therefore have a duty to ensure 

that AI projects are not untrustworthy thus causing harms and subject to litigation and withdrawal in 

order to prevent reputational damage and financial waste. 

The UK Parliament Select Committee on Artificial Intelligence has stated in its 2020 report “AI in the 

UK: No Room for Complacency” (House of Lords, 2020a) that: 

“There is a clear consensus that ethical AI is the only sustainable way forward. Now is the time to 

move the conversation from what are the ethics, to how to instil them in the development and 

deployment of AI systems” 

Hence it is now vital that across the AI lifecycle we need practical operational nudges that will 

simultaneously educate the AI community26 and practically and immediately promote the 

development of trustworthy AI. One of the most influential ways to achieve this will be to address 

how AI is funded and how funding bodies manage the process. 

In the coming sections we outline practical suggestions that would enable funding bodies to manage 

the implementation of ethical funding of AI. 

 How operational ‘nudges’ can have a wide impact: 

 
25 Seven Principles of Public Life: honesty, integrity, openness, leadership, selflessness and accountability 

26 The AI Community refers to all those involved in conceiving, funding, procuring, developing, deploying and using the system.  
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One of the solutions we propose in this paper is a simple adjustment to the application procedure 

which requires a Trustworthy AI Statement, in which applicants must outline their plans to ensure 

they follow an ethically aligned design approach. Whilst it could reasonably be questioned as to 

whether such a seemingly small alteration would genuinely cause a difference, there is evidence that 

small operational changes can have a great effect.  

Tackling the lack of diversity in the workplace is a good example to illustrate how smaller ‘nudges’ 

can have an impact particularly as the lack of diversity within the technology industry is often 

referred to root cause for why biased systems are developed and deployed before faults are 

spotted. This is an area despite many decades of initiatives and investment technology still lags 

significantly behind other sectors. 

Given that many of the problems with AI systems can be traced to unconscious bias at all stages of 

the AI lifecycle it would therefore seem reasonable to suggest that developers undergo unconscious 

bias or implicit bias training. However, it is now known that unconscious bias training, or implicit bias 

training does not reduce bias, alter behaviour or change the workplace (Dobbin & Kalev, 2018).  

Iris Bohnet in her book ‘What works: gender equality by design’ (Bohnet, 2016) explains that it is 

easier to change procedures than people and that over time perceptions and opinions will begin to 

evolve and accept new ways of working. The book highlights the ineffectiveness of unconscious bias 

training and also how other diversity solutions such as programmes to ‘encourage women’ can 

actually often just place an extra focus and work burden on women. Such programmes avoid the real 

structural issues that have resulted in their exclusion in the first place. 

One well known example of a small procedural change that did have significant effect is that of 

“blind” auditions for orchestras. The general consensus pre-1970 was that men were better 

musicians than women and this explained the lack of representation of women in orchestras (only 

5% were women). However, conducting auditions where the interviewers listened behind a screen, 
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thus unaware of the gender of the musician, was effective in redressing this misconception and 

proved more effective than all unconscious bias training and mentoring in increasing the numbers of 

female musicians employed (to 35%). So, it is worth considering similar operational and system 

changes that can be introduced in the funding requirements that could begin to address the 

problems experienced regarding AI development. No one singular change is enough but each small 

‘nudge’ when combined can produce great effect. 

Case Studies 

Requiring ethical considerations is not an unusual expectation for grant awarding bodies, particularly 

those within the life science and medical fields. Any university-led research requiring human 

involvement requires ethical approval. Below are three case studies detailing approaches and 

methodologies for Ethics Oversight in terms of other aspects such as gender equality, ethics 

screening and management and formation of specific bioethics boards. The purpose of listing the 

case studies below is for general consideration of how similar structures could be adapted and 

applied to AI ethics grant management.  

Case study 1: GCRF and Newton Fund Gender Equality Statement 

An example of a simple approach to addressing ethical issues is the Gender Equality Statement 

required by the £1.5 billion Global Challenges Research Fund (GCRF) and the £735 million Newton 

Fund managed in the UK by BEIS and with a number of delivery partners including the UKRI and 

British Council. This fund builds research and innovation partnerships in partner countries to support 

their economic development and social welfare.  As part of the application a Gender Equality 

Statement is required in which: 
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“applications must outline how they have taken meaningful yet proportionate consideration as to 

how the project will contribute to reducing gender inequalities in the Gender Equality Statement 

section of the application form”. 

The statement is allocated a 3500-character section on the application form and should be project 

specific, include the projects outputs and outcomes, the make-up of the project team and all other 

stakeholders, and refer to the processes followed throughout the research process. It cannot be a 

re-statement of the institution's policy. If the question is considered not applicable, then the 

statement should explain why. Five criteria are listed in the application guidance: 

● Have measures been put in place to ensure equal and meaningful opportunities for people of 

different genders to be involved throughout the project? This includes the development of 

the project, the participants in the research and innovation and the beneficiaries of the 

research and innovation. 

● The expected impact of the project (benefits and losses) on people of different genders, both 

throughout the project and beyond. 

● The impact on the relations between people of different genders and people of the same 

gender. For example, changing roles and responsibilities in households, society, economy, 

politics, power, etc. 

● How any risks and unintended negative consequences on gender equality will be avoided or 

mitigated against, and monitored. 

● Whether any relevant outcomes and outputs are being measured, with data disaggregated 

by age and gender (where disclosed). 

Such weight is given to this section of the application that the application can be rejected if the 

project proposal is determined to have a negative impact on gender equality or if there is insufficient 

consideration given within the statement.  
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As this grant is a broad-based grant it also has a section for applicants to outline the Research 

Governance and Ethics for the project. This section is subdivided into 3 parts. Firstly, they require an 

outline of how applicants will ensure the activity will be carried out to the highest standards of 

ethics and research integrity (2000-characters). Secondly, applicants are requested to outline the 

potential ethical, health and safety issues (2000-characters). Finally, a sub-section asks if any of the 

proposed research involves human participation, human tissue, patient/participant data, animal 

research, genetic and biological risk, arms/military research (including dual-use technologies). If the 

project does involve any of these aspects, then applicants are required to confirm they have 

obtained the necessary permission certificates. 

Case study 2: Horizon 2020 ethical checklist 

Horizon 2020 is a 79-billion-euro research and innovation fund running from 2014 to 2020 (‘Innovate 

UK and UK Research and Innovation: Horizon 2020: What It Is and How to Apply for Funding’, 2020).  

Its aims are “to ensure that Europe produces world-class science”, “remove barriers to innovation” 

and “make it easier for public and private sectors to innovate together” in order to achieve global 

competitiveness, and to facilitate collaborative innovation so that new projects get off the ground 

quickly.  

Ethics is viewed as an integral part of research from the initial conceptual stage to the finish. As such 

the Ethics Appraisal Procedure has been used to provide a framework for assessing and conducting 

an ethically-aligned project, compliant with fundamental ethical principles. It includes an Ethics 

Review Procedure (which involves ethics screening and assessment) to be conducted before the 

project start and an Ethics Check and Audit during the implementation phase, summarised in the 

table below (European Commission: Ethics: European Commission, 2020) . 
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Activity Who? When? How? 

Ethics Self-assessment Applicant 
Application 

phase 

Consideration of ethical issues 

of the proposal 

Ethics 

Pre-screening/Screening 

Ethics experts 

and/or qualified 

staff 

Evaluation 

phase 
Review of application material 

Ethics Assessment 

(for proposals involving 

hESC or raising 

serious ethical issues: 

severe intervention on 

humans) 

Ethics experts 

Evaluation/ 

Grant 

preparation 

phase 

Review of application material 

Ethics Check/Audit Ethics experts 
Implementation 

phase 

Review of project 

deliverables/interview with 

applicants 

Table 5  Summary of Ethics Appraisal Steps for the Horizon 2020 grant fund 

 

Applicants are required to complete an Ethics Self-Assessment by completion of an Ethics Issues 

table27 (‘Directorate-General for Research and Innovation: Horizon 2020 Programme: How to 

Complete Your Ethics Self-assessment’, 2020). This is essentially a checklist of actions and list of 

required documentation. For example in Section 4 Protection of Personal Data there is a section 

 
27 Not all sections of the checklist are relevant for all projects, with some sections addressing embryo and animal research for example. 
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addressing profiling: 

 

“- Does it involve profiling, systematic monitoring of individuals or processing of large scale of special 

categories of data, intrusive methods of data processing (such as, tracking, surveillance, audio and 

video recording, geolocation tracking etc.) or any other data processing operation that may result in 

high risk to the rights and freedoms of the research participants?” 

Information that is requested for this is: 

 

“1) Details of the methods used for tracking, surveillance or observation of participants.  

2) Details of the methods used for profiling.  

3) Risk assessment for the data processing activities.  

4) How will harm be prevented and the rights of the research participants safeguarded? Explain.  

5) Details on the procedures for informing the research participants about profiling, and its possible 

consequences and the protection measures. “ 

and documentation requires: 

 

“1) Opinion of the data controller on the need for a data protection impact assessment (art.35 

GDPR) (if relevant). “ 

In the further guidance the checklist states: 

 

“Personal data must be processed in accordance with certain principles and conditions that aim to 
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limit the negative impact on the persons concerned and ensure fairness, transparency and 

accountability of the data processing, data quality and confidentiality”. 

Once the proposal has been submitted and considered for funding the proposal undergoes an Ethics 

Review. This consists of two phases, an initial Ethics Screening and then, if deemed needed after 

screening, an Ethics Assessment. This process involves independent ethics experts and qualified 

staff. The Ethics Review can result in ethics requirements being set as contractual obligations.  

As an outcome of the Ethics Review a number of Ethics Requirements and an Ethics Work Package is 

produced. There are two types of Requirement, those for the grant preparation and then for the 

ongoing project.  The Requirements are included in the grant agreement as project ethics 

deliverables which are also placed in the work package.  If the project breaches the ethics principles 

an Ethics Audit can occur. Audits can result in changes to the grant agreement and possibly 

reduction or termination of the grant arrangement. 

 

Case study 3: MRC Ethics boards 

The Medical Research Council (MRC) has a wide range of resources and guidance for researchers in 

response. One such development, in response to the advances in medicine and biology, is the 

Nuffield Council on Bioethics, founded in 1991. The purpose of the board is to act as an independent 

body that will “identify, examine and report on the ethical questions raised by the advances in 

biological and medical research” (‘Medical Research Council: The Nuffield Council on Bioethics’, 

2020).  

Board funding is currently provided by The Nuffield Foundation, the MRC and the Wellcome Trust. 

Membership consists of experts from a wide variety of specialisms, including lawyers, educators and 
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philosophers as well as clinical practitioners, leading to a truly multi-disciplinary approach to ethics. 

The committee provides support with policymaking and addressing public concerns.  

In addition, the Ethics, Regulation and Public Involvement Committee (ERPIC) (M. R. Council, 2020) 

also provides high level ethical oversight and guidance. ERPIC is a council of seven experts who 

advise on policy relating to a wide range of issues including ethics, legislation and regulation and 

matters relating to research involving animals or human participation (including personal 

information).  

 

Summary 

These examples demonstrate that it is possible to insert into an application an additional 

requirement for applicants to consider a particular ethical aspect. The onus is placed on the 

applicant to perform the research and find the expertise required to be informed of the specific 

ethical or governance requirements, such as gender equality issues in case study 1. Case studies 2 

and 3 outline a variety of management options where ethical compliance and advice can be 

provided by a range of qualified staff, experts and ethics boards. Transferring a similar approach to 

AI ethics would be feasible to do in a fashion similar to the example given. 

 

Proposals 

We recommend that all R&D funding applied for relating to AI is subject to a specific 

Trustworthiness assessment.  This would take the form of describing how the proposal will address, 

for example, the seven ALTAI requirements areas, and including details of their related activities in 

project reporting. 
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This will (a) influence funders to consider the trustworthiness aspects of their proposal; (b) provide 

feedback to direct future investment in standardisation of trustworthiness. 

This could be implemented by a simple change to current application forms and guidance, the 

presence of an AI ethicist on review panels, and/or the constitution of Ethical AI Boards, and could 

nudge the AI field effectively towards ethical development. Below we outline two key proposal  

1) Introduction of a Trustworthy AI Statement and 2) Formation of AI Ethics boards. 

Proposal 1: Introduction of a Trustworthy AI Statement 

Hundreds of millions of pounds are offered each year to fund AI projects, not including private 

investment for start-ups.  Grant awarding bodies can step in at a fundamental stage of the most 

innovative aspects of AI development. Requiring applicants to outline the ethical considerations 

relevant to their project proposal will force developers to reflect on their work and to identify and 

mitigate potential problems or harms at the outset.  The onus should be placed onto the applicant to 

ensure the required detail and for the grant review panels to ensure AI ethicists are available to give 

an informed opinion on the applicant’s approach. Below is a suggested example of such a 

requirement and the outline guidance that can be made available. 

Sample Trustworthy AI Statement: 

Applicants are required to consider the potential negative impacts of their proposed system and to 

mitigate for potential harms. 

Applicants must outline in the Trustworthy AI Statement section of the application form how they 

have taken meaningful action to ensure the AI project aligns with the principles of ethical and 

responsible AI design. 
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The consideration and actions should be specific to the project including justification for the 

research question; the management of data; the make-up of the project team; the identification and 

make-up of stakeholders, beneficiaries and groups at risk of bias; the outputs, outcomes and 

processes to be followed throughout the research programme and plans for deployment. It should 

not be a re-statement of general policies, though these can be referenced with descriptions as to 

how the policy will be implemented in the context of the proposed project. 

The Trustworthy AI Statement must address the following criteria unless a justification is made why 

a particular criterion is not applicable. 

 

Criteria: 

● Justify why AI is the right approach to the problem they are trying to address 

● Have measures in place to ensure equal and meaningful opportunities for people from 

diverse backgrounds, particularly those known to be under-represented such as women, 

people of colour and people living with a disability, to be involved throughout the 

project. 

● The expected impact of the project (benefits and losses) between diverse groups, 

considering intersectionality; consideration of long term consequences and the approach 

to managing risks regarding the impact that the technology might have 

● Consideration and documentation about the provenance of data used, including any 

privacy risks and data security measures.  
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● Consideration of algorithmic bias and explanations for metrics and fairness tests use plus 

details of mitigations for any identified bias and future monitoring and whistle-blower 

protections28. 

● Outline how the system will incorporate an Explainable AI approach, avoiding scenarios 

where the behaviour of a system cannot be explained, after that fact. This is particularly 

important for projects deemed high impact for example health algorithms. Any use of a 

system which is not explainable should have a full justification in the context of the 

rights and freedoms of stakeholders. 

● Transparency statement for the project including commitment to disaggregate data and 

metrics by gender, age and race. 

● Clear governance around the development and adoption of the technology  

The *insert name of grant award body* reserves the right to reject the application if no Trustworthy 

AI statement is made or if the proposal is assessed to result in an unfair outcome on different 

groups. 

Resources to aid applicants can be found here *add link to a website/webpage with list of 

resources/Ethics checklist* 

 

Proposal 2: Management and monitoring by funding bodies 

The following are proposals for the management and monitoring of the grants. Many such proposals 

have parallels in other fields, such as bioethics for example, so operational procedures for instituting 

these proposals have precedence in some cases: 
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Management of grant funding: 

● Funding bodies support applicants by providing resources, or links to resources that will aid 

the applicant in considering how to design ethical AI.  

● Provide a call specific or general “Ethical AI Checklist” similar to Horizon 2020 Ethics 

Checklist 

● Review panels should be diverse (as is current practice) 

● A review panel should have suitable skills at all stages of the grant approval process to assess 

the trustworthy statement of application. This is particularly important in order to provide 

explanations of reasons for rejection based on inadequate ethical AI statements. This 

potentially could follow the format of PPIE feedback on panels as it cannot be expected all 

participants are knowledgeable. However, it is recommended that review panels themselves 

receive some training or guidance on this aspect of the proposal. 

● Post-funding management of the funded projects should require review of the adherence to 

the trustworthy statement by grant managers. 

Trustworthy AI Boards 

● Establish a Trustworthy AI board within (internal) or across funding organisations.  

● The board could take on a role in provide resources (as suggested above) and advising on 

call specific guidance and checklists. 

● The board could provide an avenue for safe whistleblowing should any person involved in 

the project have reservations regarding the nature, risks and harms of the projects going 

forward. 

● Boards could provide expert feedback on proposals during the shortlisting phase with 

recommendations and feedback or provide representatives to sit on review panels as 

experts. 
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● A trustworthy AI board could play a role in supporting fund managers in ongoing monitoring 

of projects to ensure they do not diverge from original intent and could assess outcomes. 

● A high level independent board could provide guidance on policy, arising issues and maintain 

an overview of the guidance offered by the funding organization. A similar structure exists 

for example within the MRC with the Ethics, regulation and public involvement committee. 

Other examples of high level boards could be the Nuffield Council on Bioethics. There are 

pre-existing organisations that could adapt to a similar role or aid the establishment of such 

a body. Such a group could liaise with the Standards and regulatory organisations. 

Discussion 

The overall approach for proposal 1 is ‘Keep It Simple’ in that it asks for a short section of free text, 

as opposed to an extensive and complex checklist. This is a core strength as it means that the 

process is flexible, scalable and, crucially, easy to implement and assess for impact. It aids the 

applicant in terms of allowing project specific design and inclusion of risk matrices for example and 

avoids the need for a complicated, integrated approach to ensure that ethical adherence is 

highlighted in all work streams. Likewise, it also simplifies the review process for the review panel, 

particularly if specialists are not available. By collating the proposed methods for ensuring the 

project follows ethical AI principles in one statement it makes it easier for the reviewers to 

understand and check compliance with their requirements and guidance. The expectation is that the 

funding body will provide call specific guidance regarding the expected requirements for ethical 

design of the proposed AI systems. The funding body may choose to specify an ethical framework 

that is sector and/or country specific or allow free choice to the applicants to state the framework 

they intend to work towards. This allows for scaling of the proposal to wider national/international 

levels. By not specifying a rigid framework we allow for a flexible, adaptable solution that we believe 

provides a sustainable approach to governance. 
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Whilst we feel this is a strength of the proposal, and makes the process less onerous for applicants, a 

limitation may be that funding bodies themselves will require expert support and guidance as to 

how to design such guidance. This concern led to the development of proposal 2 which includes the 

utilisation of AI ethics experts as advisors in design of grant calls and on review panels. We also 

argue that though our proposals maybe seen as a ‘top down’ approach, particular with regards to 

proposal 2, there is the opportunity to inform and educate in both directions— requiring the grant 

review bodies and reviewers to under- stand the process as well as the applicants, who may be the 

experts. This will therefore influence funders to consider the trustworthy aspects of their calls, to be 

cognizant of the risks and gather feedback to direct future investment in of AI that has endeavoured 

to be trustworthy. 

Likewise, there is a limitation in terms of applicants who are not fully informed of the principles for 

‘ethics-by-design’ and for organisations ethics panels, as is standard in universities and growing in 

industry, to also fully understand these principles alongside their RRI (responsible research and 

innovation) frameworks. We recognise that this maybe a difficult hurdle but it is also a core reason 

why the proposals have been posited. It is hard to educate people who are unaware of the need or 

value of adhering to such principles. With regards to university ethics boards this is an area that 

universities will need to consider in their ethical approval. However, it is normal in developing a 

grant call to collate a team of experts that can either take responsibility of set work packages e.g. 

ethical governance and stakeholder engagement, in much the same way health calls have 

nominated PPIE leads. Likewise, organisation ethics boards can also utilise such expert support, as is 

currently the practise for example with EDI involvement. Hence, we feel this is not an 

insurmountable obstacle and that by focussing on the funding stream the proposals offer a driver for 

faster adoption of ethics-by-design approaches outside of any regulatory requirements that maybe 

forthcoming. 
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Should a grant funder opt to implement proposal 1 we anticipate that the short-term implication will 

be an adjustment in the focus of the proposals put forward to meaning- fully attempt to address 

ethics-by design. It will also alter the discussions and grading of grant proposals and potentially 

direct funding to projects that aim to be ethical and sustain- able. This low cost, easy to implement 

proposal may be as far as the proposals develop, which is a risk. Another concern is that the 

proposal could become opaque enough that it risks ‘ethics-washing’ proposals. However, we do feel 

that even this alone will at least enable auditable trails to be created as well as points of reflection 

and that in the longer- term this could become less of an issue as governance and tools are refined. 

Additionally, we appreciate that Proposal 1 may initially cause difficulties for grant applicants such as 

university researchers and collaborating industry partners who are not au-fait with the wider aspects 

of developing trustworthy AI. This may inhibit them from applying or re- direct their funding 

applications to calls that do not have this requirement. However, it is important to note that these 

proposals would exist within a wider developing infrastructure of AI governance, including the 

strong likelihood of relevant regulation, as well as sector guidelines and the growth of AI standards, 

auditing and certification. As it is much harder to retro fit an AI system to adhere to ethical design 

principles the common sense approach would be to build from concept and design correctly first. 

In the medium term we believe, as familiarity and acceptance increases, we would see the practice 

spread and more funding bodies to develop an established infrastructure of expertise and 

governance to support researchers. We view that proposal 2 will start to be developed at this point 

in individual funding organisations or even, if there were to be high level buy in, as a singular 

governing body akin to bioethics boards. We understand that there is a significant cost implication 

for the development of proposal 2. However, there are in existence several organisations that can 

offer support and help design frameworks and formation of governance and advisory boards (e.g. in 

the UK there is the Ada Lovelace Institute, Turing Institute and the Centre for Data Ethics and 

Innovation). Hence, in the medium term we feel the impact could be that more calls would enact the 
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proposals and the process begins to become an accepted norm and a backbone of ethical support is 

provided for both funding bodies and researchers. 

We anticipate that in sectors that are highly sensitive to the impact of biased algorithms such as 

medicine that innovative solutions that provide detailed auditable documentation to outline the 

trustworthiness and planned governance of the system will have a competitive advantage over 

others. This will then tie in with the array of procurement guide- lines for AI that require ethics 

adherence and so smooth the transition of ethical innovation from concept, through funding to 

development, procurement and deployment, with ongoing governance. As such, any resistance will 

need to adjust to respond to market forces and of course to any legislation coming forward. 

In the longer term, whilst we accept this is not a singular cure-all we will see more responsible 

development and, as the flow of money is affected by these proposals, greater investment directed 

to the ethical design for trustworthy AI projects. Likewise, as the field develops researchers, 

developers and funding body representatives will become better educated on the requirements for 

the development of trustworthy AI. 

 

Future Work 

The proposals will be open for review in a stakeholder workshop with participants from funding 

bodies and academics. Feedback from the stakeholder workshop will be used to modify the 

proposals and to produce an impact analysis to consider issues raised and proposed mitigations.  

Should a funding body choose to introduce the Trustworthy Statement (or a version of it) then it is 

proposed that the impact should be evaluated. Future research would entail a meta-analysis of the 

funding of AI projects prior to implementation of the statement and afterwards. This would 

determine if there were any substantive changes in the types of projects funded, the make-up of the 
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research teams and styles of application. It would also pick out which features of the guidance are 

enacted, and which do not gain traction. As an adjunct to this it would be pertinent to survey current 

AI grant award panels for their own knowledge of Trustworthy AI requirements, views of current 

projects and application procedures and opinion ex-ante of the proposal. Post-hoc, it is proposed 

that applicants would be surveyed as to their own response to the requirement and how it altered, if 

at all, attitudes, plans and design of projects.  Feedback from the funding organization itself would 

also be elicited in terms of how the ongoing monitoring of funded projects was managed and any 

issues therein.  

The sharing of quantitative and qualitative themes from successful funding applications can help 

provide use cases to drive international work to standardise methods, metrics and techniques. We 

encourage standards bodies and funding bodies to create liaisons to build this feedback loop. 

 

Conclusion 

The purpose of this paper is to address the continuing issues that have been seen due to AI being 

improperly developed and deployed, often leading to harm on individuals and society.  We propose 

that funding bodies incorporate the requirement for trustworthy AI statements in their application 

procedure. This process will have a two-fold aim of educating funding applicants as to the 

importance and processes for developing Trustworthy AI systems and hopefully ensuring only those 

systems that have addressed issues such as bias for example are funded. We have outlined a simple 

structure and guidance of such a statement that could be modified to suit sector specific 

requirements.  

The overarching outcome would be to have a significant change in the education of researchers in AI 

Ethics and thus produce research for which risks and harms have been mitigated against. Not only 

would this prevent harms to individuals, groups and communities caused by poorly developed and 
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biased AI systems but also prevents large amounts of funding to be wasted on projects that 

eventually need to be withdrawn. 

4.1 Conclusion 

The significant challenges in human and technical factors have been explored within this paper and 

the mitigation of ethical gateways for AI model funding has been proposed. The ethical gateway 

aims to allow practitioners to reflect upon their own practise in developing AI models and also 

encourages the mitigation of human factors by applying rigorous guidelines to ensure that any 

negative impact on users is significantly reduced. Most importantly, the ethical gateway allows a 

funding body to detect and reject any non-ethical and non-robust models that may ultimately cause 

harm and provides guidelines on how to achieve this. The use of the term ‘unconscious bias’ in my 

opinion consists of the inability to be able to code all that would be required to replicate the 

experience or knowledge of a person. Research is ongoing to understand the human mind and 

coding is very limited in its expression. Therefore, we are not able to replicate human nature, 

knowledge or experience to any reasonable level at present. This also extends to any personal bias 

or requirements misunderstanding that a programmer might have being replicated into the coding 

for a model.  
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5. Paper 3:  The Future of Condition Based Monitoring: Risk of Operator Removal on 

Complex Platforms 

Authors: Marie Oldfield, Murray McMonies, Ella Haig  (Oldfield & McMonies, 2021) 

5.1 Introduction 

This paper addresses research question 2 and 3.  In examining the role of an operator in a complex 

system and the journey from academic proof of concept to AI model implementation in complex 

systems there are numerous challenges and pitfalls to be observed.  Human and technical factors are 

considered as barriers to successful operator removal ion addition to the lack of thorough concept 

development during the modelling process. 

 

5.2 Published Paper.  

Abstract 

Complex systems are difficult to manage, operate and maintain. This is why we see teams of highly 

specialised engineers in industries such as aerospace, nuclear and subsurface. Condition - based 

monitoring is also employed to maximise the efficiency of extensive maintenance programmes 

instead of using periodic maintenance. A level of automation is often required in such complex 

engineering platforms in order to effectively and safely manage them. Advances in Artificial 

Intelligence related technologies have offered greater levels of automation but this potentially 

pivots the weight of decision making away from the operator to the machine. Implementing AI or 

complex algorithms into a platform can mean that the Operators’ control over the system is 

diminished or removed altogether. For example, in the Boeing 737 Air Max Disaster, AI had been 

added to a platform and removed the operators’ control of the system. This meant that the operator 

could not then move outside the extremely reserved, algorithm defined,  ‘envelope’  of  operation. 
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This paper analyses the challenges of AI driven condition-based monitoring where there is a 

potential to see similar consequences to those seen in control engineering. As the future of society 

becomes more about algorithm driven technology, it is prudent to ask, not only whether we should 

implement AI into complex systems, but how this can be achieved ethically and safely in order to 

reduce risk to life. 

 

 

Introduction 

Maintaining a system of component parts is an extremely complex undertaking, not least because 

the component parts can be affected by the raw material, running hours, shock events, 

environmental conditions or how far they are pushed to work within their physical, not regulatory, 

boundaries29 (Frangopol et al., 2012; Takata et al., 2004). A system inevitably has to be closed down, 

partially or fully, in order to fix the required component part. Due to breakage or decay of a 

component, further linked components or other system parts may also need to be replaced at the 

same time. This leads to lost revenue or capability due to shutdown times lengthening as systems 

become more complex (Goossens & Basten, 2015) . With an increasing complexity and 

interdependency of systems comes a challenging importance to maximise the efficiency of 

maintenance. Many industries are affected by maintenance efficiency, particularly where 

 

29 A physical boundary would be classed as the failure of the component whereas the regulatory boundary will often exist at a much lower level as it is calculated from 

the physical boundary with a calculated safety factor and has no related physical consequence.  
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redundancy is difficult or expensive to achieve; some of the most critical are aerospace (Dalal et al., 

1989), nuclear (Stott et al., 2018) and subsurface30 (Dui et al., 2020). 

An example of this would be the Royal Navy’s Nuclear Subsurface Vessels. Due to the expense of 

single assets, they are few in number and, in addition, they are highly complex engineering 

platforms. These platforms lack redundancy in onboard systems due to space limitations. Here the 

operational output is heavily reliant on the efficiency of its maintenance. Due to the complexity of 

the engineering, the highly trained and specialised manpower required to both operate and 

maintain such an asset is significantly greater in comparison with many other engineering industries. 

In this example the operators are highly trained engineers. The operators31 are so highly attuned 

that they know the ‘feel’ of the vessel and every valve and connection in the system. Similarly, 

Captain Sullenberger states that “pilots must be capable of absolute mastery of the aircraft and the 

situation at all times, a concept pilots call airmanship” (Sullenberger, 2019). In the same way we 

could feel that something was wrong with our car when we had manual steering columns, an 

operator knows their system. This, however, is subject to the level of competence of the operator 

where many human factors need to be considered. This is mitigated by operators being heavily 

trained. Nonetheless, in some spheres, human error is what drives the argument for greater 

automation (J. P. Brown, 2016). This paper aims to address the potential risks of greater automation 

in engineering rather than addressing the competition inherent in human computer decision making. 

Due to having complex systems to work with, the Royal Navy requires time and work to rectify 

defects, thereby preventing more crucial operations from being carried out (Mobley, 1990; Widodo 

 
30 Subsurface industries deal with operations that take place under the surface of the earth or oceans.  

 

31 Here we use operator as the end operator of a system and user where the interaction is passive rather than active, i.e an operator may be a pilot and a user might be 

someone at the end of a decision on a credit card.  
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& Yang, 2007). The Royal Navy’s current fleet of Vanguard Class SSBN submarines are being 

extended beyond their original design life. This generates significant engineering challenges as 

defects begin to dominate the maintenance workload for these ageing platforms. The increasing 

frequency of sudden failures, which can induce significant programme pressures, raises important 

questions about the performance of the current reliability centred maintenance (RCM) philosophies, 

of which Condition Based Monitoring (CBM) is a core component. 

New artificial intelligence (AI) systems in condition based monitoring aim to eliminate or optimise 

the shutdown time and loss of revenue as well as ensure platforms work within their ‘regulatory 

envelope’ (see details in Section 5). In this paper it is discussed whether we can use the successes of 

AI on simpler systems and apply this technology to more complex platforms without further risk. 

From the authors' perspective the impacts of introducing AI into predictive maintenance has not 

been fully addressed. Whilst many papers are currently examining technical progression in this area, 

here we aim to address some of the potential ethical risks and difficulties in the practical application 

in complex systems.  

In this paper CBM is first introduced and then discussed in terms of its relevance to maintenance of 

complex engineering platforms. Section 3 explores the analytical work that may potentially 

introduce AI into predictive maintenance. The complex problems that may be discovered in the 

introduction of such technologies into real systems are then discussed. In section 4 examples of 

advanced condition based monitoring employed in industry are investigated. Analysis in this section 

illustrates how we can achieve greater data capture through advanced technologies. In section 5 the 

importance of context in which new technology could operate is examined. The importance of the 

operator and their ability to recognise contexts where the rules have to be applied with discretion is 

analysed. Section 6 presents examples of the risks of the removal of an operator from decision 

making. This also considers operator-algorithm disconnect. Section 7 examines the potential risks of 
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AI solutions. In particular the risk to maintenance of subsurface nuclear vessels is explored. Section 8 

contains a summary of the paper, the conclusions and directions for further work. 

 

 

 

 

Condition Based Monitoring 

RCM has been widely adopted in engineering industries since the extensive studies in the US 

aviation maintenance during the 1960/70s which examined the various failure modes that exist in 

engineering assets, (Allen, 2001). RCM is a methodology that aims to formulate the most effective 

maintenance strategy for each individual asset based on its failure modes. In effect its overall aim is 

to maximise the efficiency of maintenance and as such where it is effective, condition based 

maintenance should be adopted. 

Under a condition based maintenance philosophy, maintenance is only conducted when there is 

objective and observable evidence to suggest that impending failure will occur. There have been a 

number of studies that have compared the two and the factors that dictate the effectiveness of CBM 

(Engeler et al., 2016; Jonge et al., 2017; Mann et al., 1995). Ideally, the closer repair action can be 

taken prior to failure, the more efficient the maintenance action is. This is one of the main objectives 

of CBM. However, for condition-based maintenance strategy to be feasible the three following 

criteria need to be met according to Mokashi et al32.  (Mokashi et al., 2002): 

 
32 Page 327 
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• A clear potential failure condition can be defined. 

• The P-F interval (Fig.1) should be reasonably consistent. The P-F interval is the time between 

where the condition deterioration can be detected and point at which functional failure occurs. 

• The asset can be monitored/inspected at time intervals less than the P-F 

interval. 

 

 

Figure 1: Gearbox Diagram (Jing et al., 2017) 

With advances in both sensor and analytic technologies, it appears hopeful that these conditions can 

be increasingly met across a wider range of engineering assets. Some of the advances in sensor 

technologies that exist will be explored in Section 4, where we will see that an increasing and 

continuous monitoring techniques are explored. This paper will, however, examine the 

implementation of advanced analytics and AI to predict the remaining useful life (RUL) of 

engineering assets and in particular the risks that exist, including the human interface with such 

systems. 
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How AI is being developed to implement CBM Systems - A Gearbox Example 

Various methods can be used to monitor equipment and its components in order to observe 

degradation. When utilising conditioning monitoring data provided by equipment sensors or 

inspection it is necessary to have a reliable method of interpreting that data to assess the equipment 

reliability. A variety of degradation models exist that are used in CBM, such as the Weiner process, 

Gamma process, inverse Gaussian process, general path and random coefficient models (Jonge et al., 

2017; F. Wu et al., 2015). 

As shown in Jing et al. (Jing et al., 2019) a convolutional neural network based feature learning and 

fault diagnosis method can be used for the condition based monitoring of a gearbox. A gearbox is a 

much simpler system than those found in a vessel or airplane and this gearbox is analysed in 

isolation from the wider system it would normally be a part of. 

 

Figure 2: Flowchart of the proposed method (marked in red) and its comparative methods (Jing et al., 

2017) 

Many studies of the use of neural networks have been undertaken, (Kane & Andhare, 2016., 2020; Li 

et al., 2018; Tran et al., 2018). Various methods of the application of neural networks can be seen. 

For example, Li et al. (Y. Li et al., 2018) applied a deep belief neural network to diagnose gearboxes 

and bearings using statistical features in time, frequency and time- frequency domains. In Chen et al. 

(C. Chen et al., 2012), several time and frequency features were extracted and a convolutional 

neural network (CNN) was employed to classify different health conditions of a gearbox. 
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In the following, we discuss the deep learning algorithm developed by Jing et al. (Jing et al., 2017) to 

highlight in detail the gap between academic research and the needs of operators of complex 

systems. 

The model in Jing et al. (Jing et al., 2017)  constructs feature profiles based on frequency data from 

vibrational signals and is testing the performance of feature learning from raw data, frequency 

spectrum and combined time-frequency data; the authors describe a deep learning algorithm, or 

deep neural network that uses “multiple levels of abstraction” by employing a “hierarchical structure 

with multiple neural layers” (Jing et al., 2017). Features are firstly extracted by various signal analysis 

methods and these features are used to train and test the neural network (Jing et al., 2017). Figure 2 

shows how the data passes through the CNN model from (Jing et al., 2017). 

The system works in a similar way to image processing; a 1D segment of raw data is used as the 

input (Jing et al., 2017). Jing et al. state that “deep learning with a deep architecture achieves better 

performance than shallow architecture” (Jing et al., 2017)  but do not give any reasons for the 

methodology chosen except to say that the method used is based on image processing. They further 

state that a deeper neural network becomes extremely complex to build and architect, leading to 

the decision to examine the data and then based on this, to choose the parameters of the network, 

data segments, size of filters and number of nodes and layers; thus, the configuration of best 

performance is chosen. When best performance is chosen as a metric, however, with context and 

operational knowledge, the best performance model may not be the most useful for 

implementation in a real system. 

Jing et al. (Jing et al., 2017)  then move onto evaluating the chosen model for the study and, to 

compare the results of the proposed method, multiple further models are used: a fully connected 

neural network, a support vector machine and a random forest method. It is stated that these 

methods are widely used and have achieved success. 
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In general, academic studies are performed on non-complex isolated systems. Developing systems in 

isolation such as discussed could be particularly vulnerable to environmental changes that would 

exist in reality. This is because, in a more complex system, there are dependencies, interactions and 

environmental functions to consider. Gearbox vibrations in a submarine engine room for example 

may be influenced by the condition of the various drive train components, lubrication oil and 

compartment temperatures and humidity. How such factors impact the condition monitoring needs 

to be understood, otherwise the model may become ineffectual, perhaps unknowingly. This can 

mean that if the final integration with whole systems and users and operators is not considered at 

the outset, the implementation can fail. In reality, the academic studies and resulting models would 

need to be developed in collaboration with the operator in order to be integrated into larger, more 

complex systems, with operational restrictions. In addition, the operator should be able to 

understand and clearly see how the model works and how the recommendations are formed by the 

model. Most importantly there must be the means and awareness for the operator to override the 

models decisions as the operator sees fit. 

It is difficult for both the developer, operator and the user when many studies in this area begin in 

the mechanical sphere and then become opaque. This makes it difficult for interdisciplinary work to 

take place, as the operator will typically not be a skilled neural network developer with deep prior 

knowledge. The data that is collected to run the AI must be collected rigorously and be contextually 

relevant. An operator or user would be best placed to inform this. With the analysis and monitoring 

being remote from the operator, this would mean that the operator is detached from the in-depth 

technology (Information Commissioner’s Office and the Turing Institute., 2020). This would remove 

the opportunity for the operator to be able to monitor the system themselves or override decisions. 

Therefore incorrect decisions could be made out of context within the AI and the operator may not 

know that this has happened (Berente et al., 2019). 



 

 108 

In the next section, we examine the advances in degradation measuring techniques in industry and 

how input data is a significant factor in AI or non- AI models. The AI systems that we have seen use 

data to operate and the quality and depth of this data is crucial to building models that work for the 

operator. 

 

 

Degradation Measuring Techniques and the move towards algorithmic based systems of 

Maintenance 

In order for CBM to be effective, there needs to be a means to accurately measure or infer 

component degradation. As identified in section 2, for CBM to be feasible the asset is required to be 

monitored/inspected at time intervals less than the P-F interval. Thus, live monitoring is desirable 

but creates large data which requires analysing. With the advances in sensor technology to offer 

remote and continuous condition monitoring, that if failure can be accurately predicted there is 

significant promise for a highly developed maintenance strategy. In this section, we will explore 

some of the successes achieved in sensor technology and data gathering. 

One field that has made significant strides towards the adoption of a modern condition-based 

maintenance strategy is the wind turbine industry. This is motivated by the fact that the locations 

are often remote, particularly offshore wind farms, and the numbers of turbines are significant. 

Therefore, inspection costs including non-operating time can become inflated  (Coronado & 

Kupferschmidt, 2014; Yang et al., 2014; Zhang et al., 2018). This section explores current methods of 

measuring degradation without application to predictive models. 

CBM has encompassed a wide range of continuous sensor and fault detection techniques, such as 

vibration analysis, oil analysis, temperature measurement, strain measurement and thermography 
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(Tchakoua et al., 2014; Yang et al., 2014). The operational life of a wind turbine can vary significantly 

based on the weather conditions. Considering this, Rommel et al. (Rommel et al., 2020) demonstrate 

how monitored load profiles and environmental conditions can be employed to provide a more 

informed calculation of the RUL of the wind turbine components. Similarly, Wanghan et al. (Zang et 

al., 2019) highlight that direct measurement of component condition through vibration analysis, a 

key health monitoring tool in rotating machinery, can be skewed by operational and environmental 

variations. 

Below offers some further examples of continuous and advanced condition monitoring techniques 

that have been adopted: 

• Advances in acoustic monitoring techniques and fault detection also present opportunities 

over a wide range of mechanical applications, and in most circumstances sensing equipment, not 

integral to the asset, can be easily retrofitted. 

• Prateepasen et al. (Prateepasen et al., 2011) demonstrate that leakage and flow rate of air 

through a valve can be accurately measured through the turbulent flow and resulting acoustic 

emissions, at relatively low cost. 

• In Albarbar et al. (Albarbar et al., 2010), the air-borne acoustic signals from a diesel engine 

fuel injection system is analysed. Their findings indicated that deviation from default settings could 

be detected through high and low speeds, which could be effective in detecting injector spring faults 

(Albarbar et al., 2010). 

• A wide range of vibro-acoustic monitoring techniques used to detect and analyse both 

airborne and structural borne emissions from internal combustion engines are reviewed in 

Delvecchio et al. (Delvecchio et al., 2018). Additionally, a wide range of engine faults can be detected 
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through vibration and/or sound pressure emissions, but the time of detection in relation to failure 

varied significantly depending on the fault and emission type (Delvecchio et al., 2018). 

Although not prognostic tools, the above techniques demonstrate a significant maturity in fault 

detection and diagnostic capabilities of modern maintenance systems. These developments can 

significantly aid engineering decision making in maintenance. 

In summary, it is clear that there has been significant advances in the uses of CBM techniques, that 

can provide non-invasive symptomatic data that can be used to inform RUL analysis. Greater 

condition information and data allow the opportunity to potentially employ advanced analytical 

tools and AI in order to predict RUL, relying less on engineering judgement. However, degradation 

measurement and prediction can be vulnerable to measurement errors, shock events and 

operational, environmental and endogenous factors. To consider such factors in any RUL modelling 

increases the complexity of the models, but ultimately the greater the affect of these are, the poorer 

the understanding is in the P-F interval. For example, where single shock events tend to dominate 

the degradation process of a component, CBM is ineffectual (Jonge et al., 2017). 

If we consider the wind turbine industry where risk is reduced due to operator separation and 

redundancy in volume is high, as long as maintenance efficiency across all assets is calculably 

improved it may be beneficial to accept the potential errors. In the following sections, we will 

explore the risk of removing the operator decision making and the dangers in the human interface 

particularly where explainability is absent. 

 

The Effect of Operational Restrictions on System Management 

When working with a complex system there are several limits of the components: the physical limit, 

the regulatory limit and the engineering limit (Kadak & Matsuo, 2007). To provide example of the 
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potential hazards in removal of the operator from the decision making in automated systems, we 

will examine examples in control engineering. Generally speaking, the hazards induced by errors in 

control engineering are inherently more acute than in maintenance, but the potential vulnerabilities 

in the engineer/operator and machine interface are intrinsically the same. 

The physical limit is one that operators such as pilots, submarine engineers or other operators of 

complex systems are aware of. A pilot may have to use this knowledge in a sudden emergency 

where his own experience is crucial to survival. This may lead to manoeuvres outside the regulatory 

envelope that are nevertheless safe and necessary. This physical limit of the system is where the 

component breaks. Systems are often designed and regulated in isolation in the scope of the 

‘foreseeable operating conditions’. However, the true operating context has infinite possibilities and 

the responsibility is on the operator when they are working outside of the normal operating 

conditions. This means that wider considerations need to be met and some safety aspects may need 

to be prioritised over another. In the context of the nuclear submarine, this may require whole boat 

safety (i.e. threat of sinking) to be put above the safety of the nuclear plant and recognising when to 

do so. 
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Figure 3: Typical V-n diagram (Knowledgebase, 2019) 

 

The regulatory limit is almost always the most risk averse compared to the physical and engineering 

limits. Regulators and system design authorities use limits that academically might be reasonable but 

practically can prevent normal operations. 

The engineering limit is more risk aware than the regulatory limit. This is the limit which may be 

beyond the regulatory limit and is certainly beyond the normal operating zone, but still within a 

tolerable limit for the platform. This is about understanding how far you can push the system 

without damage or detriment. 
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In aircraft the distinction between these limits is crucial for operation. “In aerodynamics, the flight 

envelope defines operational limits for an aerial platform with respect to maximum speed and load 

factor given a particular atmospheric density. The flight envelope is the region within which an 

aircraft can operate safely. If an aircraft flies “outside the envelope’ it may suffer damage; the limits 

should therefore never be exceeded. The term has also been adopted in other fields of engineering 

when referring to the behaviour of a system which is operating beyond its normal design 

specification, i.e. “outside the flight envelope’ (even if the system is not even actually flying)” 

(Knowledgebase, 2019). 

This is illustrated in Fig. 3 where we can see a basic V-n (airspeed and load variation) diagram. The 

diagram does not belong to a specific airframe. The diagram may vary between aircraft. 

The green area shows the normal operating limit determined by the regulator. The yellow and 

orange area are included in the operating limit. This is because, due to experience, the operator may 

be aware that some structural damage would occur but would not necessarily cause failure. Also, 

this failure may be preferable to catastrophic failure if action is not taken. The failure may be 

tolerated when there are more urgent risks that require equipment to be operated outside its 

normal limits. The red limit represents the physical limit of the system or components. It is vital that 

the operator understands these limits and is able to use them intelligently. 

Where this system is disrupted by an AI or algorithm driven system that is programmed within the 

regulatory limit, the operator loses a significant portion of control over the system. This control 

would be most important where there was an emergency and the operator needed to respond 

outside the regulatory envelope but the system prevented the operator from doing so. AI driven 

machines are bounded by their inability to correctly frame a problem due to the lack of context. 

They are purely driven to identify patterns from data rather than, in the case of an engineer, 

identifying reasoning and applying engineering logic to the observed data. An engineer can 
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understand the wider context of the operating environment and will apply engineering logic to 

changes and variables and will apply assumptions but will also, sometimes more importantly, 

understand when these conditions are absent. The potential consequences of AI and automated 

systems being unable to adapt to changes in the wider context are explored in the next section. 

 

Risks of Operator Removal in System Management 

In this section we discuss the example of operator control of a system being removed. The 

discussion of operator removal from control systems raises a fundamental point that operator 

removal from engineering systems induces risk. We use the Boeing 737 Air Max Disaster to illustrate 

this. We also discuss where confusion between an AI system and the Operator, in the Air France 

Disaster caused similar devastation. 

In the Air France disaster of 2009 a barrage of confusion took place with the central element being 

interoperability between the operator and automated system. “According to a report issued on 5 

July 2012, the Bureau of Investigation and Analysis found that ice crystals had misled the plane’s 

airspeed sensors and that the autopilot had disconnected. Confusion heightened when faulty 

instructions emerged from an automated navigational aid called the flight director.” Amid a barrage 

of alarms, the crew struggled to control the plane manually, but they never understood that the 

aircraft was in a stall and never undertook the appropriate recovery manoeuvres. In fact, they 

followed the flight director’s instructions and went into a climb instead of into a dive, as they should 

have to correct a stall” (Fred, 2012). This is highlighted further in the Boeing 737 Air Max disasters. 

The Air Max series of disasters are the most prominent in public perception when we discuss AI and 

its implementation in Aerospace. After these disasters many concerns were found such as lack of 

training of flight crew, lack of control over the AI system and faulty AI (Herkert et al., 2020). The 
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unfortunate set of circumstances surrounding the loss of both Lion Air Flight 610 and Ethiopian 

Airlines Flight 302 led to the immediate grounding of the advertised ‘incredibly fuel-efficient’ Boeing 

737-MAX (Cioroianu et al., 2021). 

In October 2018 and March 2019, Boeing 737 MAX passenger jets crashed minutes after takeoff; 

these two accidents claimed nearly 350 lives (Herkert et al., 2020)h. This led to Boeing 737 Air Max 

platforms being grounded across the globe. The crashes were caused by by a failure of an Angle of 

Attack (AOA) sensor and the subsequent activation of new flight control software, the Manoeuvring 

Characteristics Augmentation System (MCAS) (Herkert et al., 2020). 

Instead of purchasing new platforms, Boeing decided to mount large, more fuel efficient engines 

onto the existing air frame. This meant the engines had to be mounted higher and farther forward 

on the wings than for previous models of the 737. This significantly changed the aerodynamics of the 

aircraft and created the possibility of a nose-up stall under certain flight conditions (Glanz et al., 

2019). This was not coherent with the existing automatic software. There were multiple 

explanations for the crashes but only one was a design flaw; which was within the MAX’s new flight 

control software system designed to prevent stalls. The remaining explanations were ethical and 

political: internal pressure to keep pace with Boeing’s chief competitor, Airbus; Boeing’s lack of 

transparency about the new software; and the lack of adequate monitoring of Boeing by the Federal 

Aviation Authority (FAA), especially during the certification of the MAX model and following the first 

crash (Herkert et al., 2020). 

Travis (Travis, 2019), a qualified Pilot and software engineer, states the following: “Neither such 

coders nor their managers are as in touch with the particular culture and mores of the aviation world 

as much as the people who are down on the factory floor, riveting wings on, designing control yokes, 

and fitting landing gears. Those people have decades of institutional memory about what has 

worked in the past and what has not worked. Software people do not”. The apparent gap in 



 

 116 

communication in the development of software systems that are then added onto complex 

platforms is concerning. Historically, system testing would have been done by operators and training 

would have been supplied, while in the Air Max disasters the operator was deemed to be quite 

separate from the software. Moreover, “The existence of the software, designed to prevent a stall 

due to the reconfiguration of the engines, was not disclosed to pilots until after the first crash. Even 

after that tragic incident, pilots were not required to undergo simulation training on the 737 MAX” 

(Herkert et al., 2020)h. Additionally, MCAS was not identified in the original documentation/training 

for 737 MAX pilots (Glanz et al., 2019)g. 

There are ethical considerations when rules are constructed for operation of complex platforms. 

Travis (Travis, 2019) discusses the similarities between the Air Max and the Challenger4 disaster in 

terms of the operational process. “The Challenger accident33 came about not because people didn’t 

follow the rules but because they did. In the Challenger case, the rules said that they had to have 

prelaunch conferences to ascertain flight readiness. It didn’t say that a significant input to those 

conferences couldn’t be the political considerations of delaying a launch. The inputs were weighed, 

the process was followed, and a majority consensus was to launch. And seven people died” (Travis, 

2019). 

In the Air Max case the system was also following rules. Travis (Travis, 2019) states that “The rules 

said you couldn’t have a large pitch-up on power change and that an employee of the manufacturer, 

a DER34, could sign off on whatever you came up with to prevent a pitch change on power change. 

The rules didn’t say that the DER couldn’t take the business considerations into the decision - making 

process and 346 people are dead. It is likely that MCAS, originally added in the spirit of increasing 

 
33 The Space Shuttle Challenger disaster was a fatal incident in the United States’ space program that occurred on January 28, 1986, when the Space Shuttle Challenger 

(OV-099) broke apart 73 seconds into its flight, killing all seven crew members aboard. 

34 Designated Engineering Representative (DER). This is an individual who holds an engineering degree or equivalent, possesses the necessary technical knowledge and 

experience, and meets specific qualification requirements. 
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safety, has now killed more people than it could have ever saved. It doesn’t need to be “fixed” with 

more complexity, more software. It needs to be removed altogether”. 

The authority that the AI software system was given in the Air Max disaster effectively overruled and 

overwhelmed the pilots completely. There was no way to even physically pull the stick back and take 

manual control because the system was always on even when it was off (Travis, 2019). Such was the 

adherence of the AI system to the rule book; as a consequence, two planes were downed. This 

shows the crucial part that both operators and users play in the development of models, software 

and AI. The developer cannot develop and implement a system without knowing by whom it will be 

used and in what circumstances. It is inappropriate to design the system such that the regulatory 

rules within the system are opposed to general operational practises. By trying to be safer it can 

inadvertently happen that the platform becomes less safe as a result of two competing operators (D. 

Wang et al., 2020). 

At this time there are roadmaps to AI in aviation such as the EASA Roadmap (Roadmap, 2020) and 

analysis of explainable AI in aviation (Shukla et al., 2020). This is attracting much discussion but also 

indicates that the development of AI in aviation still has significant challenges to overcome. 

The design of any AI in complex systems needs to consider the operator and their ability to interact 

with the system and override if necessary. Ultimately the operators input is imperative to the safety 

of the platform. As can be seen if the AI is programmed to regulatory standards but the operator 

needs to avert crisis by using engineering limits then this would not be possible if there is no 

override for the AI system. Therefore, the AI could force a platform into catastrophic situation by 

following the rulebook (Travis, 2019). Whilst the introduction of AI or algorithms into maintenance 

may appear to have a less acute risk, the lessons are apparent. Operator control and understanding 

of the systems is currently fundamental to safe and effective operation of the system. 
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Whilst the direct consequences of removing the engineer’s decision making ability through the 

adoption of AI may be somewhat different in maintenance than control engineering, the ability to 

weigh up the decision to replace/maintain against operational conditions, potential safety 

consequences, cost and effort are vitally important. If we reconsider the regulatory envelopes, any 

AI adopted in maintenance engineering would presumably be designed against these limits. Without 

the explainability in the AI, the engineer may be unable to challenge decisions even where it may be 

appropriate to considering the wider operational context. In the next section we discuss possible 

implementation of AI driven maintenance on sub-surface nuclear vessels and how wider context 

may impact AI performance and be neglected within design. 

 

The issues of predictive maintenance on complex platforms 

In this section we discuss the complexities of subsurface nuclear vessels and the necessary 

conditions for the safe potential implementation of AI-based CBM. If we consider a gearbox on a 

naval platform, for example, there are added complexities due to the complexity of the system it 

interfaces with. Other factors include intermittent and variable load condition as well external shock 

and varying environmental conditions. 

The authors in Cipollini et al. (Cipollini et al., 2018) analysed several machine learning models applied 

to a Naval Propulsion System. They concluded that unsupervised AI models could achieve accurate 

modelling with less data points than current supervised models. However, the assumptions in this 

study are highly significant to applicability. Data was collected from a frigate simulator, assuming 

calm waters with no measurement uncertainties. If we consider the true operating context, 

measurement errors and environmental variables are not insignificant in degradation modelling, as 

discussed below. 
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System CBM relies on a measurement technique (eg. vibration analysis, acoustic emissions, IRs, etc.) 

which is used to infer degradation. Inspection and measurement of the system condition, 

particularly when taken in an indirect way (eg. sensors) will induce measurement errors. Inspection 

quality will vary significantly dependent on the measurement methodology. Whilst degradation is 

considered to be monotonic, measurement errors are generally considered as white noise and 

should not be seen to accumulate over time (Ye & Xie, 2015). Equally, the possibility of not detecting 

failure and false positives35 are also an important consideration in CBM (Alaswad & Xiang, 2016). The 

probability of false negatives (i.e. non-detection) are dependent on the failure cause (Badıa & 

Berrade, 2002) and if remaining unrevealed, may lead to unexpected functional or catastrophic 

failure. False positives, on the other hand, may lead to unnecessary maintenance and can increase 

the likelihood of imperfect and worse maintenance (Berrade et al., 2013). The inclusion of 

measurement errors in modelling is often assumed to be constant, but in reality, are dependent on 

degradation processes. However, this is very difficult to model effectively due to the mathematical 

complexities involved (Alaswad & Xiang, 2016). 

The degradation rate of systems is largely dependent on the influencing environmental factors, such 

as temperature, humidity, voltage, vibration, etc. Therefore, these should not and cannot be 

ignored, particularly where they are so dominant. There are also additional environmental factors to 

consider. If we consider the submarine operating conditions for example, equipment can be exposed 

to significant variations in atmosphere, vibrations and operations. The level of impact will be 

equipment dependent. Additionally, measurement errors are often applied as mutually independent 

terms in modelling, but the reality may be far more complex, as correlation in measurement errors 

 

35 a test result which wrongly indicates that a particular condition or attribute is present. 
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can often be found with cyclic ambient environmental factors and the degradation process itself (J. 

Li et al., 2018). 

The studies on wind turbines showed the importance of the context (Rommel et al., 2020; Zhang et 

al., 2018); consequently, to build on their success and transfer their learned lessons for more 

complex systems, the significance of context needs to be acknowledged. Moreover, the validity of 

the model needs to be verified in different contexts (e.g. under different weather conditions); this 

would be difficult with black box, explainable models. This raises the question of the usefulness of 

black-box highly accurate models trained with simulated data and indicates that there is a need for: 

(a) training models with realistic data under a variety of changing environmental conditions, and (b) 

explainable models, that enable an operator to understand a decision made by the system, and, if 

necessary, override it. The importance of the last point has been showed by the unfortunate 

examples from the aerospace industry which were detailed in the previous section. Context is 

significant and models should be explainable, such that when the context changes the operator or 

user understand the validity of the model. 

Assuming that CBM measurements and modelling is reasonably accurate, the benefits can be 

significant over a preventive based maintenance approach. However, the authors in Xia et al. (Xia et 

al., 2013) suggest that even a small measurement error, may mean that CBM is no better than a 

periodic preventive maintenance approach. 

Condition monitoring is reliant on measurement techniques applied to a system or component that 

can be used to infer equipment health, such as acoustic or vibration monitoring, lubricant analysis, 

electrical measurements, thermography, torque measurements and pressure differentials (Ahmad & 

Kamaruddin, 2012; Yang et al., 2014). In some circumstances system condition may be inferred from 

system performance and operating data (Ahmad & Kamaruddin, 2012; Shorten, 2012; L. Wang et al., 

2017). The effectiveness of AI modelling to assess RUL utilising CBM techniques will be largely 
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system dependent. These dependencies will be determined by the predictive nature of its 

degradation, influenced by its susceptibility to environmental and operational factors as well as to 

external shocks and the reliability of the measurement techniques and its errors. 

It is unclear whether truly effective methods exist for AI driven RUL models. However, we have seen 

significant advances in measurement of degradation as seen in the wind turbine industry. 

Consequently, the link between degradation measurements in CBM and RUL has to maintain 

operator input. 

Indicated by the lessons from aerospace, the gap between system and operator is a significant one. 

There is still a significant gap between research and practical application for AI driven CBM. For AI 

technology to be incorporated into engineering systems, especially complex systems, the operator 

would need to be considered along with the operators ability to override the system. The 

implementation of AI driven CBM would require extensive validation of any system in the actual 

operational environment alongside involvement of the operator, especially in complex systems. 

 

Discussion and Conclusions 

In this paper we discussed the AI implementation on complex platforms in relation to system 

monitoring and control. We looked at systems of varying complexity, from simple gearboxes and 

medium-complexity wind turbines to complex aircraft and subsurface nuclear vessels. 

In the following we discuss several aspects that are essential to progress towards safe 

implementation of AI into complex platforms: interdisciplinary working; reliable data; wider system 

considerations; regulatory, engineering and physical limits; industry and academic collaborations 

(Shao et al., 2020); and measurement of success. 
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Implementation of remote and automated systems in industry has seen mixed results. From success 

in the wind industry to failure in aerospace. The complexity of the platforms becomes a significant 

issue when intertwined with AI. AI having significant control over the platform or systems and having 

the natural feel of the platform (Travis, 2019) removed from the human operator can cause 

unintended and fatal consequences. 

It is important to deploy robust systems that have been developed in context and with the operator 

and user at the heart of them (Gardner et al., 2021; Oldfield & Haig, 2021). 

It is key to be able to collect all the data as discussed in (Section 4) and understand which 

parameters both need to be collected and have importance to the system (Akerkar, 2014). This type 

of measurement may not be mature enough yet to enable the implementation of algorithmic based 

systems on complex platforms to compute RUL. 

There are large differences between the regulatory limit, the engineering limit and the physical limit. 

The discrepancy between the regulatory limit and operator limit can lead to conflict. For example, to 

conduct an operational manoeuvre to save the platform, and lives, an operator may be close to the 

physical limit of the system or components as an experienced specialist can have the awareness of 

what can and cannot be achieved. The regulatory limit, if imposed through automation, takes away 

this discretion and does not allow for potentially life saving manoeuvres to occur or permutations of 

potentially safe manoeuvres. This is partially because we cannot program the AI with every 

eventuality it may face. Operators are drilled in simulators on rare events but in a manner that 

follows regulation. In reality what they did based on multiple inputs might be extremely different. 

This indicates that we have far to go in developing systems that are able to remove control from a 

human. The question is if we even should remove total control from the human in a complex system 

(Degani & Wiener, 1997; Riley, 2018). This concerns the shift in the decision making process and is a 
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relevant lesson to the adoption of AI across all aspects of engineering including the potential 

implementation in maintenance. 

As we see in academic studies, such as in Jing et al. (Jing et al., 2017), there is not necessarily the 

input from stakeholders, operators or users that would provide context to the initial idea, which 

indicates the need for collaboration between academia and industry. The gearbox in the academic 

study is isolated whereas the gearbox in the submarine is connected to a mass of systems, many of 

which are interdependent. There is also the operational, environmental and safety contexts to 

consider. In this situation is is difficult to see how AI based maintenance systems could be applied 

without providing them with the knowledge and context of the operator. The user would require full 

knowledge of the system before implementations. This was a significant failure in the Boeing 737 Air 

Max AI implementation. 

We can see within the studies in the wind turbine industry that there is potential for advanced CBM 

to be a valuable method for maintenance. This data may also be used to underpin AI systems, as we 

have shown can be done in simple systems. In general, and specifically in more complex systems 

there seems to be a lack of understanding on how we could measure the success of the complex AI 

driven CBM systems and how we might implement it. There are substantial risks associated with 

implementing AI systems at present that would not be acceptable, especially in systems such as 

those on board a subsurface nuclear vessel (Modarres, 2009). 

 

5.1 Conclusion 

This paper provides recommendations and ways forward to ensure industry and academia can work 

more closely together in order to mitigate negative effects of removing operators from complex 

systems as well as improving human-AI interfaces.  
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6. Paper 4:  Towards Pedagogy supporting Ethics in Modelling 

Authors: Marie Oldfield (Oldfield, M. (2022) 

 

6.1 Introduction 

This paper addresses research question 1 and hypothesis 1. This paper examines the current 

educational provision within the UK and finds that the lack of ethical education is a direct 

contributory factor to the types of problems found in Paper 1: Analytical modelling and UK 

Government policy. The lack of update to the educational provision as well as the lack of ethical and 

contextual awareness is found to be causing direct effects into the pool of practitioners currently 

operating in modelling. 

 

6.2 Published Paper in the Journal of Humanistic Mathematics 

 
Abstract 

 

Over the past few years there have been an increasing number of legal proceedings related to 

inappropriately implemented technology. At the same time career paths have diverged from the 

foundation of statistics out to data science, machine learning and AI. All of these being 

fundamentally branches of statistics and mathematics. This has meant that formal training has 

struggled to keep up with what is required in the plethora of new roles. Mathematics as a taught 

subject is still based in decades old teaching specifications and has not been updated centrally in the 

UK as a curriculum to include new technologies, coding or ethics. The disciplines involved in 

technology, mathematics and related subjects are firmly split between ICT (Information and 

Computer Technology) and mathematics in secondary school, continuing on to be split between 
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computer science and mathematics at university. As we continue to develop technology we see 

these academic fields becoming increasingly intertwined. 

This paper proposes that existing education for concepts such as ethics and societal responsibility 

that are critical in building robust and applicable models do currently exist in isolation but have not 

been incorporated into the mainstream curriculum of School or University. This is partially due to 

the split between fields in an educational setting but also the speed with which education is able to 

keep up with industry and its requirements. Principles and frameworks of socially responsible 

modelling beginning at school level would mean that ethics and real-life modelling are introduced 

much earlier than is currently done. Integrating these concepts with philosophical principles of 

society and ethics would ensure suitable foundations for future modellers and users of technology to 

build upon. 

 

Definitions used within this paper 

 

In this paper the terms analysis, data science, machine learning, AI and modelling have been used to 

indicate the process by which one examines the world around them, collects data, creates an 

algorithm or programme and produces output data. With this output data one is able to either make 

decisions, such as in credit card limits, or make predictions, such as in finance. This process 

constitutes a definition of modelling. A modeller is modelling an aspect of the world around them. 

Terms such as analyst, data scientist or AI practitioner would all fall under the umbrella term of 

modeller. The fact that modelling is not widely understood as a specialism and is instead referred to 

as machine learning, data science, or AI means that a common language is currently not in use in 

order to understand the modelling process. The modelling pipeline consists of guidelines such as 
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AQuA36 (Treasury, H.M, 2015) and the process that guides a modeller from model concept to model 

implementation via a route such as the following: 

• Data Collection 

• Topology of model 

• Model Construction 

• Model testing/Validation/Verification 

• Model testing 

• Production of paperwork for users and audit 

• User testing 

• Audit 

 

This process contains, from start to finish, critical ethical considerations and implementation. For 

example, the collected data has to be appropriate and representative of society but also understood 

to actually be reflective of society. If we cannot understand the ethics of using data that is taken 

from a society that behaves in certain ways and that this will affect any outcome then it can become 

an obsession by modellers to try to reverse engineer data and the model to try to make it 

representative of an idealistic society. The avoidance of inherent problems in data such as gender 

bias, racist tendencies or factors that impact the data that might not seem appropriate all have to be 

understood within the context of society. In addition, robust and ethical modelling considers the 

impact of the model on society and ensure that testing is carried out so as not to disadvantage 

society upon implementation. The ethical part of modelling cannot be extracted from the technical 

process and requires subject matter experts and interdisciplinary working for it to succeed. Where 

this paper discusses modelling, it is considered that the ethical process should be fully embedded 

into the modelling process, they are not separate. This process should be supplemented by 

 
36 The AQuA book is the current best practice guidance for the UK Government 



 

 127 

adequate facilities for modellers to challenge any concerns or problems within the model and to be 

able to communicate with an interdisciplinary team, stakeholders and their board (Oldfield & Haig, 

2021).  

 

 

Introduction 

 

At present in the UK, in industry and academia, there is a lack of definition of what an analytical 

professional in modelling looks like. The military roadmap for 2022 (‘UK Government Military’, 2021) 

discusses a new cyber capability which will need resourcing with analytical specialists from 

inception. Vasileios stated that “a skills gap in the domains of data science…is observed”(Gkamas et 

al., 2020). However, the current education system does not yet have capability to produce the 

modellers of the future. This is partially because technology has moved so quickly over the last 

decade that even legislation and regulation are struggling to keep up (Afanasyev et al., 2019; 

Gardner et al., 2021; R.S.S., 2019). Since 2010 statistics has seemingly split into multiple fields; data 

science in 2015 then machine learning in 2017 and to AI in 2019 (R.S.S., 2019). All of these are 

currently recruitable roles within industry but many do not have a good definition (Silveira et al., 

2020) and some require “exaggerated technical skills for Data Scientist Positions” (Tayo, 2019). For 

example, a professional could be asked for a decade of experience and multiple programming 

languages. Not only do businesses not know what to ask for in terms of competencies but they are 

also struggling to find the right people (Jain, 2019). This is exacerbated by the lack of professional 

pathways from university to industry to demonstrate, by professional body recognition or otherwise, 

what skills one has and if the person in question has the ability to build robust models. Subjects 

taught in academia are historically separated and so someone who has studied mathematics may 

not have studied ethics, programming or modelling. In order for progress to be made in 
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technological development the educational system is a critical enabler and “education must keep up 

with the change to have our next generation to survive” (Murakami et al., 2017).  

Modelling is currently undertaken in technical sciences at university, but the subject benchmark 

Statements that govern teaching and assessment37 are not current (QAA, 2019a). Even in 2019 the 

UK higher education system did not yet have benchmark statements that discuss AI, data science or 

machine learning. Where there is provision for AI and Data Science within degree courses ethics is 

not generally highlighted as a key concept. As such there can be a lack of focus on the teaching of 

modelling or ethics as specific skills. The skills required to use a basic statistical model, for example 

would not be sufficient to start from scratch and build an ethical model reflecting real-world 

scenarios with which to inform policy or organisational decision making. This is a skill in itself and 

includes such aspects as awareness of data quality, ethics, user implementation problems, context, 

human factors and an understanding of the environment that the model is being created in 

(Treasury, H.M, 2015). As the field of analytics has progressed so quickly in the last decade modules 

such as those covering AI have simply been added onto Maths or Computing degrees rather than 

being fully detailed as key areas of study or driving new, more integrated, courses of study. 

 

This paper posits that critical themes within education such as ethics and robust modelling are being 

overlooked and gaps at primary, secondary and tertiary educational levels need to be addressed. 

Implementing and integrating these key concepts from school level is essential so that modelling can 

be undertaken robustly to avoid damage to society. Crucial areas of context surrounding a model 

such as assumptions, caveats, quality assurance and answering the right questions with constructive 

challenge become a cultural fixture (Maria Justi & Driel., 2006; Wess et al., 2021). Assumptions and 

caveats give the user and developer information on what the model can be used for, its limitations 

and where the model should not be used. Important information such as data required to run the 

 
37 Subject Benchmark Statements describe the nature of study and the academic standards expected of graduates in specific subject areas. They show what graduates 

might reasonably be expected to know, do and understand at the end of their studies 
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model and how the model runs might be included in this. These skills and transparent paperwork 

accompanying models not only helps practitioners of technology but also users of rapidly developing 

technology. Fedushko et al. remind us that AI and ML is already used by pupils in the classroom 

whether they are competent in understanding the impact or not (Fedushko & Ustyianovych, 2019). 

In addition, leadership and soft skills are not generally focussed on in academia but these skills are 

crucial to ensure that a cultural shift can take place in academia and the workplace. This is essential 

in order to promote continuous improvement in analysis, such as the introduction of robust and 

ethics modelling, within organisations (Oldfield & Haig, 2021). 

The addition of key concepts throughout the educational system and the updating of potentially 

outdated curriculums is key to ensuring a functional and ethical society where modelling is 

concerned, but more than this, if decisions are made by models that are not robust and, are in any 

way, harmful the very functioning of society could be under threat. Where every citizen is ultimately 

a user of technology it is imperative that those that develop it are ethical and socially responsible in 

the development of technology.  

The first section in this paper covers problems experienced within industry as shown by an empirical 

study by Holstein et al. (Holstein et al., 2019). Then we analyse challenges encountered within the 

education system.  Here we discuss the importance of relevant and robustly trained practitioners 

and how current gaps can be addressed. We examine the education system in the UK and, where it 

is lacking, we propose how amendments can ensure that the next generation of working age citizens 

can be trained to ensure we have well trained professionals available. The role of professional 

bodies is also examined as a route to risk mitigation of AI and also for training of professionals in the 

workforce. We then recommend ways forward and conclude. 

 

 

Current challenges in Industry 
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Walden (Walden, 2019) found that there is a substantial gap between what academia teaches 

students and what industry needs students to be able to do once they join the workforce. Walden 

asks “Are we teaching what the students need in order to be successful in their new careers?” 

(Walden, 2019).  

In 2019 Holstein et al. (Holstein et al., 2019) performed a study which determined that practitioners 

were facing significant challenges, some of which seemed to originate from lack of basic modelling 

methodology or understanding of aspects such as data collection. Additionally, a lack of process 

meant ethical considerations could not be addressed. It might be assumed that these skills are 

taught in the education system, but they were nevertheless being cited as challenges by 

practitioners. In this section the findings from Holstein et al. are summarised (Holstein et al., 2019). 

Holstein et al. (Holstein et al., 2019) found that practitioners struggled with the application of 

regulation to their work. Either they were not aware of it or struggled to balance competing pieces 

of regulation. Increasingly ethics was quoted in the study as being an emerging, but critical, topic for 

societal acceptability of model implementation and development. Holstein at al. (Holstein et al., 

2019) highlighted challenges outside of the traditional model development pipeline; such as not 

being able to recruit correctly skilled staff. 

 

The following results from the 2019 study by Holstein et al. (Holstein et al., 2019) begin to illustrate 

the plethora of challenges now found in industry where modelling is being undertaken. 

 

• In the survey undertaken on practitioners “52% of the respondents who answered the 

question stated that that communication tools would be “Very” or “Extremely” useful” 

(Holstein et al., 2019). This would allow modellers and practitioners to speak in the same 

language in order to understand one another. This indicates the need for a shared language 

and interdisciplinary working within modelling.  
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• “A majority (60%) of survey respondents, out of the 25% who indicated their team has some 

control over data collection processes, stated that having active guidance on how to collect 

and process data would be “Very” useful” (Holstein et al., 2019). Not being able to collect 

and process data correctly not only produces a concern over regulatory breaches but 

whether the model is suited to the intended purpose. 

 

• “51% of survey respondents stated that they discovered serious issues only after deploying a 

system in the real world” (Holstein et al., 2019). The fact that only after deployment serious 

issues were found indicates a lack of model testing throughout the development process. 

This is a critical undertaking in order to establish a model which, when deployed, has been 

thoroughly tested in order to minimise harm 

 

• Many respondents stated that “they do not currently have fairness metrics against which 

they can monitor performance and progress” (Holstein et al., 2019). This is a crucial omission 

as the respondents cannot currently determine if their model is fair or robust. 

 

• 71% stated that they would welcome tools to help their team understand potential “UX side 

effects caused by implementing a particular strategy for addressing a fairness issue38” 

(Holstein et al., 2019). Implementing a fix may also lead to adverse results therefore testing 

is imperative. 

 

• Over half of practitioners stated that they would welcome “tools to help them collect further 

data to address fairness issues and that estimation of the required number of data points 

was difficult” (Holstein et al., 2019). Here a statistician would need to be involved in 

 
38  Fairness in machine learning is often described in a statistical manner and consists of mitigating unfair biases 
in developing models (Chouldechova, 2017) 
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interdisciplinary working to be able to perform the complex calculations for validation 

samples collection. 

 

• Most practitioners struggled with accounting for human bias within development of models. 

Only some attempted to mitigate these biases (Holstein et al., 2019). This is a very complex 

area and involves disciplines such as psychology and philosophy. Human biases can be very 

difficult to detect, and code does not behave in the way a human may consider it to due to 

lack of experience and context that would be assumed in a Human world view. Therefore, 

this is a very difficult area to address. 

  

Problems in Modelling Methodology 

 

At present there is no definitive modelling guidance that can guide a modeller through the process 

from data collection to model implementation in a comprehensive manner.  However, there are 

elements of best practice in existence. In the UK, for example,  the AQuA book does try to fill this 

gap (Treasury, H.M, 2015). The AQuA book is the guidance for best practise in modelling as 

constructed by experts in UK Government. The modelling pipeline, to the best of the authors 

knowledge, has not been laid down in a suitable format for the breadth of modelling being 

undertaken from Mathematics, Statistics (Biehler et al., 2017; Kawakami & Ärlebäck, 2021), Machine 

Leaning (ML) or Artificial Intelligence (AI) (Chatterjee & Bhattacharjee, 2020). It appears to be 

assumed that aspects such as critical thinking, contextual analysis, ethical considerations and testing 

of models is somehow inherent in the education system or within professional training done by 

professional bodies. With no particular body or institution taking accountability it is difficult to see 

how progress could occur.  
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Concepts such as ethics, context, validation39, verification(Treasury, H.M, 2015) and other contextual 

considerations should still be present agnostic of the modelling method. However, this is not 

addressed well in industry (Holstein et al., 2019) or in education (GCE AS and A Level Subject 

Content, 2017; QAA, 2019a) and as a result many modellers would not have been taught how to 

model robustly nor with a knowledge of ethics. Neither would modellers have received support 

professionally to undertake this. This is borne out in the extent of the legal cases seen in the past 

few years both from private industry and the public sector such as: decisions made about credit card 

approvals, for example, were thought to be arbitrary until an algorithm, designed and implemented 

in order to make these decisions (Dragos & Cernea, 2019; Reddy et al., 2019), was seen to be 

discriminatory. Decisions, whether it be what school a child goes to or whether one is eligible for a 

credit card or loan (Turiel & Aste, 2020), ultimately shape society. From providing the evidence to 

support major investment decisions (Axinn & Pearce, 2006) to individual services for citizens 

(Cadwallader, 2018; Clement-Jones, 2020; Goodman, 2016; Liu, Faes, Kale, Wagner, Fu, et al., 2019; 

Selbst et al., 2019), models can have major implications for society. It is therefore vital that the 

models used are fit for purpose. Balancing societal impact and supporting innovation, so that 

society’s right to benefit from science is protected (Gardner et al., 2021; Knoppers & Thorogood, 

2017; Oldfield & Haig, 2021), and limiting the potential harms associated with poorly-designed 

modelling is challenging (Deeks, 2019; Morley, 2020). 

 

The fundamental principles of modelling methodology (See Figure 3 & Figure 4) 

 

Good modelling is underpinned by (but not limited to) the following foundations: 

• Data Collection relevant to the problem (where undertaken) 

• Data collected in a statistically robust manner (where undertaken) (Fiori & Marzano, 2018) 

 
39 Validation and Verification (V&V) is the process whereby a model is tested to ensure the data is robust, the results are robust and that the model does what we 

expected it to 
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• Choosing the correct technology with which to use this data/build a model (Kenett & Zacks, 

2021) 

• Building a robust model based on the data (Xiao & Madhyastha, 2021) 

• Unit testing the model (as is already undertaken in the IT and software industry) (Runeson, 

2006; Xiao & Madhyastha, 2021) 

• Testing the full output of the model (Treasury, 2015) 

• Sensitivity Testing (Treasury, 2015) 

• Validation and Verification of the model (Treasury, 2015) 

• Prior tests of model deployment with real data (Treasury, 2015) 

• Monitoring the model when deployed 

 

Figure 1 illustrates how traditionally software development pipelines have been separate to purely 

technical, mathematical or statistical development pipelines. Figure 2 illustrates that current models 

are based not only within the technical, but also within software development and that a new 

modelling process or pipeline is now necessary. This improved and combined approach ensures that 

ethics can be considered throughout the development of the model and also throughout user 

testing. It guides modellers through the overarching principles that govern ethical modelling and 

suggests how to approach modelling for robust results. This pipeline is currently being expanded and 

developed into a software programme by Oldfield Consultancy to aid modellers in best practise. 
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Figure 3 Traditional separate pipelines per discipline   (Pipeline 1 ref:(Magowan, 2022))
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Figure 4 Example Mixed Modelling Pipeline40 41

 
40 This Mixed Modelling Pipeline indicates novel IP owned by Marie Oldfield and being developed into software by Oldfield Consultancy, of which Marie Oldfield is Director. 

41 Stakeholder input is defined by specialists such as Statisticians, Sociologists, Psychologists being brought it at the concept phase in order to provide expert input on, amongst other aspects,  

data collection, output analysis, study design. Having the SME embedded within the team for the duration not when the study has been started and money/resource is wasted if the SME 

raises serious problems and the project has to restart. Users may need accessibility interfaces or transparency of decisions made by the model and so output and implementation has to be  

considered alongside this. One way to deal with this is public/user panels where users are involved throughout the duration of the project. 
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Underpinning skills such as critical thinking and contextual analysis are critical because without 

these it is difficult to model the real world. Aspects such as what data to use, what software to 

use and how should the data be processed as the foundations of model development. Modelling 

the real world is able to be deconstructed into separate self-contained subjects such as 

distribution modelling (Government, 2021b) or data architectures (Government, 2021a), but 

because these subjects are split across multiple curriculums such as ICT and Statistics it is difficult 

or impossible to align the skills across multiple disciplines. In addition, a well-prepared student 

would require critical thinking and contextual skills that are currently not taught across technical 

subjects to be able to understand how their model might impact society. These skills are crucial in 

order for modellers to have a general understanding of the society in which we operate. Society 

and its actions drive the patterns in the data we collect, fairly or unfairly, and the results of our 

models and how they impact on society will also be closely tied to an understanding of the society 

we intend to implement them within. The next section discusses what is currently taught within 

the UK Education system and identifies gaps within modelling methodology. 

  

What disconnects appear between Industry Requirements and the UK Educational System 

 

The UK education system is split into 3 separate stages. 1. Primary to Junior (Age 5-11) where 

basic principles are taught in preparation for later learning; 2. High School (11-18) where subjects 

are very tightly delineated and there is not much cross over between them; and 3. Tertiary 

education or University (18-22) which encompasses specific degree subjects taught in depth with 

very little crossover. 

 

Secondary Education 

 

Secondary education is generally separated into non-overlapping subjects. The Secondary 

Curriculum (Q.A.A., 2021) for mathematics, statistics and computer science is concentrated 
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wholly on very technical aspects of the subject (Schukajlow et al., 2018). This means modelling 

consequences and implementation problems are not necessarily taught, thus leaving ethics out of 

the educational pathway. Statistics is taught but is allocated a very small amount of teaching time 

and does not include robust data collection, ethical or modelling considerations, despite students 

constructing basic models. The word ‘model’ is mentioned within the secondary curriculum in 

terms of mathematical models such as algebra and formal mathematical representations (Niss & 

Blum, 2020). This leaves students lacking a wider consideration and appreciation of modelling at 

school leaving age. 

A-Levels are even more defined in terms of nuanced subject areas. Here we might find modelling 

undertaken in Mathematics, Statistics or Economics (GCE AS and A Level Subject Content, 2017; 

Kaiser, 2020). Students would be familiar with the mathematics taught at secondary school but 

the onus on providing the wider context would now shift to the A-Level teacher in conjunction 

with subject specific content. A look into some of the A-Level requirements for teaching across 

the technical disciplines reveals the omission of teaching in areas such as context and ethics. 

Despite this being addressed in isolated areas across the globe, currently there is no coherent 

approach or widespread use of this theory (Barquero et al., 2018; GCE AS and A Level Subject 

Content, 2017; Maaß & Gurlitt, 2009). 

The A Level Subject Content for Business does not mention modelling and ethics are mentioned in 

relation to business activities and personnel only (Government, 2014a; Hoveskog et al., 2018). The 

subject content for Economics starts to discuss model limitations but does not go into detail on 

this. As stated in the A Level Subject Content for Economics, “Economics develop a critical 

approach to economic models of enquiry, recognising the limitations of economic models” 

(Government, 2014b). The subject content for computer science (Government, 2021a) mentions 

data models but it is unclear whether this is in relation to computational architecture or data 

modelling. Modelling for a specific purpose is mentioned but this would indicate an 

understanding of ethics and robust data collection would be required (Government, 2021a). In 

Statistics, where we might most expect modelling content to reside, modelling the real world is 

mentioned as an outcome.  Neither ethics, robust data collection nor contextual model testing, 
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validation or verification are mentioned. The requirement for assessment is technical in nature 

and the testing of models appears to pertain only to the technical testing of distribution modelling 

(Government, 2021a). 

The benchmark statements for many subjects have not been updated since 2016 according to the 

subject content papers. Subjects not updated since 2016 include maths, further maths and 

statistics (GCE AS and A Level Subject Content, 2017). This is concerning because the most 

rapid technological development and application is within these specific subjects.  The statistics 

subject content paper (Government, 2021b) states that the correct technological method will be 

taught depending on the model. If the model methodologies are simply distributional and 

technical then we would not expect this fundamental theory to change overly much but real-life 

modelling has developed at an extremely fast pace since 2016 and where once we might have 

used excel we now use R or python frequently in the public sphere and in industry. Where we 

once used statistical methods we might now use Machine Learning (Bzdok et al., 2018) and AI 

based systems (Chatterjee & Bhattacharjee, 2020; Friedrich et al., 2021). This lack of updated 

teaching content and assessment criteria puts students at risk of being out of date in their 

specialism before they even access the workplace. This is even more problematic when some 

students may now leave education and go straight to the workplace without further study. In the 

workplace newly graduated Secondary Students may be required to build models. 

 

Higher Education Teaching 

 

In the study by Boon et al. (Boon, 2011) it is stated that results highlight a need for teacher 

training courses in order to train teachers to include ethical philosophy units within the 

curriculum. “This represents a sustainable way to support professional practice and enhance 

teacher quality, by preparing and equipping teachers with techniques to explore and teach 

complex ethical issues in the classroom”. One reason given for this need was that teachers were ill 

prepared by their training to broach ethical dilemmas and felt quite unprepared to do so in the 

classroom (Boon, 2011). 



 

 140 

Boon et al. suggested that “to address the gap in teacher expertise to debate ethical dilemmas 

when teaching sensitive topics, pre-service teacher training programs must include a focus on 

ethics which elaborates the connections between ethics and science to help teachers deal with 

the challenges they meet in the classroom” (Boon, 2011). 

  

Subject Benchmark Statements 

 

The curriculum takes time to catch up with real world developments due to the slow pace at 

which boards sit and agree how update the subject benchmark statements. This lack of timely 

updating of subject content does not help modellers to utilise the rapid development of 

technology. In the last few decades technology has raced ahead in development (U.N., 2021) . Not 

only have multiple programming languages and user interfaces been developed worldwide, but 

ethics has become an integral part of model and software development (McNamara et al., 2018). 

This rapid development and ethical requirement is currently not reflected in higher education 

programmes of study. As Subject Benchmark Statements are reviewed only every seven years and 

by a chosen group of academics,  we cannot be certain that the needs of modellers are well 

represented (QAA, 2021). 

The benchmark statement for mathematics, statistics and operation research (QAA, 2019b) is one 

such example. One might argue that with such diverse disciplines the statement should be split by 

discipline. In 2019 the statement was amended to highlight data science courses. This statement 

now becomes confusing in that too many disciplines, with their own requirements and teaching 

burdens and assessments are represented within it.  The subject benchmark statement for 

mathematics states that “all branches of mathematics, statistics and operational research are 

dynamic, vibrant subjects which permeate most areas of modern society” (QAA, 2019b). This is 

confusing as it indicates that the content should be updated more regularly given the rapid 

development of the area. Additionally the statement below indicates that mathematics and 

associated disciplines are now critically interwoven with other subjects : “The use of mathematics, 

statistics and operational research in subjects such as physics, engineering, psychology and 
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management is well established; however, much research in subjects such as biology, economics, 

political science and sociology is now also heavily reliant on mathematics, statistics and 

operational research applications” (QAA, 2019b). This begs the question why interdisciplinary 

working and ethical and robust outcomes are not featured heavily within the curriculum given the 

serious consequences of models currently being built. 

 

The problem with subject benchmark statements not being updated in concert with the rapid 

development of technology is that some academic courses are being developed by institutions so 

rapidly that they are not held to account by a subject benchmark statement. Assessment and 

teaching can therefore not be formally regulated or inspected by the QAA42 or other government 

mechanisms. Students are simply taught what the academic institution would like to teach them.  

Whether the material is appropriate or not is not questioned. We see from the study by Holstein 

et al. (Holstein et al., 2019) that modellers in industry are still not gaining the skills they need and 

that  the education system would be best placed to mitigate this. This shows a clear gap between 

the understanding of what needs to be taught in the UK educational system and what the 

academic community actually teach. 

The quote below illustrates new modules and courses that include computer science, 

mathematics, or data science are being created but not necessarily included on a subject 

benchmark statement due to the lengthy delay between updated of the statements. 

“Mathematics, statistics and operational research courses have been sufficiently flexible to adapt 

quickly to innovations...” and that “The practice of rapid development of new courses is to be 

encouraged and is indicative of the dynamic and evolving nature of mathematics, statistics and 

operational research” (QAA, 2019b). This indicates that with the volume of new content being 

described and the interdisciplinary nature of the content it is not enough to attempt to capture 

multiple disciplines in one benchmark statement moving forwards. The quote below admits the 

variability but the lack of appetite to split the benchmark statements to accommodate this. 

 
42 QAA is the Quality Assurance mechanism for UK Education 
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“Although mathematics, statistics and operational research is a very broad grouping of subjects, it 

is possible to deal with the entire subject area within a single Subject Benchmark Statement, 

provided that users of this document bear in mind that there is very wide variability among the 

courses that come within its scope” (QAA, 2019b). 

Where ethics is mentioned once within the entire benchmark statement it is discussed under 

general skills and in the context of personal data. No further ethical modelling considerations are 

made despite stating that Statistics in particular is using data to model “knowledge of ethical 

issues, where appropriate, including the need for sensitivity in handling data of a personal nature” 

(QAA, 2019b). 

The section on Modelling is nowhere near granular enough despite being the area that has caused 

a huge amount of legal scrutiny and challenge as well as disadvantage to society in the past few 

years. Currently there are no subject benchmark statements for Data Science, Machine Learning 

or Artificial Intelligence. 

Next, we examine the subject benchmark statements for Computing and Mathematics. 

  

Subject Benchmark Statement for Mathematics, Statistics and Operational Research 

 

This benchmark statement is vague and unable to convey the granularity required to understand 

the teaching and assessment in multiple subjects.  The statements speaks of “examples of other 

titles include business decision methods, business systems modelling, management science and 

business analytics” (R.S.S., 2020). This makes it difficult to know under what remit the 

interdisciplinary part of the work is being taught. 

The spectrum of what students might be expected to do is vast, from constrained techniques to 

physics and differential equation systems. Despite the differing approaches and requirements for 

this variety of models there is no granularity here on subject specific approaches. The statement 

appears to show a lack of understanding of the modelling pipeline. 

In the section dedicated to modelling only two points appear. The first is to state that “Modelling 

is the activity of constructing a mathematical representation of a process or structure” (QAA, 
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2019b). This is not always true and would depend on what is being modelled and how.  Much 

modelling is representative of real life. The following statement does not seem to be supported 

by the rest of the subject content statement in terms of requirements for teaching and 

assessment. “All graduates of practice-based courses and many from theory-based courses have 

knowledge and understanding of a range of modelling techniques and their conditions and 

limitations, and of the need to validate and revise models. Graduates also know how to use 

models to analyse, and as far as possible solve, the underlying problem or to consider a range of 

scenarios resulting from modifications to it, as well as how to interpret the results of these 

analyses” (QAA, 2019b). This area is so large it is covered in part by the entire Aqua Book Series 

(Treasury, 2015). It would be expected that this area might be broken down further given the 

importance of modelling. The only mention of ethics in the statement is that the graduate should 

be aware of “knowledge of ethical issues” (QAA, 2019b). What the ethical issues are is not 

explained. 

The statement covers too many disciplines. Disciplines that are suitably large in their own right 

and would benefit from being contained their own statement. In addition, critical areas are 

missed such as ethics, verification, validation and modelling process. 

 

Subject Benchmark Statement for Computing 

The computing subject benchmark statement, although not directly involved with mathematical 

or statistical modelling is the only one that addresses risks with model implementation. This is the 

only statement which describes risks pertinent to the implementation of models (here referred to 

as computing systems) such as “the ability to recognise any risks and safety aspects that may be 

involved in the deployment of computing systems within a given context”(QAA, 2019a) which is 

critical for model construction. This is the only subject to address constraints found in real world 

modelling such as a budget43 and what assumptions and caveats apply. The benchmark statement 

states that “the ability to critically evaluate and analyse complex problems, including those with 

 
43 ‘Budget’ is unspecified in what it relates to or how to construct it 
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incomplete information, and devise appropriate solutions, within the constraints of a budget” 

(QAA, 2019a). 

The benchmark statement for computing goes further to state that a graduate should “recognise 

the professional, economic, social, environmental, moral and ethical issues” (QAA, 2019a) but 

only in the context of “the sustainable exploitation of computer technology” (QAA, 2019a). The 

graduate should however, be “guided by the adoption of appropriate professional, ethical and 

legal practises”. However, these practises are not stated (QAA, 2019a). 

The computing benchmark statement44 does mention the following but applies no further detail. 

Students should “apply appropriate practices within a professional, legal and ethical framework” 

(QAA, 2019a). Although these critical parts of modelling are mentioned they are not 

contextualised or detailed. 

 

Summary 

The secondary education system in the UK stops at collecting basic data sets, which is not enough 

for modellers to build complex models in industry. This issue is exacerbated by little analysis of 

the contextual or ethical context of the data or the final implemented model. The tertiary 

education system benchmark statements are vague and limited in approach to each discipline. 

This leaves critical parts of the modelling pipeline spread across disciplines instead of being 

brought together into a comprehensive pipeline. It is for this reason that good modelling involves 

a few more steps than those taught within the education system and these extra steps are what 

can act to guard society against negative impacts of technology. 

  

A study illustrating the disconnect between the pedagogic curriculum and industry needs for 

ethics 

 

 
44 Since publication the Computing Subject Benchmark Statement has been updated to include the phrase ““higher education providers may need to draw on a wider 

range of materials and resources, including ethics and data regulation or other Subject Benchmark Statements”. However, this is not clarified or expanded upon. 
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In a study by Walden et al. (Walden, 2019) educational provision was compared to industry 

requirements to determine if there were any disconnects between academia and practitioners in 

industry where skills were absent or lacking. 

 

Walden et al. (Walden, 2019) examined the top 25 universities and their coherence with industry 

requirements. The schools that were ranked in the Top 25 had a composite match of 88.7% match 

between what industry says they need and what academia says that they are teaching” (Walden, 

2019). 

Walden et al. (Walden, 2019) compared the syllabi from seventy-eight colleges and universities in 

the USA. The comparison involved comparing course content to the requirements in job 

announcements for entry level supply chain management positions. These positions were 

advertised over a five month period on major job sites such as Careerbuilder.com, Monster.com, 

and Indeed.com. The results of this comparison revealed a major disconnect between what was 

being taught in the introductory courses and what industry was looking for (Walden, 2019). Only a 

44% match between the syllabi topics and the job announcements topics for the non-Top 25 

schools was found.  However, in this study the Top 25 schools demonstrated an 88% match 

between what industry stated they required in new supply chain graduates and what the top 

schools were teaching. Walden et al. (Walden, 2019) states that this “has applications to physical 

sciences, engineering, and business and may have applications in schools of education” (Walden, 

2019). If Universities are not teaching relevant material to equip the graduate for the workplace 

then not only do we do graduates a disservice but we cause ripple effects into the resulting 

inappropriately skilled job market. This has implications in that clearly the top 25 universities 

were able to interact with industry and/or understand the requirements for a fast moving 

workplace whereas non-top 25 universities were not. 

 

Ethics and the curriculum 
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In a USA centred study on Lajoie et al. (Lajoie et al., 2020) the integration of ethics into the 

technical curriculum was examined.  Lajoie et al. “produced a study aimed at the promotion of 

training professional and aspiring engineers in North America with the integrated critical thinking 

skills they need to ethically assess the social and cultural impacts of the technologies they design, 

develop, and deploy” (Lajoie et al., 2020). Lajoie et al. “performed a qualitative analysis of all 

selected articles to identify the main educational objectives and curricular approaches they 

presented, and findings were organized according to five major themes that emerged: previous 

interventions, institutional barriers, curriculum development, student perceptions, and 

pedagogical needs” (Lajoie et al., 2020). A study by Walczak et al. (Walczak et al., 2010) found that 

barriers to ethics education are as follows:  

• The curriculum is already full, and there is little room for ethics education, 

• Faculty lack adequate training for teaching ethics, 

• There are too few incentives to incorporate ethics into the curriculum, 

• Policies about academic dishonesty are inconsistent, 

• Institutional growth is taxing existing resources. 

 

Both faculty and administrators noted that these obstacles not only provided challenges to 

teaching ethics, but they also deterred faculty from incorporating ethics into the curriculum 

(Walczak et al., 2010). The recommendations however, were similar to those of Lajoie at al (Lajoie 

et al., 2020) 

 

• Integrate curricular and co-curricular activities, 

• Collaborate across disciplines and divisions to create content around ethics education, 

• Offer incentives to faculty for training or curricular innovation, and 

• Present consistent policies among faculty and staff regarding academic dishonesty 

(Walczak et al., 2010). 
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Lajoie et al. (Lajoie et al., 2020) found that collaboration, internships with industry and 

interdisciplinary or cross faculty seminars had the potential to help widen the scope of education 

and understanding of those in technical subject areas in higher education. Mitcham et al. 

(Mitcham & Englehardt, 2019) also support the teaching of ethics embedded into a curriculum for 

the technical sciences as ethics is currently an unacknowledged aspect of the curriculum.  

Mulhearn et al.(Mulhearn et al., 2017) caution that “Increased investment in ethics education has 

prompted a variety of instructional objectives and frameworks.  Yet, no systematic procedure to 

classify these varying instructional approaches has been attempted” (Mulhearn et al., 2017). This 

is an area of critical future research to ensure consistency of teaching across the disciplines in 

areas such as ethics, modelling and robust technical output. Grosz et al. propose a framework to 

embed ethics throughout the curriculum employs a distributed pedagogy that makes ethical 

reasoning an integral component of courses throughout the standard computer science 

curriculum so that “Students learn ways to identify ethical implications of technology and to 

reason clearly about them while they are learning ways to develop and implement algorithms, 

design interactive systems, and code” (Grosz et al., 2019). However, this does not go far enough 

to address the sciences as a whole. 

 

Role of Professional Bodies 

 

Professional bodies could play an important role in training and certifying professionals in 

modelling. If we assume that this should be the remit of a Mathematics or Statistics body, we 

could refer to the Royal Statistical Society of the Institute of Mathematics, or even the Science 

Council. However, at this stage the educational pipeline is complete and so training would have to 

reintegrate ethics and modelling considerations into material already assimilated. 

It is possible to allocate modelling as a skilled profession with relevant recognition; alongside 

domain specific educational resources, courses and tools and specialised professional bodies. 

However, any gaps in practitioner knowledge would then have to be filled before certification 

resulting in further training courses at the practitioner’s expense. 
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From studies such as Walden et al. (Walden, 2019) it is clear that it is currently difficult to attract 

the right talent or top talent. The Royal Statistical Society (R.S.S., 2020) is moving towards 

formalising achievements and training with allocation of a designation for Data Scientist but this is 

in the development stages currently. This designation only allows for a very small strata of 

professional of an undefined role of ‘Data Scientist’ to obtain a lower-level accreditation and so 

does not go far enough or provide accurate definition of who can apply and what the 

accreditation means for industry. This does not appear to be applicable to a more generalist 

Modelling Professional role. The Science Council provides a Chartered Scientist designation but 

this is not specifically directed towards modelling practitioners (S. Council, 2021). Therefore, there 

is a gap that might be filled with a professional body catering to developing and designating 

modelling practitioners of the future. The link between academia and industry must be a closer 

collaboration as development moves forwards  (Axinn & Pearce, 2006; Barquero et al., 2018; S. 

Council, 2021; Deeks, 2019, 2019; Kallus & Zhou, 2018). 

 

Recommendations 

 

The challenges within the current UK education system and the subsequent joining up of this 

system to industry45 are multiple. Below are recommendations to move towards a more joined up 

approach in order to benefit students and industry. 

 

• To bring ethics into curriculum could be achieved in a straightforward manner. The area 

of ethics is the remit of a philosophy course, which is not taught widely as a subject in schools in 

the UK. However, all students do take Mathematics and as the ethical dilemmas discussed in this 

paper are involved with modelling it would be preferable to link the teaching of modelling skills 

and ethical behaviours. Ethical value systems are needed around human behaviour as well as ICT 

(Murakami et al., 2017). 

 
45 in practice, not in theory 
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• For Industry to work alongside professional bodies and academia in order to facilitate the 

rapidly changing requirements for new graduates. In order for graduates to succeed, and to buoy 

the economy, the workplace needs to have the modellers it requires. We must ensure that 

graduates skills meet the needs of industry (Holstein et al., 2019; Walden, 2019). 

 

• Professional Bodies are able to certify in two ways. Firstly, the body can certify that the 

degree the modeller undertook was fit for purpose and included such aspects as discussed in this 

paper. Secondly the body could charter or certify individuals who meet the criteria of modellers. 

This would help to identify those qualified to undertake modelling and a profession and give 

industry confidence of this (Frejd & Bergsten, 2016). 

 

• The Higher Education system is critical to ensuring that programmes of study are relevant, 

robust and are updated regularly. These programmes of study must take account of rapidly 

developing technology so that graduates can both access the workplace but meet the 

requirements of industry. Students, Industry and the nation’s economy are disadvantaged if we 

do not find a way to facilitate this. However, Higher Education can only be as good as the 

foundations it is set upon. Therefore, if the primary and secondary curriculums are not delivering 

what is required for the modellers of the future then we must ensure a joined-up approach in 

education. 

 

• Best practice in modelling is critical to implementation of robust and relevant technology 

in society. Therefore, best practise should be sought out and taught through Higher Education 

(Kaiser, 2020) and trained by Professional Bodies and industry (Ben et al., 2013). Charterships and 

professional standing would help to determine which modellers have achieved this critical level of 

understanding. 
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• Industry requirements should reflect the education system. A next step could be to survey 

industry to see what the companies that are recruiting for our graduates are looking for. This 

could be done through a survey of companies through the school’s career centre or through a 

review of job announcements posted on the major recruiting websites (Pecas & Henriques, 2006; 

Sacks & Pikas, 2013; Walden, 2019). 

 

• Benchmark Statements use the terms “validation and verification” (Treasury, 2015) but 

this does not take into account industry standards of validation and verification, which are large 

drivers of poor modelling in the modeller study. The statements also do not define the terms 

being used. Therefore, it is uncertain what type of modelling is used. Interpretation is a key part 

of modelling (Budinski, 2020; Stillman & Brown, 2019) and one that modellers ask for more 

support in order to deal with uncertainty, predictions and to improve their modelling. 

 

Conclusion  

 

It is important to address gaps at secondary and tertiary educational levels. It would then be 

possible to implement training in this area from school level. Complex concepts such as 

assumptions, caveats, quality assurance and answering the right questions with constructive 

challenge would then become a cultural fixture. Subject Benchmark Statements can be updated in 

Higher Education so that it is clear that ethics, context and the modelling lifecycle must be 

covered. In addition, leadership and soft skills should be taught so that a cultural shift and 

continuous improvement mentality occurs downstream within organisations. 

In this paper we have examined the current state of the education system in the UK in terms of 

ethics, modelling and interdisciplinary teaching and learning. It has become clear that the current 

education system is not working with industry to ensure the next generation of professionals is 

adequately qualified to undertake robust and ethical modelling as well as prepare students and 

professionals for the potential rapid developments in technology and coding. The current system 

is outdated and, not being agile, unable to keep up with advances in technology. There is a lack of 
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ethics teaching within curriculums and the lack of coordination between sciences such as 

Mathematics, Operational Research and Statistics within individual benchmark statements does 

not help to create granular courses fit for purpose with relevant assessments and teaching diets. 

There is a requirement for further work to close the gaps between education and industry and 

ensure students get the correct education to allow them to flourish in industry. In a rapidly 

developing world where students will certainly be using, or be beholden to, AI and ML technology, 

whether they develop it or not, it is critical to ensure every student has some understanding of 

new technology. 

Future work could include the updating and individualising of subject benchmark statements 

along with an enquiry into the usefulness of the current educational provision to industry. The 

gaps between industry requirements for professionals and the current skills level of students is a 

critical area of action. We have to ensure that the next generation of modellers can produce 

robust and ethical modelling to avoid the plethora of legal challenge we have seen in recent 

times. Discussions with relevant professional bodies and industry could also help to close the 

existing gap between industry requirements and education. 

6.3 Conclusion 

The modelling pipeline proposed in this paper as a mitigation to practitioner challenge is a novel 

proposal covered by IP belonging to Oldfield Consultancy. A software package is currently being 

developed that guides practitioners through the modelling pipeline and through the integration of 

modelling concepts to software design and implementation. The requirement for stakeholders, 

subject experts and users to be involved throughout the development of the model mitigates 

negative consequences caused by developers or modellers making erroneous assumptions at the 

outset. This not only saves money but reduces negative impacts of the model. This pipeline has 

been developed in response to the findings of the papers in this thesis but also to the author’s 

personal observations and experience of the numerous challenges involved in complex modelling. 
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7. Paper 5:  Anthropomorphism, Dehumanisation and the Future of Technology 

Authors: Marie Oldfield 

7.1 Introduction 

This paper addresses research question 2 and hypothesis 2. By examining the role of marketing 

within AI and how people who struggle to understand complex concepts can be manipulated it is 

possible to begin to mitigate negative effects of technology and artificial agents. Factors such as 

social isolation and exploitation of desires are techniques used by companies and developers to 

not only sell such items as artificial agents but to hide the risks inherent in using these devices, 

such as data harvesting. A more sinister outcome from this approach where brands are 

considered friends is dehumanisation where division is encouraged between those who support 

the brand and those who do not. This is an area of research that is critical for technical developers 

to understand within their work as society can be affected in detrimental ways if the human 

effect is ignored. 

 

7.2 Paper in Review 

Abstract 

Artificial intelligence and the cyber domain are inextricably bound. When logging on one can be 

susceptible to any number of manipulations by actors in cyberspace. Some have attempted to put 

in a myriad of controls that seek to provide safety but instead provide restriction and push 

negative forces into hiding, and manipulate, people and their belief systems. As we have observed 

over the last few years, this can end in legal proceedings, or damage to society. Recently more 

serious effects of AI have been observed. Dehumanisation is the human reaction to overused 

anthropomorphism and lack of social contact caused by excessive interaction with, or addiction 
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to, technology. This can cause humans to devalue technology and to devalue other humans. This 

is a contradiction of the use of ‘social robots’ and ‘chatbots’, indicating that the negative effects of 

this technology would outweigh any perceived positive effects. In cyberspace, anthropomorphism 

and similar techniques based on deep philosophical principles can be, and are, used to alter the 

behaviour of humans. This paper brings together the fields of psychology philosophy and 

computer science to explore how their interactions can impact humanity. As these types of 

techniques are becoming more widespread in cyberspace, it is clear that society is entering 

unchartered territory that holds a vast array of threats and consequences. 

 

 

 

Introduction 

What a developer thinks of as AI and what the non-technical considers to be AI might be 

completely different. According to Kate Crawford “we think of artificial intelligence as something 

floating above us, disembodied, suspended and without earthly costs or consequence” (Crawford, 

2021). On the other hand a developer may consider AI to be an algorithm that performs a certain 

task (Clement-Jones, 2020). Due to the difficulty in explaining abstract concepts, it can be easier 

to rely on techniques that make the concept more relatable to us. When abstract technology is 

represented in this way, several techniques can be used to mislead and exploit.  abstract 

technology this way we begin to encounter the exact techniques that can mislead and exploit. 

One of these techniques is Anthropomorphism.  

 

Anthropomorphism is achieved by ascribing human characteristics and behaviour to a complex 

concept such as robots or interactive technology. This can be further compounded if the 
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marketing for the device or concept speaks about the device as if it is a person and not an object 

(Aggarwal & Mcgill, 2012). Humans are born with instinctive anthropomorphism, rather than 

solely developing it as a learned skill. This indicates the skill is inbuilt into deep belief systems at 

birth. Clinical and developmental psychology research shows that humans start to use 

anthropomorphism during childhood and maintain it as a skill throughout their lifetime (Epley et 

al., 2007; Hatano & Inagaki, 1994; Severson & Lemm, 2016). Anthropomorphism is a common 

method used by humans to communicate complex concepts. This is achieved by using common 

objects, animals or commonly understood elements of human perception such as feelings 

(Urquiza-Haas & Kotrschal, 2015).  “Anthropomorphism is the attribution of human characteristics 

to a non-human object” (Zhao et al., 2019). The use of this technique can prompt consumers to 

form connections with brands and technology to the extent that they will be ‘angry’ with their 

computer’ or ‘encourage’ their phone (Urquiza-Haas & Kotrschal, 2015). In studies 

anthropomorphism has been shown to yield a 7% increase on profits. Yuan et al. found that 

"simply displaying the product in anthropomorphised way without changing the product itself  

increased the amount consumers were willing to pay by 7 per cent" (Yuan & Dennis, 2020) and 

boosted the ‘compare the meerkat’ campaign (Miles & Ibrahim, 2013). Further examples include 

the study using Lexus cars with a perceived ‘frown’ and a perceived ‘smile’ (Fig 1) alongside 

anthropomorphic narrative. The perceived ‘smile’ made the car more accessible to consumers 

and the happy connotation increased the consumers positive perception of the product (Aggarwal 

& McGill, 2007).  
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Figure 5 Anthropomorphised Lexus. (Aggarwal & McGill, 2007) 

 

Puzkova et al. stated that  "Brand Anthropomorphism is the process of imbuing brands with 

humanlike feature that enhance consumers attributions of mind to the brands"(Puzakova & Kwak, 

2017). This process is not new and has been used for decades in consumer science.  

 

This is illustrated further with the most recent studies on mind attribution to ‘humanlike’ robots. 

Due to robots being constructed in the image of man, Zhao et al. state that a straightforward 

monotic relationship between appearance and mind inference is plausible, i.e the more a robot 

looks like a human the more a human would think that it has a mind like a human (Zhao et al., 

2019). In the 2019 study Zhao et al. discovered that the more human-like the appearance of the 

robot, the more study participants allocated aspects such as  emotional capacities, planning for 

the future, moral values and the ability to have self determination to the robot (Zhao et al., 2019). 

This type of anthropomorphism can cause humans to ascribe feelings, affect and mind to a robot. 

This can then induce humans to begin to establish feelings towards the device. This is seen in the 
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recent paper by Fu & Xu where the findings of two experiments discovered negative effects of 

anthropomorphised devices where a person might be socially rejected. The person then may feel 

the need to use a brand or a product in order to belong or restore inter-personal relationships (Fu 

& Xu, 2021). The brand and products themselves drive a narrative that one must be special or in a 

specific group to interact with them. This creates a division between the haves and have nots. 

One of the drivers of anthropomorphism of products is to create this sense of distinctness or 

belonging as this feeds into basic human belief systems (R. P. Chen et al., 2017; Cheshire, 2019; Fu 

& Xu, 2020).  This type of interaction is characteristic of dehumanisation. In this paper the human 

belief system is explored as a pre-cursor to an analysis of dehumanisation. The next section 

examines how dehumanisation occur via the use of modern technology and the impacts of this 

are examined.  

 

Human belief systems 

Cheshire states that “ the term ‘belief systems’ is intended to describe  collections of beliefs 

within human minds that belong to different classes of belief and in different proportions with the 

result that each belief system elicits particular behaviours”(Cheshire, 2019, Page 2). The ideas of 

‘belief’ refers to what the mind accepts as its version of reality, in essence, what information the 

mind has been given that it accepts as truth (Cheshire, 2019).  People interpret information in 

different ways and this gives rise to varying belief systems both between individuals and on a 

macro level also. The mind creates a model of the world based on the evidence presented to it 

and this results in a set of beliefs, justified by evidence, that form a belief system (Ichikawa & 

Steup, 2018). The beliefs held within this system can be modified but the cost of acquiring new 

data is high and therefore the person may be liable to fall back on old beliefs (Cheshire, 2019). 

People enjoy expressing their preferences in order to stand out. For example, at a job interview or 

on their websites or social media profiles(Lopez et al., 2021). This self- expression can lead to a 

connection with a group and cement their preferences into a stronger format which could be 
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called a belief (Lopez et al., 2021). By using these beliefs, group membership and preferences 

people are able to achieve the desire to be unique, set themselves apart and be part of a 

perceived ‘in group’(Lopez et al., 2021; Aggarwal & Mcgill, 2012).  According to Cheshire, 

chauvanism, bigotry and prejudice are examples of beliefs that a mind has formed or adopted 

from the close community and would not wish to modify them because they work well for 

survival in the current environment. Not only is there little reason to modify these beliefs but this 

may even have a negative impact on the individual in the given environment. Cheshire also states 

that even if the environment changes sufficiently for the belief to be updated, it may be more 

cost effective to retain the prior belief and feign modification (Cheshire, 2019). An interesting 

example that Cheshire gives for belief system management originates in Madagascar. A taboo 

culture called fady exists on the island of Madagascar and exerts control over many aspects of 

daily life such as etiquette, food, manners and cultural customs. These customs can differ 

between regions and by personal decree. One explanation for this changeable system is that it if 

someone declines to participate then they can be rooted out of the society quite quickly. Another 

reason is that an intruder or external person can be spotted immediately. Someone who has been 

absent for a length of time will also be highlighted by this system. This system shows why a belief 

system could be used to not only work towards survival of the society but illustrate how a belief 

system can be layered in such a way to convince a mind that this is the correct belief to hold. This 

works in much the same way in social circumstances or online where the group holding the belief 

will expect it’s members to ‘blend in’ so that members can be categorised (Lopez et al., 2021). 

This becomes outwardly problematic when the group begins to denigrate perceived opposing 

groups by employing techniques of dehumanisation (Baldassarre et al., 2020). Over, (Over, 2021) 

does provide strong debate the origins of dehumanisation and the actual mechanics by which in 

and out groups become combative and Haslam (Haslam & Stratemeyer, 2016) believes that there 

is much research yet to be done for us to gain an undertanding of how dehumanisation works. 

The intriguing point made by Cheshire is that “human populations are capable of adopting 

idiosyncratic behaviours because they become the norm within those populations” (Cheshire, 
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2019). As a belief system becomes entwined in the behaviour this can lead to specific sets of 

moral and ethical codes that range in acceptability across populations.   

 

Science can be hard work for people and fail to deliver satisfactory answers. As science is a 

relatively recent way in which to interpret the world, a pseudo science can emerge which is a 

crossover between true scientific beliefs and a world view that may have been held pre science. 

This is because it “caters for a human need for explanation both on the logical – rational level and 

on the emotional – existential level” (Cheshire, 2019). This can occur where science is not well 

understood, especially around Artificial Intelligence. We cannot therefore be surprised when a 

person who cannot make sense of complex abstract concepts, that they resort to a technique 

such as anthropomorphism to make the concept relatable to them (Walker, 2016; Epley et al., 

2010). Anthropomorphism and belief systems can be seen as intrinsically linked because we are 

born with anthropomorphism and it can be used to form belief systems. 

 

As devices such as Alexa, Siri and Robots become ever more humanised, it is easier for people to 

understand but also to trust without basis. It is easy to feel that one can build relationships with 

this technology as mental and emotional properties are ascribed to them (Epley et al., 2010). 

When they are ‘just like us’ why would we suspect exploitation or manipulation. The reality is 

more abstract and more technical. When we treat the system as a human and not as a system we 

forget that a technical system requires testing, verification and supervision to be accepted for 

implementation (Author 2021). Alexa, Siri and Chatbots are algorithms powered by data, not 

humanlike. However, as Cheshire states, it would be very hard to update a prior held belief of the 

technology being humanlike when abstract concepts are difficult to understand and require much 

energy to do so. In some cases, the cost is too great. In Garvey et al. it is stated that, based on 

recent empirical research on human vs artificial agent interactions with consumers, "artificial 

agents may bypass human defences against interpersonal exploitation" (Garvey et al., 2019). In 
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the studies performed by Garvey the likelihood was higher that a consumer would accept an 

exploitative offer from an artificial agent vs the human offering (Garvey et al., 2019). However, 

due to confounding factors and the lack of philosophical support in the written proceedings it was 

not clear what the foundations were in order to support the results in the studies.  What this 

seems to show, if the multiples studies that Garvey undertook are analysed, is that where a belief 

is formed it appears to be rarely updated and this means that it can be exploited intensively and 

for long periods of time. We see this in the endurance of anthropomorphism as a marketing tool.  

In the next section the concept of dehumanisation in relation to AI is examined before moving on 

to challenges of human – AI interaction. 

 

Dehumanisation 

Dehumanisation is a widely debated concept. Recently Harriet Over (Over, 2021) has debated the 

falsification of the current dehumanisation hypothesis which has led to heated debate within the 

psychological community. There is significant debate across disciplines as to the exact nature of 

this term  (Over, 2021; Haslam & Stratemeyer, 2016). No singular, shared dehumanisation 

hypothesis exists according to Over. Haslam & Stratemeyer state that dehumanisation “is the act 

of perceiving or treating people as if they are less then fully human and leads to discrimination 

against other individuals or entire groups” (Haslam & Stratemeyer, 2016). Whereas Smith (D. L. 

Smith, 2016) eloquently describes dehumanisation as “a psychological lubricant for the machinery 

of violence”. Dehumanisation can be viewed as a form of discrimination but for this paper it is 

more applicable to discuss the theory in terms of division of consumers into groups (Enock et al., 

2020) as that is how it is used in an anthropomorphic way to drive sales (Yuan & Dennis, 2020) 

and how it is used to exploit those experiencing social issues (R. P. Chen et al., 2017).  

Harriet Over states that Dehumanization theories are a group of interrelated theories  (Over, 

2021) . However one point that stands out as being descriptive of dehumanisation in the context 

of cybersecurity is “to dehumanize a group is to conceive of them as sub human creatures”(D. L. 
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Smith, 2016). While this definition may be strong it encompasses the creation of divisions 

between groups of humans such that they feel a division should occur. In this theory are two or 

more groups normally labelled an ‘in group’ and an ‘out group’. Whilst one group could be 

perceived as superior with this label, it is from the groups perspective that this label exists. 

Therefore, the in group would allocate themselves as the in group. Furthermore, both groups 

could allocate themselves as in groups and at this point it is to the author to decide which should 

maintain the seemingly preferential label. Nazi Propaganda from the 1930s, Rwandan radio 

broadcasts before the 1994 genocide (D. L. Smith, 2011) and even Covid Vaccination narratives 

from the 2020s all seek to establish an ‘in group’ and an ‘outgroup’ (Khazan, 2020). Those outside 

of the group can find themselves labelled with derisory terms by the in group. In Nazi Germany a 

Jew might be referred to as a “rat” or as a “louse” (Over, 2021). In South America people who 

were enslaved were sometimes referred to as “ape-like”(Over, 2021). In 2020 and 2021 those 

refusing Covid vaccinations were labelled “Covid Karen’ (Tiffany, 2020) or ‘Anti Vaxxer’ (Khazan, 

2020). Thereby attaching a larger out group to an already defined and established outgroup. The 

aim of dehumanisation is to present a group as being ‘less than’ the self-perceived superior group 

to force either increased division to justify an existing belief system, a belief system created and 

distributed to the population46 or to force compliance of a perceived inferior group. This 

behaviour can routinely be observed on social media platforms. 

Social media, being perceived as a popular type of media, can have negative consequences in 

forming and maintaining belief systems. Social media platforms can be perceived as “echo 

chambers arise because people tend to favor information that reinforces pre-existing views” 

(Wollebæk et al., 2019). It is also an effective tool on which to perform dehumanisation in the 

sense that social media, via algorithm, creates echo chambers to satisfy users that they are within 

a community that agrees with them. Wollebaek states that “With regard to debates, these take 

the form of an echo chamber when debaters engage only with like-minded individuals and face 

little opposition from people with different opinions. Beliefs are in turn confirmed and galvanized 

 
46 similar to fady discussed in the next section 
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rather than contradicted and moderated” (Wollebæk et al., 2019). However, the platform also 

presents articles against the individual’s viewpoint to provide clickbait to create anger and 

frustration. The user is then able to express any feelings on the presented viewpoint. This can 

inflate the individual’s belief system leaving no space for either updating and creating new beliefs. 

This can be extremely damaging to a person and their progression in forming relevant beliefs. 

“While social media participation may expose users to diverse viewpoints” (Bakshy et al., 2015), 

“exposure to alternative views may actually encourage social media users to seek out sources that 

validate pre-existing beliefs rather than engage in deliberation and reasoned civil discourse” 

(Wollebæk et al., 2019). “Studies of affective polarization empirically support that members of 

political groups tend to emphasize the distance between their in-group and members of the out-

group” (Harel et al., 2020). Harel et al. “examined social media communication (Facebook posts 

and comments) to illustrate how the discourse in a homogeneous enclave, or echo chamber 

reveals affective polarization and dehumanization” (Harel et al., 2020). This danger of the 

algorithmic drive for individuals to be placed into echo chambers allows belief systems to be 

exploited as never before. Relying upon data gathering the algorithm could place individuals into 

groups that may exacerbate their negative views. This could ultimately cause further 

dehumanisation and a fractured society both on and offline to emerge. 

Dehumanisation has become a very recently observed consequence of the use of technology and 

AI. McGill states that “engaging with humanlike technologies and perceiving them as similar to 

humans change how individuals think of other people, leading to dehumanizing behaviours 

toward others” (H. Kim & Lisa McGill, 2019). It is seen as the human reaction to overused 

anthropomorphism and lack of social contact caused by excessive interaction with technology. 

Kim and McGill state that “perceive technological products as ‘humanlike’ then an assimilation 

would occur” and “after experiencing humanlike technologies, people’s perceptions of actual 

humans would be assimilated towards their perceptions of the technological products, which are 

objects, resulting in dehumanisation”(H. Kim & Lisa McGill, 2019). This can lead humans to 

devalue technology, but also then to begin to devalue other humans (Author 2021).   
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Recently, consumer researchers have begun to investigate the impact of social exclusion on 

consumer behaviour and how this affects their choice of products and brands. This line of 

research mainly focuses on how socially excluded individuals choose products in order to signal 

their intention and interest in building social connections with desired persons or groups (R. P. 

Chen et al., 2017; Wan et al., 2014). Socially excluded people might engage with products or 

brands to signal their belonging to a group or distinctness to re assert themselves in the social 

domain. Research on branding has suggested that “products themselves can be the targets for 

relationship building, and that consumers can establish relationships with products or brands in 

similar ways to which they form interpersonal relationships” (Fournier, 1998). Consumers may 

also think of brands as “relational partners, such as a trusted friend, business partner, or servant” 

(Aggarwal, 2004). For example, in a sports analogy a person might think of strength, speed or 

team spirit and so they might see Nike as athletic or strong, especially when examining the 

celebrity endorsements. Social exclusion appears to increase consumer preference for an 

anthropomorphized brand as it is more relatable to them. In a study by Chen et al. “participants 

who were induced to feel socially excluded (vs. included) indicated more favourable attitudes and 

were more likely to actually choose a real brand of candy when it was thought of as a person” (R. 

P. Chen et al., 2017). This indicates that social motivations may play a much larger role in 

consumer decisions. If consumer decisions are based upon basic beliefs and desires such as 

distinctness and belonging as well as being part of a similar community, then the opportunity for 

manipulation becomes more apparent. In a study by Fu & Xu, “people who were socially excluded 

and who had high self-esteem evaluated anthropomorphised products more negatively than did 

those with low self-esteem, and the distinctiveness motivation mediated the effect of this 

interaction of social exclusion and self-esteem on attitudes towards anthropomorphised 

products”(Fu & Xu, 2020) . This is because the need to be part of a group and to ameliorate any 

social exclusion is a strong driver for forming a relationship with a brand. This need can become 

easily exploited in the consumers desire for acceptance (R. P. Chen et al., 2017). 
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People use and display unique products to attempt to distinguish themselves from the perceived 

masses (Tian et al., 2001) and discontinue using goods once they become widespread and 

commonly used (Thompson, 1997). The desire for distinctiveness is balanced by a need for 

belonging that motivates us to want to assimilate with others (Vignoles et al., 2006), this can 

prompt conformity. Individuals wish to be both distinct and part of a group at the same time. 

However, depending on the environment, it may only be possible to satisfy one or none of these. 

When people are out of sync with others, this means they are no longer part of the group. This 

can mean that they experience social exclusion (Lopez et al., 2021; Woolley et al., 2020). This can 

lead them to mimic the behaviour or consumer habits of others to restore feelings of belonging. 

Dehumanisation can also be internal and in response to social ostracism people tend to 

dehumanize themselves (Bastian & Haslam, 2010). 

Dehumanisation is a complex but extremely damaging concept and by causing divisions and the 

creation of groups it can be seen that, in their desire for distinctiveness the in group will then 

orientate itself against perceived out groups. The perpetuation and encouragement of this in 

online scenarios such as gaming and social media platforms, for example, can lead to further 

societal impact in the real world, with exploitative anthropomorphic techniques which effect 

belief systems and can have dehumanising effects. 

 

The relationship between people and technology 

“AI has become one of the most anthropomorphised technological advances in recent history” by 

actually building human-like robots to mimic humans (Manzi et al., 2020). 

The “ascribing of qualities to devices such as Alexa or voice based interaction devices begins with 

an “ ‘illusion of intimacy’ which, in turn, ripples through the entire group, and help fulfil the need 

for social integration”  this can create trust without an evidence base (K. Lee et al., 2020). It 

appears that consumers are able to build human connections with nonhuman agents and ascribe 
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to them feelings and intentions. For example, humans “give their in-car GPS system a name, 

denote Earth as their mother, and rail against at computers perceived as ‘petulant’ and not 

reacting or carrying out certain tasks as expected” (Schweitzer et al., 2019).  

The following two studies on smart devices and oxytocin examine how humans can interact with 

technology and the potential results. 

In a study by Schweitzer et al. the relationship between consumers and voice controlled smart 

devices was examined.  Consumers were asked to report on their interaction with the smart 

device and were interviewed about their experiences, feelings and whether they would re-use the 

device after the user journeys (Schweitzer et al., 2019). Several consumers changed their 

perspective on the smart device over the time of the study. In the beginning, “their earlier 

euphoric amazement turned into disappointment, partially due to the smart device’s repetitive 

and unsuitable answers”(Schweitzer et al., 2019). “If the tasks during the experience journey did 

not go smoothly, they reacted in an emotionally charged way, almost seeming to take this failure 

personally” (Schweitzer et al., 2019). They regretted having wasted time trying to work with the 

smart device, the wasted effort and the time lost while trying to interact in a meaningful way with 

the smart device (Schweitzer et al., 2019). This indicates an expectation of the technology which 

was not met. The emotional and perceived investment was not returned by the reality of the 

technology. This is also clear in the simple example of “Bank terminals that ask ‘How may I help 

you?’ suggest more flexibility than they deliver” (Shneiderman, 1993). Ultimately the individual 

realises that the device makes promises that it cannot deliver, and the user may feel poorly 

treated. Morgan states that “This is an example of bad design with an unwarranted use of 

anthropomorphism” (Morgan, 1995). 

An equally powerful reaction is a biological one concerning hormones and how they work to help 

us form social bonds. A study by De Visser et al. investigated the effects of oxytocin on social 

interactions. De Visser et al. state that “Forming social bonds with other agents involves processes 

of motivation, interpreting social information, and creation of social memories. A fundamental 
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driver of this social bonding process is oxytocin” (De Visser et al., 2017). De Visser examined 

whether “oxytocin affects a person’s perception of anthropomorphism and the subsequent trust, 

compliance, and performance with automated agents” (De Visser et al., 2017). Interactions were 

examined between humans and automation varying in anthropomorphic levels. For this purpose, 

a computer, avatar and human were used. The study consisted of a recognition task in which 

participants were aided by an automated agent. The hypothesis was formed such that those who 

were not given oxytocin would have high levels of trust, compliance and team performance with 

the automated agent when interacting with a computer but lowest when interacting with a 

human. The interaction with an avatar was hypothesised to fall between the two levels (De Visser 

et al., 2017). De Visser et al. predicted that oxytocin would only increase response for 

anthropomorphised automation aids such as avatar or human. It was expected that no difference 

would be found for computer agents. The results of this study provide the first evidence that 

oxytocin affects trust, compliance, and team performance with non-human, automated agents 

(De Visser et al., 2017). It was found that oxytocin only increased trust, compliance, and 

performance among non-human agents that appeared somewhat human. Therefore, “oxytocin 

does not increase trust in entirely non-human interaction partners” (Kosfeld et al., 2005), and 

oxytocin “does not override important cues regarding an interaction partner’s 

untrustworthiness”(De Visser et al., 2017; Mikolajczak et al., 2010).  This indicates that a person 

may feel more positive reactions when engaging with an automated aid and place trust where it is 

unwarranted. 

Yuan and Dennis have questioned whether inducing anthropomorphism would increase positive 

perception (Yuan & Dennis, 2020) of devices such as Siri and Alexa. These devices are commercial 

products that blur the line between human and machine. Even newer digital agents are beginning 

to take visual form in the online world. Many have taken the cartoon route because they are less 

expensive to create. However, ethically how does this work within the formation of belief systems 

related to the technology and crucially, the understanding of the technology? 
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In answer to this question, “researchers have found that computer users can identify human traits 

in computer behaviour”  (Holtgraves et al., 2007), and that they prefer computers that they can 

ascribe personality traits to that are similar to themselves. Users evaluate a computer as 

significantly better when specific language is used. For example, that they are teamed with a 

computer to work on a task than when they are told that they are working alone using the 

computer (Reeves & Nass, 1997). This indicates the link between the drivers powering consumers, 

namely, to be part of a group or be distinct, and anthropocentric. Anthropomorphism is shown to 

be a powerful technique to induce consumers to perceive products or brand positively and 

ultimately to purchase from the brand or product line (Fournier, 1998; Aggarwal, 2004). The risk 

of this is manipulation of the individual to behave in a way favoured by the company, advertising 

firm or algorithm attempting to elicit certain outcomes. 

How does this effect Humans perception of technology 

AI can be seen as a neutral tool, which should be objectively evaluated on efficiency and accuracy. 

However, this approach does not consider the social and individual challenges that can occur 

when AI is deployed (Puntoni et al., 2021). Smart devices such as Siri and Alexa are now in homes 

across the globe. Devices such as Alexa, Siri and Computers have been equipped with tools to 

‘listen’ to environments in order to improve the voice recognition algorithm. However, this 

listening capability also enables AI systems to collect data about consumers and their 

environment. Consumers are able to voluntarily provide information themselves, but data can 

also be collected without permission by the smart device. The consumer understanding of this 

system is not yet mature and has led to legal challenge after the fact (Dunin-Underwood, 2020; 

Jackson & Orebaugh, 2018; K. Lee et al., 2020; Rediger, 2016). Consumers can ultimately end up 

sharing data when there is little or no certainty about how the data will be used. Consumers can 

also freely give data away when this uncertainty is high (Walker, 2016). It is problematic that data 

can also be obtained by AI from the data shadows consumers leave behind when they conduct 

daily activities, such as a shopper perusing a store equipped with facial recognition technology 

(Puntoni et al., 2021). 
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Access to customised services means that consumers can have decisions made for them by digital 

assistants. These assistants effectively match personal preferences with available options. This 

enables consumers to avoid cognitive and affective fatigue that decision making can entail (Andre ́ 

et al. 2018). However, despite the apparent AI’s ability to predict and satisfy preferences, 

consumers can feel exploited in data capture experiences, mainly because they do not understand 

how the AI they are interacting with operates (Puntoni et al., 2021). Targeted adverts, based on 

personality characteristics inferred from the analysis of Facebook likes in combination with online 

survey questions, appear to increase conversion rates (increase purchases) by about 50% (Matz et 

al., 2017). The revenue from such advertisement campaigns can be significant (Puntoni et al., 

2021).  

Due to this, consumer behaviour becomes increasingly compliant to the requirements of the 

technology. “AI can transform consumers into subjects who are complicit in the commercial 

exploitation of their own private experience, thereby undermining personal control and 

promoting the concentration of knowledge and power in the hands of those who own their 

information” (Puntoni et al., 2021).  

The impact on consumers and their personal existence is also apparent in the following cases.  

In the case of children interacting with educational software: “the dual image of computer as 

executor of instructions and anthropomorphized machine may lead children to believe they are 

automatons themselves.  This undercuts their responsibility for mistakes and for poor treatment 

of friends, teachers, or parents” (Morgan, 1995; Shneiderman, 1993). This is because “if an agent 

looks and acts a lot like a real person, and if I can get away with treating it badly and bossing it 

around without paying a price for my bad behaviour, then I will be encouraged to treat other 

‘real’ agents (like secretaries and realtors, for instance) just as badly” (Shneiderman, 1993). This 

indicates that the lines between what is human and what is an artificial agent may be become 

blurred, especially for children. Puntoni et al. state that “strongly held goals may motivate 

consumers to accept greater risk of exploitation when the AI is seen as a conduit to goal 
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completion, mitigating negative emotional responses” (Puntoni et al., 2021). This indicates the 

problem that is faced within technology with smart devices and AI agents. Whether it be social 

media behavioural manipulation of belief system exploitation or smart devices and their effect on 

our deep beliefs and desires, as a society humans have put themselves at risk. 

Conclusion 

This paper has considered concepts from multiple disciplines in order to illustrate the deeper 

need for cybersecurity measures and why cyber security is essential to build a fair and free 

society. Dehumanisation is a feature of humanity that sits underneath the distinctness and 

assimilation drivers of some human beliefs. This negative driver can be exploited by companies 

and marketing to not only create false representations of technology but to exploit consumers 

and induce dehumanisation in the form of in and out groups. Brand and products hold the 

responsibility for this outcome, as do developers and technology companies and it is crucial that 

these concepts be understood in order to mitigate harm to society. These concepts have only 

been observed in recent times and have caused social  divisions over the last few decades. 

Therefore, it is imperative to commission further research into potential impacts and outcomes as 

well as mitigations. It is, however, understandable, given the problematic human belief systems 

that finds science hard to engage with and beliefs too difficult to change, that companies, 

products and brands have been designed in a certain manner. Knowing the impact of 

dehumanisation and the concerns highlighted above this paper argues for consumer education 

and transparency of technology to relieve the burden of science on the consumer. We must 

ensure that all are able to not only understand, but access technology in a responsible and ethical 

manner and that the creation of the technology follows suit. It is reasonably easy to exploit 

people using such a powerful tool, especially when humans are instinctively using 

anthropomorphism to understand complex systems and are reluctant to update beliefs, they 

already hold47. Where individuals are happy to accept new beliefs without too much analysis from 

 
47 As discussed earlier, earlier beliefs are formed and cemented by social reinforcement so it is difficult for a person to re-evaluate the foundation of a belief in order 

to update it to a new belief that may or may not be contradictory to their current group and/or society. The energy required to perform this action  can prevent a 
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their peer group, family or (online or offline) community it is difficult for them to adapt to 

problems such as risk or exploitation even when it is shown to exist. 

7.3 Conclusion 

This paper has pulled together concepts from multiple disciplines in order to illustrate the deeper 

need for societal and human awareness by developers and industry. Due to this area of research 

being very interdisciplinary and immature in terms of the understanding of complex psychological 

and philosophical concepts by developers there is a requirement first for education around this. It 

is easier to use negative techniques such as dehumanisation and anthropomorphism to sell 

products but when a customer’s data is harvested and is then used to manipulate or exploit them 

then this would be considered an unethical exploitation of society. Regulation has been cited as a 

way forwards but lawyers would have to be given an in depth proposal to construct this 

legislation. An interdisciplinary approach to development of technology and artificial agents 

would go far to mitigate the effects of these devices on society and involving subject matter 

experts would lead to education within the developer community. Simply continuing to cause 

division, unrest and exploitation within society is not a reasonable way forward and education 

and interdisciplinary work would go a long way to mitigating this. Further mitigations are 

proposed in Paper 4:  Towards Pedagogy supporting Ethics in Modelling and Paper 2 Ethical 

funding for trustworthy AI: proposals to address the responsibilities of funders to ensure that 

projects adhere to trustworthy AI practice where education, a modelling pipeline for software and 

ethical gateways for funding are proposed. 

 

  

 
person from forming a new, scientific based belief (that could be difficult to understand as it is technical) from a more social or anthropomorphic based belief (that is 

much easier for them to understand as it is non technical). 
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8. Paper 6:  Anthropomorphism and its impact on the implementation and 

perception of AI 

Authors: Marie Oldfield  

8.1 Introduction 

This paper addresses research question 2 and hypothesis 2. Anthropomorphism is a pre-cursor to 

the discussion in paper 5. Although the technique of anthropomorphism has been used in the 

marketing of products for many years, the rise of social media has enabled this concept to be 

developed in order to promote brands or products as friends. This change form passive to active 

engagement can reduce people’s risk awareness when interacting with AI based technological 

products and can enable exploitation as a result. 

 

8.2 Paper in Review 

Abstract  

Anthropomorphism is a technique used by humans to make sense of their surroundings. 

Anthropomorphism is a widely used technique used to influence consumers to purchase goods or 

services. These techniques can entice consumers into buying something to fulfil a gap or desire in 

in their life, ranging from loneliness to the desire to be exclusive. By manipulating belief systems 

consumer behaviour can be exploited. This paper examines a series of studies to show how 

anthropomorphism can be used as a basis for exploitation. The first set of studies in this paper 

examine how anthropomorphism is used in marketing and the effects on humans engaging with 

this technique. The second set of studies examines how humans can be potentially exploited by 

artificial agents. This paper will dmeonstrate apparent contradicting results in current studies 

which indicates a need for further research in this area.  
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Anthropomorphism is the attribution of human characteristics to a non human object (Urquiza-

Haas & Kotrschal, 2015). People commonly see human faces in objects, such as the moon or the 

clouds (Piaget, 1995). People also attribute human characteristics, goals, beliefs and emotions to 

animals, such as two birds sitting closely together in a tree being in love (Waytz, Gray, et al., 

2010). People form connections with brands to the extent that they will be ‘angry’ with their 

computer’ or ‘encourage’ their phone (Y. Kim & Sundar, 2012). Anthropomorphism is a way for 

humans to communicate complex concepts in a way that can be understood by using common 

objects or commonly understood elements of human perception such as animals or feelings. Yuan 

et al. states that ”Anthropomorphism makes us see more than what is there and attribute 

features to an object that we know it does not have” (Hart et al., 2013; Yuan & Dennis, 2020). 

Anthropomorphism changes ”how we think and behave towards an object; we begin to treat it 

more like a human” (Yuan & Dennis, 2020). Alpha (Deepmind, 2017) states that 

anthropomorphising smart objects is ”one of the biggest obstacles in the way of actually trying to 

understand how they might impact the world in the future”  

Anthropomorphism operates on many levels of human consciousness and unconsciousness. Many 

marketing studies have shown that consumers are prepared to pay more for anthropomorphised 

products (Aggarwal & McGill, 2007; Aggarwal & Mcgill, 2012; Hellen & Sääksjärvi, 2013; Huang et 

al., 2020; Karanika & Hogg, 2020; Lanier et al., 2013; Yuan & Dennis, 2020). Examples of well 

executed products of this kind include the Meerkat suite of products48 (Miles & Ibrahim, 2013) 

and Car Marketing Campaigns such as the Lexus study (Aggarwal & McGill, 2007). How 

anthropomorphised features are selected by marketers is highly researched and managed at a 

minute level(Aggarwal & McGill, 2007). Revenue potential is high in this type of marketing so 

anthropomorphic techniques are based on scientific principles of human behaviour. Yuan et al. 

found that ”simply displaying the product in anthropomorphised way without changing the 

product itself increased the amount consumers were willing to pay by 7 per cent” (Yuan & Dennis, 

 
48 The	Meerkat	Brand	is	found	at	https://www.comparethemarket.com/meerkat/	and	is	a	form	of	search	engine	used	to	find	various	products	such	as	car	

insurance 
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2020). This shows the level of income that can be generated by simply anthropomorphising a 

product. At an even higher level, not only products, but whole brands, can be anthropomorphised 

to increase sales. ”Brand Anthropomorphism is the process of imbuing brands with human-like 

feature that enhance consumers attributions of mind to the brands” (Puzakova & Kwak, 2017). 

We see this in the Meerkat Brand and within the associated marketing campaigns (Miles & 

Ibrahim, 2013).  

The way in which anthropomorphism acts on consumers is related to our internal desires and 

belief systems. Two fundamental desires of humans in general are either: to belong to a group or 

to be unique and distinct (Aggarwal & Mcgill, 2012). Chen et al. states that ”people who lack social 

’connectedness’ prefer anthropomorphised brands to help compensate for loneliness’ (R. P. Chen 

et al., 2017). These deep desires and beliefs can be manipulated expertly by the brands wishing to 

sell us a product (Yuan & Dennis, 2020). This is because a brand can become familiar and almost 

friend like when one constantly interacts with communities or social media driven by the 

brand(Bonchek & France, 2016). This interaction can potentially replace the feeling of loneliness 

in some people. To Lee et al. (K. Lee et al., 2020) smart objects contribute “to the social dynamics 

by making the users unconsciously fulfill their psychological needs and by increasing actual 

conversations among its users”. According to Aggarwal et al. the person here is being manipulated 

to engage unconsciously by having their unconscious needs fulfilled (Aggarwal & Mcgill, 2012).  

As philosophers seek to understand why anthropomorphism is used (Caporael & Heyes, 1997), 

computer scientists and marketers are working with anthropomorphism as a central feature in 

their designs (Ekman, 2006; Epley et al., 2007). ”AI has become one of the most 

anthropomorphised technological advances in recent history” (Aggarwal & McGill, 2007) but it is 

still not known what the effects are of the over - anthropomorphisation of this technology (H. Kim 

& McGill, 2019). Anthropomorphism changes how we perceive technological objects. When 

anthropomorphisation is used to represent intelligent agents or cars, trust can be elicited (Waytz, 

Morewedge, et al., 2010) simply by the level of anthropomorphism the object is given (De Visser 
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et al., 2017). This trust may or may not be warranted and so this is problematic for the individual 

and for society due to the potential for exploitation.  

AI devices such as Siri and Alexa have been market tested to not only attract customers but to 

elicit trust (Pitardi et al., 2021)so that they will be used often. The data that is derived from the 

surroundings of the device may not considered by the consumer. Especially if this data collection 

has not been explicitly pointed out to the consumer (A. L. Smith, 2018). As robots and 

technological devices increasingly exhibit elements of anthropomorphism, it is crucial to examine 

the potential for these devices to be used to exploit humans. This paper analyses how the 

manipulation of human perception by artificial agents or advanced technological devices in order 

to elicit trust could become pejorative or exploitative towards society (Pitardi et al., 2021).  

The structure of the paper is as follows: A discussion of what constitutes anthropomorphism in 

Section 2 followed by how marketers employ this technique in their work in Section 3. Section 4 

explores studies into anthropomorphic marketing. In Section 5 the use of anthropomorphism in AI 

is investigated. Section 6 discusses the potential for exploitation within anthropomorphic AI. In 

the next section dehumanisation, an effect of anthropomorphism, and potential further risks to 

society are explored. The final section consists of further work and recommendations.  

1 What is Anthropomorphism?  

Objects such as Siri and Alexa are not human but yet they are still anthropomorphised by 

marketers. This is achieved by ascribing human characteristics and behaviour to the devices and 

using marketing to speak about the device as if it is a person and not an object (Aggarwal & 

Mcgill, 2012). This can be so ingrained into the human psyche that we do it automatically (Hatano 

& Inagaki, 1994; Inagaki & Sugiyama, 1988; Kennedy, 1992) . Anthropomorphism could be 

considered a common occurrence that is so inconsequential it happens every day. Humans 

frequently use anthropomorphism to describe animals, objects and complex concepts. Waytz 

(Waytz, Morewedge, et al., 2010) describes it as attributing human characteristics or behaviour to 

a human, god or animal. However this technique can be used for complex concepts also (Pitardi et 
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al., 2021). As the human brain is particularly optimised in terms of not wishing to expand too 

much energy to form beliefs, anthropomorphism is a very real energy saving device that the brain 

can use to make some sort of sense of abstract concepts (Yuan & Dennis, 2020)49.  

Anthropomorphism has long been used as a way for humans to make sense of their surroundings 

(Waytz, Morewedge, et al., 2010).  By converting abstract concepts into objects or concepts that 

can be related to, a common language emerges which can then be used to communicate i.e ”by 

which one thing is described in terms of another” (C. R. Smith, 2017). By using this technique to 

avoid trying to really understand complex scientific principles (Cheshire, 2019)  it may be easy to 

miss the point of that which one is trying to understand (Nagel, 1974). For example, by describing 

the world and non-human entities within a human framework a large misunderstanding of that 

which we seek to understand can occur. Nagel (Nagel, 1974) attempted to understand what it is 

like to be a bat. In the attempt to try to put himself into the being of the bat, Nagel encountered a 

plethora of difficulties, starting with the inability to put himself into the existence, feelings, 

motivations and potential emotions of the bat and ending with the lack of language with which to 

describe what is is like to exist as a Bat. There is a gulf here that is difficult to cross without 

merging, in some way, the understanding we can hope to access as humans and the 

understanding outside our sphere which needs explanations, language and exploration. This is not 

an easy task as demonstrated by Nagel (Nagel, 1974). However, anthropomorphism remains a 

common technique to use in describing AI and robots using familiar language (Astington & Baird, 

2005).  

At present there are algorithms and machines performing tasks and a very basic type of human 

like “learning’. However, what is not yet possible is general intelligence (Goertzel, 2014; 

McCarthy, 1987), machines that are able to “understand’ context and non rule based tasks. The 

language that exists does not appear to be sufficient to express what humans can perceive and it 

 
49 P469 
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is not objective enough to capture the complexity of the rapid development of technology 

(Trotsuk., 2021).  

Lockwood (Lockwood, 1985) states that there are four principles of anthropomorphism: 

allegorical, superficial, personification and explanatory. The allegorical technique is used to tell 

stories using animals with human characteristics but is not used to represent the animal in any 

serious manner. The superficial technique is based on characteristics of animals that seem similar 

to ours. Personification is about treating animals as humans and explanatory uses human 

emotions to try to explain animal behaviour.  

Descartes rejected anthropomorphism and posited that animal behaviour could be explained by 

”the material mechanisms inside them” (Kennedy, 1992). Asquith et al. (Asquith, 1984) posits that 

”we cannot actually know what is going on inside an animals brain and so we can never know the 

accuracy on an anthropomorphic description”. It is not possible to know what it is like to live 

inside another human’s brain but with the advantage of shared experience and shared common 

understanding it is easier for a human to understand a fellow human than Nagel’s Bat (Nagel, 

1974), of which we have little experience or understanding.  

As Descartes states and Nagel has found, humans do not have sufficient language, experience or 

understanding of, in this case, animals to be able to ‘know what it is like’ to be an animal (Nagel, 

1974). This also holds with modern technology. Even if we did have a machine that could ‘think’ in 

some way we would still never be able to understand it fully or even express what it is like to be 

that machine. It is a reasonably easy undertaking to exploit people using such a powerful tool, 

especially when humans are very reluctant to update beliefs they already hold and are happy to 

accept new beliefs without too much analysis from their peer group, family or (online or offline) 

community (Cheshire, 2019). 

The next section gives examples of how belief system manipulation is employed in practice.  

2 How do Marketers employ Anthropomorphism  
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Anthropomorphism is used all around us in marketing campaigns, from Meerkats50 to Mr 

Muscle51 (S. Brown, 2010) to the use of ‘cute animals’ and children in order to humanise a brand 

or product.  

MacInnis et al. (MacInnis & Folkes, 2017) state that the push for marketers to use 

anthropomorphism must have developed from the basic premise that ”consumers relate to 

consumption goods in a similar way to how they relate to people”. Brown et al. (S. Brown, 2010) 

compiled a database of brand mascots and concluded that the closer a mascot was to human 

form, the more likely it will be adopted as a mascot. Marketing anthropomorphism not only 

signifies that the product or service is different from the market but also encourages “the 

recognition of resemblance and familiarity” (Miles & Ibrahim, 2013). Wen et al. (Wan et al., 2017) 

state that anthropomorphism is a frequently used marketing strategy and gives the examples of 

M&Ms52 humanised candies as well as Mr Muscle and Mr Juicy. These tactics are employed by 

marketers to ”enhance consumer-brand connections and to entice consumers to choose these 

brands over others” (Lanier et al., 2013). There is a large number of studies into how humans can 

be manipulated to purchase goods or join a brand simply by anthropomorphising a brand or 

product (Aggarwal & McGill, 2007; Aggarwal & Mcgill, 2012; R. P. Chen et al., 2017; Lanier et al., 

2013; Mead et al., 2011; Mourey et al., 2017; Schweitzer et al., 2019; Wan et al., 2014; Yuan & 

Dennis, 2020). From attracting new customers, creating a familiar space for the consumer to 

playing into the human belief system and the inbuilt desires for status and belonging (Cheshire, 

2019; Yuan & Dennis, 2020) there is more to the directed use of anthropomorphism than simply 

presenting a cute animal or other anthropomorphised objects. In examining two types of picture 

it can be seen how a slightly different representation of two birds might affect the human 

viewer’s perception. The first picture shows two birds together in a tree spaced about a metre 

 
50 The Meerkat Brand is found at https://www.comparethemarket.com/meerkat/ and is a form of search engine used to find various products such as car insurance  

51 Mr Muscle is a cleaning product represented by a man with large muscles denoting a strong cleaning product  

52 M&M’s have been given human facial features, limbs and human characteristics. Mr Muscle is depicted by a male superhero and Mr Juicy is depicted by an Orange 

with human facial features, limbs and human characteristics  
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apart on two branches looking away from each other. The second picture shows two birds close 

to each other on the same branch with bodies and beaks touching.  

In picture one we see not much more than what can be described as two birds in a tree. In picture 

two we see two birds seemingly ‘in love’ and ‘cuddling together’ in a tree (Urquiza-Haas & 

Kotrschal, 2015). Picture two gives the human more information that plays to our belief system 

and human experiences. Humans do not have to think too hard about it to form this belief or to 

relate in some empathetic way to the picture (Cheshire, 2019).  

Miles (Miles & Ibrahim, 2013) posits that marketing is primarily using allegorical 

anthropomorphism to try to convey a persuasive message in many advertising campaigns such as 

Compare the Meerkat. This campaign was planned around the fact that a click on the word 

‘Meerkat’ on google search was 5 pence at the time of the launch, whereas the word ‘market’ 

cost 5 pounds  (CampaignLive, 2009; Miles & Ibrahim, 2013). Nielsens (Nielsen, 2010) like-ability 

index measures the memorability, branding and overall quality of in-market ads to improve return 

on advertising investment. Nielsen recommends using a brand icon along with a storyline. The 

Meerkat Campaign did both and as a consequence Aleksandr the Meerkat came top of Nielsens 

2010 likeability index survey of 1.5 million UK TV advertising viewers (Nielsen, 2010).  

The next subsection analyses the use of anthropomorphism by marketers.  

2.1 Study 1: Illustrating anthropomorphic marketing with human-like expressions  

There have been multiple studies done into how anthropomorphism affects the consumers 

evaluation of the product, and with intriguing results (Aggarwal & McGill, 2007; Christine E. 

Looser & Thalia Wheatley, 2010).  

Aggarwal (Aggarwal & McGill, 2007) conducted a study to examine whether a car would be seen 

more favourably by the customer if its ‘expression’ was changed. This is to say, if we look at the 

front of the car and ascribe facial features, such as eyes to the headlights and a smile to the grill, 

does it make a difference to the consumer if the car is perceived as angry or happy.  
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The hypotheses for this study consisted of:  

• When primed with human schema, a participants perception of the product as a person 

will be greater, but when primed with an object schema there will be no difference the 

perception of the product as a member of the human category (Aggarwal & McGill, 2007).  

• When primed with human schema participants evaluation of the product will be more 

positive but when primed with an object schema there will be no difference in the 

evaluation (Aggarwal & McGill, 2007).  

In this study, participants were “primed with the car speaking in the first person so that it would 

appear as its own spokesperson” (Aggarwal & McGill, 2007). A smile was used to manipulate the 

front of the car or the ‘face’ as this was perceived to be more in keeping with a human schema 

than a frown (Aggarwal & McGill, 2007). Participants were asked to evaluate a car that had been 

given a new look. The participants were then shown a picture of the front of a car, which had 

been manipulated by graphics, to show the grille pointing up or down. Participants then reported 

how human-like they perceived the car to be. Next the participants reported how they perceived 

the benefits such as reliability or fun. Results showed that the participants evaluation of the car 

was significantly higher if the car has what was perceived to be a smile. If the participant 

perceived the car as a person, this also effected perceptions in a positive manner (Aggarwal & 

McGill, 2007).  The results showed no significant effect of car brand on the experiment but, on 

examination, the smile and frown category had a considerable effect on consumer perception. 

The language priming led to participants to evaluate the product more favourably and the more 

human-like the features the more positively the product was perceived.  

2.2 Study 2: Illustrating anthropomorphic marketing using groups  

In this study participants were placed in two groups. One group was primed with object oriented 

language whilst the other group was primed with first person language. One group was shown 

bottles of a similar size while one group was shown bottles of different heights representing a 

‘product family’ (Aggarwal & McGill, 2007).  The hypothesis was that when primed with a human 
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schema the participants will have more positive thoughts when the bottles are of different sizes 

rather than all of one size (Aggarwal & McGill, 2007).   

 

Figure 1: A Lexus with a Smile (a) and with a Frown (b).  

 

 

Figure 2: Bottles of different sizes (a) and of the same size (b) (Aggarwal & McGill, 2007) 

Participants evaluated the different sized bottles in the human schema prime more positively. As 

a result perceived anthropomorphism was shown to have a positive effect on product evaluation 

(Aggarwal & McGill, 2007). 
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2.3 Discussion  

Marketers often encourage consumers to consider their purchases or possessions in human 

terms. Research shows that humans do anthropomorphise possessions (Aggarwal & McGill, 

2007).  Even if the human schema prime is negative such as ‘evil twins’ the positive influence of 

human schema priming was only slightly muted (Aggarwal & McGill, 2007).  However, further 

research is needed to generate more evidence in this area. This is because a perception of a 

human schema as ’evil’ producing a muted result is an intriguing but less intuitive study result. In 

the studies above it is clear that using a human schema prime can positively influence customers 

perception of the product.  

When the field of AI is examined, many examples of anthropomorphism can be seen. For 

example, robots with dog like characteristics and appearance (Hudson et al., 2020) as well as 

robots with human features and limbs (Manzi et al., 2020). There are also examples such as Siri 

and Alexa which, despite having no physical presence, can be evaluated as a friend or companion 

(Yuan & Dennis, 2020). We analyse effects caused by this in the next section.  

3 Anthropomorphism, Exploitation and AI  

AI has become one of the most anthropomorphised technological advances in recent history by 

building human-like robots to mimic humans (Manzi et al., 2020). Due to robots being constructed 

in the image of man, Zhao et al. (Zhao et al., 2019) state that a “straightforward monotonic 

relationship between appearance and mind inference is plausible” (Zhao et al., 2019), i.e the 

more a robot looks like a human the more a human would think that it has a mind like a human.  

3.1 Study 1 - Perception of Human-Like features  

Zhao et al. (Zhao et al., 2019) undertook a study with 252 photos of anthropomorphic robots in 

which human perceptions were determined to be more nuanced than simply identifying a human 
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looking robot as ‘human-like’. This has been seen in art displays such as those seen in Elephant Art 

(ElephantArt1, 2018) where humans are encouraged to feel empathy for a robot that looks like a 

human. Zhao et al. (2019)  broke down the reasoning to a more granular level. Firstly, this study 

examined physical features and used three categories to determine what features people use to 

ascribe human like capacities to robots. The first is surface look (i.e eyelashes, hair), the second is 

facial features (i.e nose, mouth) and the third is body manipulator (i.e how well the robot can 

move like a human). These three categories were shown to be the main drivers in humans 

ascribing human like qualities to robots (Zhao et al., 2019). This research involved examining how 

people ascribe mental qualities to an object - here a robot. Twenty mental capacities were 

selected such as: perception, belief, emotions, desires, intentions, and self-control (Malle, 2019) 

and participants were asked to view a robot and decide which mental qualities they thought it 

had.  

It was found that the more human-like the appearance of the robot, i.e facial features, limbs, hair 

and skin, the more ”human-like’ the robot was perceived to be. The more human like the 

appearance of the robot the more study participants allocated aspects to the robot such as 

emotional capacities, planning for the future, moral values and the ability to have self 

determination. The robots appearance triggered people to attribute specific mental capacities to 

them (Zhao et al., 2019).  

This research suggested that people’s perceptions of robot minds consist of three key aspects. 

The first aspect was Affect (i.e happiness, love pain and stress); comprising emotional capacity. 

The second was Social and Moral Cognition (i.e setting goals or planning for the future); 

comprising simulation and regulation of ones mind. The third was Reality Interaction (i.e 

communication, seeing, hearing) ; “comprising the dynamic transition from perception to 

communication and action” (Zhao et al., 2019).  

The research culminated in illustrating how people ascribe a wide range of mental capacities of 

robots and how a person’s impression of a robot is formed (Zhao et al., 2019). Furthermore, 
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specific physical appearance points can trigger these perceptions of mental capacities in a robot. 

For example, as robots looked more human like, more affective and moral capacity was ascribed 

to them. However, this did not trigger the perception of more social or reality interaction 

capacity. The more the robot was able to move like a human, the more people ascribed a Reality 

Interaction capacity to the robot. In the next section we discuss how humans could potentially be 

exploited by artificial agents.  

3.2 Study 2: Potential Exploitative situations with Anthropomorphic AI  

In the study by Garvey et al. it is stated that “artificial agents may bypass human defences against 

interpersonal exploitation” (Garvey et al., 2019). Garvey demonstrates this by using the 

ultimatum game. In the ultimatum scenario an offering agent proposed a split of $100. The 

“subject was given the choice to either accept the offer (both parties receive an allocated 

amount) or reject the offer (neither party receives any money)” (Garvey et al., 2019). It can be 

seen in this study that consumers “exhibit a lower tolerance for exploitative offerings stemming 

from decisions made by human-like (vs. machine like) artificial agents” (Garvey et al., 2019). 

This study concerned customer acceptance of an exploitative offer from (1) a human and (2) an 

artificial agent. An offering artificial agent suggested an “allocation split of 100 dollars that 

includes an amount for the agent and an amount for the human participant” (Garvey et al., 2019). 

The human participant could accept the offer and receive the split or reject the offer and both 

parties receive nothing. Two offers were made, one of a 50 - 50 split and one of a 90 - 10 split in 

favour of the artificial agent. “Participants accepted the non exploitative offer from the human 

100% of the time but only 99% accepted from an artificial agent” (Garvey et al., 2019). This could 

be attributed to second guessing the motivations of the artificial agent. However, participants 

were more willing to accept an exploitative offer from an artificial agent (79%) than a human 

(54%) (Garvey et al., 2019). This could be due to inappropriate allocation of trust to an unknown 

algorithm due to anthropomorphisation of an artificial agent.  
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In the second part of the study the “offering agent was manipulated to be either a human, an 

artificial agent, or a human represented by an artificial agent intermediary. In the ‘intermediary’ 

condition, a human owned the artificial agent and received any money from the allocation, but 

the allocation offer was decided entirely by the artificial agent with no input from the human 

owner” (Garvey et al., 2019).  

Non exploitative offers were accepted at a rate of 100 per cent across all permutations of agent - 

human interactions. Where an exploitative offer was made, exploitative offers were accepted by 

the human at a “significantly lower rate from human (55 %) versus artificial (74 %) agent. The 

human with artificial agent intermediary demonstrated a similarly high acceptance rate (75 %)” 

(Garvey et al., 2019).  

In a further study Alexa replaced the artificial agent. This time human participants were primed 

with language around how Alexa operated. “Prior to speaking with Alexa, participants read a brief 

article that either described Alexa’s thoughts as algorithm-based and machine-like, or neural-

network based and human-like” (Garvey et al., 2019). One group were given instructions about 

Alexa’s algorithms and machinery, the second group were given instructions that made Alexa 

seem more human like. Exploitative offers were accepted less from the group with the more 

human like instructions. Additionally the more machine like Alexa had higher rates of acceptance 

of exploitative offers. Garvey et al. state that Study individuals who ”perceived technological 

objects to be more (vs. less) human-like were less likely to accept exploitative offers from an 

artificial agent” (Garvey et al., 2019).  

3.3 Discussion  

In the study by Garvey (Garvey et al., 2019) participants were more likely to accept an exploitative 

offer from an artificial agent but less likely to accept an exploitative offer from a more ‘human-

like’ agent. This conclusion could be problematic as there is a danger that the more technology is 

humanised the more danger there is of a human being exploited. However, this would require 

further study to confirm or deny.  
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The studies here illustrate a human tendency to ascribe mind and affect to technology, potentially 

without a firm understanding of the technology and how it operates (Zhao et al., 2019). Garvey 

also posits that when technology becomes more machine-like it can be potentially used in a more 

exploitative manner. This is in contradiction to research on anthropomorphism that has shown 

the more human-like a product or brand is the more success it has (Yuan & Dennis, 2020). This 

brings into question how society can understand the risk associated with technology and one 

answer might be the deployment of uncanny valley like technology (S. Y. Kim et al., 2019). This is 

where technology could be made as a hybrid of human and technology or something that just 

appears odd to the human in order to generate distrust and higher risk awareness of the system.  

Aggarwal (Aggarwal & Mcgill, 2012) shows how human belief systems can be manipulated in 

order to persuade consumers to purchase products that they may not need and form 

relationships with brands. This is done through attempting to simulate anthropomorphic traits 

that humans then use to assign mind and affect to brands and mascots as well as products. This 

illustrates how basic belief systems can be manipulated in order to exploit society. What is yet 

unknown is how more human-like or machine-like technology exacerbates or mitigates this. These 

recent studies show that there is a need for more studies to be done to understand human - 

machine interaction better and that exploitation remains a possible outcome, deserving further 

investigation.  

4 Societal Impact of Trusted Anthropomorphism and AI  

“Much research has focused on developing anthropomorphised systems in the belief that 

rendering them ’like us’ will promote adoption and acceptance” (Złotowski et al., 2015). As we 

can see in Aggarwal et al. (Aggarwal & McGill, 2007) imbuing technology with human like features 

increases the positive evaluation of it.  

As AI is now being implemented in policy (Gasser & Almeida, 2017; Information Commissioner’s 

Office and the Turing Institute., 2020; WhiteHouse, 2020) and key to decisions that have 

immediate effects on society (Toll et al., 2020; U.N., 2021) it is important to consider how this 
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technology might interact with humans. From the previous studies it is clear to see that 

considering the potential impacts and manipulation that could occur is essential. In the realm of 

marketing, consumers experiencing social exclusion can be more attracted to brands offering 

ways to fill the social gap (R. P. Chen et al., 2017). Social exclusion need not be solely related to 

family or friends, parents can become lonely when their children leave the home (G. Wang et al., 

2017) and people can become socially isolated through, for example, living in a rural location 

(Victor & Pikhartova, 2020) or experiencing bullying (Pavri, 2015). Research has shown that 

people may seek to build relationships with anthropomorphised brands and products as a way of 

addressing their feelings of social isolation (Delgado-Ballester et al., 2017).  

Studies in this area have examined how socially isolated consumers use brands to fulfil their need 

to belong or to restore broken or absent interpersonal relationships (Mead et al., 2011; Wan et 

al., 2014) and the consumers resulting emotional attachment to the product (H. Kim & McGill, 

2019). Brands can also become objects of relationships (Thomson et al., 2005). Some studies have 

identified brands that allow direct interpersonal relationships or opportunity for social standing in 

order to deal with social rejection (R. P. Chen et al., 2017; Mourey et al., 2017; Schweitzer et al., 

2019). 

According to Lee, the ascribing of qualities to devices such as Alexa or voice based interaction 

devices begins with an “illusion of intimacy” which helps fulfill the need for social integration” (K. 

Lee et al., 2020). Purington (Purington et al., 2017) conducted a study on personification of the 

Echo finding that the “degree of device personification is linked with sociability of interactions: 

greater personification co-occurs with more social interactions with the Echo”. There is a need for 

future research to determine whether, in the case of smart devices there is an ascription of 

human qualities and personification and what effects this might have on human perception of 

these devices. This could now create a perception of the technology that can cause a misleading 

view of AI. This has been described by some as the ”Eliza Effect” (S. Y. Kim et al., 2019).  
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Purington (Purington et al., 2017) found that the more a smart object is used by the immediate 

community of peers, the more a personal pronoun is ascribed to it along with human-like 

qualities. Ascribing human like qualities to a machine could increase the likelihood of exploitation 

or misunderstanding. This could involve a lack of understanding of the risk of an algorithmic 

decision.  

Currently, there are many high profile examples of poor implementation of AI systems. In 

healthcare where we now see AI acting as a diagnostic tool despite large error rates in the false 

positives (MedicalNet, 2017). We also see this in education where the algorithm used to predict 

UK grades in 2020 was widely discredited by teachers and parents as being discriminatory (Bosch 

et al., 2016; Esteva et al., 2017; Ferryman & Pitcan, 2018; Kelly, 2021; Liu, Faes, Kale, Wagner, Fu, 

et al., 2019). This is also apparent in sentencing and justice where facial recognition was halted in 

Wales after an investigation into the ethics (Deeks, 2019; Grace, 2018), recruitment 

(Chouldechova, 2017; Flores et al., 2016; Holmes, 2019), increased policing (Lum & Isaac, 2016), 

loan approval (Turiel & Aste, 2020) or chatbots that could even potentially cause dehumanisation 

(Zhao et al., 2019).  

As the world becomes increasingly more reliant on algorithms for day to day operation we must 

be sure that the algorithms are fit for purpose. Using such techniques as anthropomorphism to 

elicit positive or favourable evaluations of technology can devalue risk perceptions and 

understanding. Therefore, there is a need for further research in this area to ensure that society is 

not effected negatively by newly implemented technology. In the next section we make 

recommendations on further areas of research.  

5 Discussion and further work  

On examining the study by Aggarwal et al. (Aggarwal & McGill, 2007) have seen how human 

schema priming and language priming can be used to elicit a positive evaluation of a product 

whether merited or not. However, when we examine the studies by Garvey et al. (Garvey et al., 

2019) we see how more human features can prevent some instances of exploitation. This 
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indicates a phenomenon that merits further research. Aggarwal et al. (Aggarwal & McGill, 2007) 

states that further research is required into human schema and language priming. As Garvey et al. 

(Garvey et al., 2019) is a recent study it can be seen that more needs to be done in this area in 

terms of research.  

In recognising that anthropomorphism, dehumanisation and exploitation of humans by machines 

is a topic in the remit of AI we have formulated the following recommendations for further work.  

• Further work could be undertaken on the effect of language on perceptions of 

technological developments. The resulting perceptions of the public are key to 

understanding how they receive new technology. Language is a very powerful tool and 

when used in a certain way can evoke feelings in humans that may be pejorative. As we 

saw in the study by Aggarwal et al. (Aggarwal & McGill, 2007), unmerited positive 

evaluations can be solicited by using a human schema and priming. This could, in the long 

term, do more harm than good to society as a whole.  

• Due to sales and advertising involved in new and complex technology with 

anthropomorphised approaches (Aggarwal & McGill, 2007) further research should be 

done in this area, especially in the area of potential self- dehumanisation. If society is to 

use chatbots and robots in such settings as technical support and as friends for the lonely 

then we should also be aware of the risks and benefits of this in order to make informed 

choices and decisions.  

• Greater education should be undertaken to inform the wider world about AI and Machine 

Learning, what it means, how it works and what the uses are. Society should be made 

aware of the risks, negative aspects of the technology as well as the positive. If the public 

are not well informed about risks and benefits then it is easy for them to make the wrong 

personal choices and create misleading ideals about foreign complex concepts (H. Kim & 

Lisa McGill, 2019; S. Y. Kim et al., 2019; Murakami et al., 2017). 
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• Further work could be undertaken on the perceptions humans create for themselves 

around AI and how this can lead to exploitative offers being accepted. This is particularly 

important in areas of cyber-security and societal stability. This would require further 

investigation into how humans form beliefs about technology and how those belief 

systems affect the way they perceive their environment (Aggarwal & McGill, 2007). 

• In order to understand the risks and benefits without the influence of ‘human-like’ 

characteristics potentially affecting perception research could be undertaken to 

investigate if objective language would change perceptions of the technology (Crawford, 

2021; Wood, 2021) . 

• Further research could analyse whether consumers are being harmed by exploitation of 

their belief system and whether this can skew their perception of the world around them.  

• Further research on the entire modelling cycle and how we can embed ethics within this 

could help to protect society from pejorative effects (D.S.T.L., 2015.; H.M., 2015). 

Research involving users and their perceptions in an interdisciplinary manner would help 

developers to understand how to develop ethical models for an improved society 

(Hallström & Schönborn, 2019).  

6 Conclusion  

In this paper, studies related to anthropomorphism and exploitation were presented and 

discussed. The main findings are that anthropomorphism and schema priming can be used to 

manipulate a consumers opinion of a product to a positive result. These findings indicate the need 

for further research, especially about exploitation of humans using AI and the use of 

anthropomorphism in product sales and marketing.  

An interesting finding is that the more humanised the technology the more likely people are to be 

exploited by it. This is a problematic assertion because it makes the assumption people are not 

more likely to be exploited by more machine-like technology. The answer may lie in the uncanny 

valley where technology is neither human-like nor machine like it is either somewhere in between 
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or cartoonish. This may lead to humans being more risk aware as they can tell that something is 

not instinctively right. It is easy to dismiss feelings and emotions from the development of 

technology and the implementation of AI but this research illustrates the need for humans and 

their traits to be taken into consideration throughout this process. A good example of this is 

marketing strategies and how they are used with marketing of technology. The techniques in this 

paper show how easily society and individuals can be manipulated and this raises questions 

around how we market and display AI so that it can be understood by all in society.  

People and society can be exploited and manipulated by technology, or those behind the 

technology, in ways that we have not yet considered. The area of dehumanisation is novel at this 

stage and much more research has to be done for us to understand how humans and technology 

can co-exist in an ethical manner without exploitation and manipulation.  

8.3 Conclusion 

The mitigations proposed here are around education for users and developers. Not only do users 

require an understanding of risk awareness, data use and exploitation, developers also have to be 

aware of the impact of technological devices on society.  Whilst anthropomorphism may continue 

to be used to help the non technical person understand the technical, it is important to ensure 

that the non-technical person is given an opportunity, through education, to understand both the 

concept and the risks inherent within it. Guarding against the exploitation of individuals, 

especially the vulnerable, and of society is crucial in order to ensure a free and fair future world. 
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9. Conclusions drawn from research questions 

The purpose of this thesis was to explore the impact of AI on society and identify the factors 

contributing to challenges within ethical and robust AI development. This was considered in 

multiple papers through varying theoretical lenses and methodologies. While each paper had its 

own findings and contributions, this compilation captures challenges of practitioners and the 

ongoing best practice challenges faced by policy makers and the UK government. The lack of best 

practice and basic skills required to achieve a better working environment are highlighted. The 

impact on individuals and society is examined and analysed resulting in a new framework for cross 

disciplinary understanding of dehumanisation in computer science and AI. 

 

RQ1: What factors are involved with problematic implementation of AI? (Objective 1) 

 

Hypothesis 1: Technical and human factors cause complications at the design level of new 

technology and algorithm-based modelling. 

This hypothesis is accepted.  

 

Paper 1 (Oldfield & Haig, 2021) describes the myriad of human and technical factors found in non-

robust modelling that have persisted over many decades and have not been mitigated by any 

subsequent interventions. Paper 2 (Gardner et al., 2021) discusses how we can mitigate non-

robust modelling through a specific look at how we fund models and AI moving forwards.  Paper 

3, (Oldfield & McMonies, 2021) discusses how removal of operators can be severely detrimental 

to ai being implemented into a complex system. Moreover the human computer interface is 

examined and human factors issues both in development and use of AI in complex systems is 

highlighted. Paper 4 Oldfield, M. (2022) discusses how, without the correct education and support 

of professional bodies, technical skills will continue to be overlooked and practitioners will lack the 

knowledge and support to build robust models. 
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This thesis exposes the limitations of the current methods of implementing AI-based systems and 

reveals the often-hidden challenges which undermine the ethical implementation of this work, 

and illustrates how basic skills such as communication and leadership alongside general training 

and education perpetuate poor working environments and less than ideally skilled practitioners. 

The ethical basis for this and for the understanding of impacts to the individual and society are 

clearly articulated throughout. The hypothesis is confirmed that human factors are as large a 

contributing factor as technical factors. Therefore, an interdisciplinary and human centred 

approach is required to mitigate the negative effects of AI modelling on society. In addition to the 

factors found above, the UK educational system was shown to be lacking in provision and 

regulation for the new disciplines of machine learning, data science and AI. This has led to 

modellers lacking support in their profession as well as basic skills in modelling. This has caused a 

problem within industry where modellers are not able to display assurance of their skills and, 

consequently, industry is unable to assure algorithms and AI based technology that has been 

developed. Finally, it has become clear that ethical funding for AI is lacking and therefore checks 

and balances for funding applications are crucial in order to achieve this and to ensure robust AI 

development. This could consist of education of funding applicants alongside incorporation of 

trustworthy AI statements in the application procedure. It is imperative that harms due to poorly 

developed AI systems are mitigated against as well as the prevention of large amounts of funding 

being wasted on projects that may need to be cancelled or withdrawn. 

 

 

RQ2 What are the Human and Societal factors involved in the development of robust AI? 

(Objective 2) 

 

Hypothesis 2: There are negative societal impacts of technology and algorithm-based modelling 

and design processes. 

This hypothesis is accepted.  
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Paper 5 and Paper 6 both illustrate how a lack of consideration of design processes can leave 

humans vulnerable to exploitation and dehumanisation. AI systems can be used to enable 

increased sales by such methods as exploitation of human belief systems and desires, they can 

also be used to create inappropriate emotional attachments and lower risk awareness.  

 

In developing AI systems, it is clear that the understanding and the ability to express the 

understanding of AI systems is lacking both in practitioners and users. The tendency to use 

anthropomorphism to fill this gap in understanding is a basic human tendency but also causes 

misunderstanding of the technology the user is interacting with. This leads to a disconnect in how 

developers of the systems and the end user perceive the system. This can lead to poor risk 

perception and inappropriate emotional attachments by a developer or user. The developer may 

ascribe human traits to the AI thereby not programming the algorithm thoroughly enough. A user 

may do the same with the result being inappropriate emotional attachment and lack of risk 

awareness. The tactics used by marketers and companies to enhance this anthropomorphic 

tendency leave the user open to potential manipulation. One solution to this relates to the 

uncanny valley where AI could be developed and marketed in a semi human fashion making it 

suspicious to the user. The fundamental belief system changes that occur within society and 

individuals due to anthropomorphism and the resulting division caused by tools creating 

conflicting groups of haves and have-nots can lead to fractures in society that follow 

dehumanisation methodology pertaining to in and out group formation. This group formation 

creates divisive tendencies and AI based technology can exacerbate this for the most socially 

vulnerable in society but also between groups initially formed by anthropomorphic sales 

techniques. The human-technology interface must be considered in greater granularity because 

the effects of anthropomorphism and dehumanisation could alter the fabric of humanity and 

society. The theory of dehumanisation crosses multiple disciplines and in order for it to be 

understood by the technical practitioner there needs to be a strengthening of interdisciplinary 

working. 
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RQ3 How can we design better AI systems? (Objective 3)  

 

Hypothesis 3: Removal of operator decision making impacts the design and implementation of AI 

related systems. 

This hypothesis is accepted. 

 

Paper 3 (Oldfield & McMonies, 2021) highlights the issues inherent in removing operators from 

complex systems where historically the human operator had a wide range of experience that 

cannot necessarily be replicated into an AI model or proof of concept. This paper highlights a 

critical need for consideration before either removing operators from a complex system or 

implementing the AI system in the first place. This is because due care and attention would need 

to be given to the interaction between the AI system and the wider complex system it is being 

integrated into. 

 

It is clear from the analysis that a lack of interdisciplinary working, combined with the gap 

between academic ‘proof of concept’ work vs implementation on complex engineering platforms, 

is generating concerns. These concerns within complex engineering systems could prove 

problematic, or fatal. The required input from stakeholders, users or operators that would 

provide context to the proof-of-concept work does not necessarily happen. This indicates the 

need for interdisciplinary working between academia and industry as well as stakeholders. 

Considerations of wider complex systems in engineering and the impact of initiatives such as 

operator removal have not been considered thoroughly enough to be able to implement them 

effectively. To conduct an operational manoeuvre to save a complex platform (such as a 

submarine or aircraft) the operator may be close to the physical limit of a system and far past the 

limit for regulatory permission. This creates a conflict between an experienced professional 

attempting to save lives and an AI system that has little to no context and is programmed to a 

regulatory limit. Where less complex systems such as wind turbines have proven successful this is 



 

 194 

not always translatable to a larger and more complex system such as a submarine or aircraft. 

Therefore, best practice in design and development of AI based systems as well as discussion on 

human interaction in engineering applications need to be much more in depth and granular.  

 

Despite these barriers more regulation and legislation are called for through numerous and 

prolific working groups and think tanks. Instead of attempting to slow the negative aspects there 

is a requirement to consider the fundamental problems surrounding our modelling of real life and 

development of AI based technology that are having huge and devastating impact while we fail to 

catch up with technological development and rapidly changing career paths. Instead, it is 

necessary to understand the root causes that have fuelled the types of poor AI implementation 

we have seen and why, over the last thirty years, little has been accomplished in order to 

ameliorate the situation. Prior literature has also identified a gap in our understanding of the 

internal impact for those who engage in model building and AI based Technology. The writings on 

best practice are not routinely found in computer science texts and are more related to human 

factors in business. This strict segmenting of disciplines by journals has led to a challenge within 

this thesis to publish where the relevant readers can access this work. This has led to further 

challenge within the presentation of this work, which has highlighted where some disciplines are 

keen to access computer science and cross disciplinary work but where computer science is 

extremely reluctant to engage.  This is possible to mitigate some of the issues illustrated within 

this thesis if the future method or work moving forward is joined up and interdisciplinary. For 

these reasons it is therefore identified as a risk for the current ways of working to continue 

without serious overhaul and analysis of existing effects. It is also identified that where AI has 

become the newest buzzword for funding and popularity that there is a proliferation of bad 

practice emanating from this unregulated development.  

9.1  
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9.2  Reflections 

 

Writing this overarching narrative has enabled me to develop my reflective skills further. Looking 

back on the body of research I have produced has also led me to make further links within 

disciplines that may have appeared unclear beforehand. I have been able to work within a wide 

variety of disciplines and focus on areas that may not have otherwise been brought to the fore. As 

a partial ‘insider’, this has also given me greater perspective on my own experiences.  

 

 

9.3 Limitations 

 

The papers in this thesis are very wide ranging with deep tendrils extending into very specific 

areas of study. Therefore, there are limitations as to what can be conveyed when bringing such a 

wide variety of disciplines together in such depth. This was an experience that allowed me to 

develop my skills within research failure and to re plan for future work alongside lessons learned.   

I openly acknowledge the limitations of the research conducted within my work. A large 

limitation is that working across multiple disciplines requires an extent of knowledge that only a 

subject matter expert has. In my work where I have used theory from a wide variety of fields this 

has been a limitation. Due to the novelty of my research, I have both applied to, and been invited 

to, disseminate my work at a wide range of conferences and seminars.  

 

9.4 Future Research 

 

While suggested areas for future research are made in each paper, the outcomes of this thesis 

suggest further pertinent avenues for research. Predominantly the dehumanisation research 

would benefit from a qualitative study to validate the hypotheses. As such I have applied for an 
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interdisciplinary placement at SPRITE+ as an Expert fellow in order to access the experts required 

in order to design and conduct a study such as this.  

 

The main areas listed for further research are: 

 

Examining how policy can be better served by evidence-based decision making. This breaks down 

into multiple sub factors listed below: 

• UK Education being improved to reflect new industrial practices 

• Establishing a new professional body and register for practitioners 

• Improved leadership and communication 

• Ability for practitioners to challenge non-robust modelling, possibly using new software or 

techniques 

 

Industry and Academia working more closely and in an interdisciplinary way in order to ensure 

robust modelling: 

• For Industry to work alongside professional bodies and academia in order to facilitate the 

rapidly changing requirements for new graduates.  

• Best practice in modelling is critical to implementation of robust and relevant technology 

in society. Therefore, best practice should be sought out and taught through higher 

education and trained by professional bodies and industry.  

• Better developed interdisciplinary working;  

• Processes that enable better collection of and more reliable data  

Funding to act as a gateway for Ethical AI: 

• The use of a trustworthy AI statement at funding decision level 

• Establish trustworthy AI Boards that could provide such aspects as proposal feedback, 

whistleblowing, guidance and ethical processes 
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• Funding bodies support applicants by providing resources, or links to resources that will 

aid the applicant in considering how to design ethical AI.  

• Provide a funding call specific or general “Ethical AI Checklist” similar to Horizon 2020 

Ethics Checklist for project leads to complete, with full cooperation and sponsorship from 

partner applicants where appropriate.  

• Review panels should be diverse.  

• A review panel should have suitable skills at all stages of the grant approval process to 

assess the trustworthy statement of the application. It is important to provide 

explanations of reasons for rejection of the application when they are based on 

inadequate ethical AI statements. 
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