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ABSTRACT

This is an exciting time for gravitational-wave astronomy. Since the first observation of a

gravitational-wave signal from a binary black hole merger, the rate of detections has increased

by over an order of magnitude. However, detecting gravitational waves and estimating the

properties of their sources still present huge challenges. The output of gravitational-wave inter-

ferometers, such as LIGO and Virgo, is dominated by noise which can be strongly modulated by

disturbances from the environment. Consequently, interferometric data present non-Gaussian

transients and also longer duration artefacts. Both can jeopardise the accuracy of astrophysical

analyses, which generally assume that the noise is Gaussian and stationary.

In this thesis I investigate how noise transients affect searches for gravitational-wave signals from

compact binary coalescences, proposing new methods to mitigate their effects. I present a new

approach to include information from LIGO auxiliary sensors in the PyCBC search for compact

binary coalescences. This helps the search to deal with periods of poor data quality, increasing

the number of detectable gravitational-wave events by up to 20%. In addition, I included

corrections to account for slow variations of the detector noise, also called non-stationarity,

further increasing the sensitive volume of the PyCBC search by 5%.

Finally, I examine how non-stationarity impacts the estimation of gravitational-wave source

parameters. Focusing on parameters relevant to cosmological analysis with gravitational waves,

I demonstrate that variations in the noise can bias the estimation of the luminosity distance by

up to 6.8%. This work demonstrates that assessing the stationarity of gravitational-wave data

is crucial to obtain accurate estimates of the signals’ properties.
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Gravitational Waves: Theory, Sources and

Detectors

“ Words are the worst way to say what I have to say ”
Karate - This day next year

1.1 Introduction

On the 14th September 2015, humanity observed for the first time a gravitational wave gener-

ated from the merger of two black holes [1]. This event opened up the era of gravitational-wave

astronomy and represented the culmination of a 100 year hunt.

Everything started in 1915, with the publication of what Max Born described as “the greatest

feat of human thinking about nature” [2], Einstein’s theory of General Relativity. With two

articles [3, 4], Einstein revolutionised the understanding of the cosmos, giving a completely

geometric description of the Universe. In his theory, space and time are not independent

dimensions, but are part of a four-dimensional entity called “spacetime” which represents the

very structure of the cosmos. Gravity is only the manifestation of the distortion of the structure

of spacetime caused by the matter and energy that exist within it.

General Relativity solved some of the major problems puzzling physicists at that epoch, like the

precession of the perihelion of Mercury, while also giving indications for new phenomena, like

gravitational lensing, i.e. the bending of light due to the presence of a mass. One of the most

interesting predictions of General Relativity is that accelerating masses can perturb spacetime

creating ripples propagating out of their source at the speed of light. However, the existence of

this gravitational radiation, also called gravitational waves, remained uncertain until the early

1960s, with many works suggesting that gravitational waves were theoretical artefacts which

could be removed by choosing an appropriate reference frame [5].

1



When the existence of gravitational waves became evident, another problem emerged: their

predicted amplitude was so small that they were seemingly impossible to detect. Only mergers

of the most compact objects in the universe, black holes and neutron stars, were leaving scientists

hope. However, even for these systems it was the case of measuring distance variations of the

size of a proton for objects separated by kilometres! As often happened, the challenge made

it just more interesting: if something is not impossible you can bet that someone will try to

achieve it.

The first observational evidence of the emission of gravitational waves came from the Hulse-

Taylor binary system in 1974 [6]. Observing the radio emission of a pulsar in a binary system,

Russell Hulse and Joseph Taylor Jr. found that the orbital period was slowly decreasing with

a decay rate (∼40 seconds over 30 years) consistent with the expected loss of energy due

to gravitational-wave emission. This discovery gained them the Nobel Prize in Physics in

1993 and gave new momentum to the development of technologies that would allow direct

observation of gravitational waves. This effort led to the construction of the Advanced Laser

Interferometer Gravitational-Wave Observatory (LIGO) [7] and the observation of GW150914,

the first gravitational wave ever observed.

This first detection represented a milestone in gravitational-wave astronomy, opening the way

to further detections. Since then, LIGO was joined by two more detectors, Virgo [8] and

KAGRA [9, 10], and completed 3 observing campaigns, detecting 89 more signals from the

merger of black holes and neutron stars. The first observing run (O1) took place from September

12th, 2015 until January 19th, 2016, during which three signals were detected [11]. A further

8 signals were observed during the second observing run (O2) which began on November 30th,

2016 and ended on August 25th, 2017 [11]. Finally, the third observing run (O3), which lasted

approximately one year starting from the 1st of April 2019, led to the detection of a further

79 signals [12–14]. However, the era of gravitational-wave astronomy has just begun and the

sensitivity of the detectors to gravitational waves is going to improve in the coming years,

starting from the next observing run (O4), which is planned to begin in March 2023.

In this dissertation, I will give a glimpse of the incredible results achieved during the first three

observing runs by the LIGO-Virgo-Kagra (LVK) Collaboration, which is the collaboration of sci-

entists responsible for the network of gravitational-wave detectors currently active. Because of

instrumental and environmental sources of noise, LIGO data deviate from the output of an ide-

alised gravitational-wave detector, presenting both long-duration and transient noise artefacts.

Because these noise sources reduce the interferometer’s sensitivity to gravitational-wave signals,

it is crucial to identify their presence in the data and mitigate their effect on astrophysical anal-

ysis. In this work, I present new approaches to address both long- and short-duration artefacts

in searches for signals from compact binary coalescences (CBC). In each case, I show that these

2



new methods increase the number of detectable gravitational-wave signals in the data. Finally,

I will investigate the effect of long-duration transients in the estimation of compact binaries

parameters, showing that gravitational-wave data can be used safely for cosmological analysis

only if the quality of the data is well characterised.

This thesis is structured as follows. In the remainder of this chapter, I briefly review the topic

of gravitational-wave astronomy. First, I discuss how gravitational waves emerge from General

Relativity and what the expected astrophysical sources are. Then, I focus on the detection of

gravitational waves, describing the main design of gravitational-wave interferometers and what

limits their sensitivity. Chapter 2 discusses methods used to search for gravitational waves in

interferometric data, focusing on one of the main pipelines used by the LVK Collaboration. In

chapter 3 and 4 I give an overview of the main factors limiting the sensitivity of search pipelines

to gravitational-wave signals, proposing methods to alleviate these problems. Finally, chapter 5

discusses one of the problematic features of the data in another context: the estimation of

cosmological parameters from gravitational waves. The dissertation ends in chapter 6 with a

summary of the main results and a discussion of future prospects.

1.2 Gravitational waves from General Relativity

General Relativity describes the universe as a 4-dimensional Lorentzian manifold, generally

called spacetime. In this manifold, the infinitesimal distance between points ds is defined

through the relation

ds2 = gµνdx
µdxν , (1.1)

where dxµ represents an infinitesimal variation of coordinates. The metric gµν describes the

geometrical properties of spacetime and maps coordinates to points in a physical system. The

properties of the metric are defined by the Einstein field equation [3, 4], which gives a mathe-

matical description of how matter and energy interact with spacetime:

Gµν = 8πTµν , (1.2)

Gµν = Rµν − 1

2
gµνR , (1.3)

where I ignored the contribution of the cosmological constant Λ. Gµν is the Einstein tensor

which describes the curvature of spacetime through a combination of derivatives of the metric

enclosed in the Ricci tensor Rµν and scalar R. Tµν is the stress-energy tensor, which represents

the flux of energy and momentum. Einstein equation describes a universe in which spacetime
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and energy are indissolubly bound and influence each other. Using John Archibald Wheeler’s

words, “matter tells space(time) how to warp, and warped space(time) tells matter how to

move” [15].

In the most general case, Equation (1.2) represents a set of ten coupled, nonlinear partial

differential equations which are extremely complicated to solve. General Relativity is generally

covariant under all possible coordinate transformations, therefore, finding an analytic solution

involves specifying some symmetry properties and simplifying the equations. Finding a solution

requires to choose a suitable reference frame, impose strict conditions on the metric and remove

spurious degrees of freedom.

The simplest solution to Einstein’s equations is the Minkowski metric

ηµν =


−1 0 0 0

0 1 0 0

0 0 1 0

0 0 0 1

 , (1.4)

which describes a flat, empty universe. A more interesting case is given by considering a small

perturbation hµν to the Minkowski metric, such that

gµν = ηµν + hµν , with |hµν | ≪ 1 , (1.5)

and to expand the equation of motion to linear order of hµν . The resulting theory, often called

“linearised theory of gravity”, represents a weak-field approximation of General Relativity. The

linearised theory is still invariant under a huge symmetry group1. To simplify the problem

it is convenient to define h = ηµνhµν and h̄µν = hµν − 1
2ηµνh and impose the Lorentz gauge

∂h̄µν = 0. With this choice, the Einstein equations reduce to 6 independent components given

by [16]

□h̄µν = −16πTµν , (1.6)

where □ = −(1/c2)∂20+∇2 is the d’Alembertian operator in flat space. Equation (1.6) indicates

that objects acting as a source of perturbation h̄µν move in flat space with trajectories influenced

by other sources. Out of the source of the perturbation, the energy-momentum tensor Tµν
vanishes, therefore, Equation (1.6) reduces to

1The linearised theory of gravity is invariant under translation, Lorentz transformation and infinitesimal local

transformations.
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□h̄µν = 0 . (1.7)

Hence, in vacuum, the perturbations h̄µν propagate as plane waves at the speed of light. Those

perturbations are generally called gravitational waves. Equation (1.7) can be further simplified

imposing the transverse-traceless (TT) gauge, which set

h0µ = 0 , hii = 0 , ∂jhij = 0 . (1.8)

With these conditions, h̄TT
µν = hTT

µν and the metric has just 2 residual degrees of freedom.

Gravitational waves are purely spatial and have non-zero components only transverse to the

direction of propagation. Therefore, a wave propagating along the z-direction can be described

as

hTT
ab (t, z) =

h+(t− z) h×(t− z)

h×(t− z) −h+(t− z)

 , (1.9)

where (a,b) are indices in the transverse (x,y) plane. h+ and h× are the amplitudes of the

only possible polarisations of gravitational waves, called plus and cross. Considering two test

particles with initial separation (Lx,Ly), the effect of this gravitational wave on the particles

distance is

δLx(t− z) =
1

2
[h+(t− z)Lx + h×(t− z)Ly] , (1.10)

δLy(t− z) =
1

2
[−h+(t− z)Ly + h×(t− z)Lx] (1.11)

where (δLx, δLy) is the variation in the particles distance. Figure 1.1 shows the effect of the

single polarisation components of the wave passing through a ring of particles that lies in the

x-y plane, as a function of time. The particles displacement ∆L is proportional to their initial

separation L. The relative distance variation between particles defines the gravitational-wave

strain

h ≡ 1

2

∆L

L
, (1.12)

which is the observable measured by gravitational-wave detectors.
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Figure 1.1: A monochromatic gravitational wave of pulsation ω = 2π/T which propagates

along the z direction. The lower panel shows the effects of the + and × polarisation on a ring

of freely falling particles, in a local inertial frame. Reproduced from [17]

1.3 Gravitational-wave sources

In the linearised theory of gravity, the generation of gravitational radiation by a general source

is described by Equation (1.6). Consider a source distributed at the centre of the coordinate

system and an observer placed at distance r = |x|. Einstein’s equations describe the spacetime

perturbation observed in |x|. A solution can be found using Green’s function, which gives

h̄µν = 4

∫
d3x′

Tµν(t− |x− x′|,x′)

|x− x′|
, (1.13)

where x′ integrates over source and t − |x − x′| is called retarded time. The solution can be

simplified by assuming that the size of the source is negligible compared to the distance from the

observer r, which gives |x− x′| ∼ r. Moreover, for non-relativistic sources, the emission of the

perturbation can be described by expanding Equation (1.13) at its lowest multipole moment.

Monopole and dipole contributions are zero due to the conservation of total mass, and linear

and angular momentum. Therefore, the leading contribution to gravitational waves emitted

from a general source is given by the quadrupole term. In the TT-gauge, the solution is

hTT
ij =

2

r
Q̈TT

ij (t− r) , (1.14)
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where Q̈TT
ij is the second time derivative of the transverse-traceless projection of the quadrupole

moment tensor

Qij ≡
∫

d3xT 00(t,x)[xixj −
1

3
r2δij ] . (1.15)

Equation (1.14) indicates that only systems with an accelerating quadrupole will emit gravita-

tional waves. This excludes static sources but also spherically and axially symmetric systems.

For example, a perfectly symmetric supernova would not emit gravitational radiation. More-

over, since gravity is “weak” (i.e. the gravitational constant is very small) and the sources

of gravitational waves are expected to be far away, the amplitude of gravitational waves is

extremely small. Only signals from extremely massive, fast rotating and asymmetric objects

generate detectable perturbations.

In the remainder of this section, I will give a brief description of the sources observable by

ground-based detectors. Particular emphasis will be given to gravitational waves emitted from

compact binary coalescences, which are the principal target of ground-based gravitational-wave

detectors and will be the main focus of the rest of this thesis.

1.3.1 Compact binaries

Binary systems of compact astrophysical objects, also called compact binaries, are remarkable

examples of gravitational-wave sources. With “compact objects”, astrophysicists generally refer

to star remnants, the final phase of the evolution of stars. During the main stage of their life,

also called main sequence, stars burn their lighter elements through nuclear fusion to support

their structure against gravitational pressure. When stars ran out of their “fuel” this balance

breaks down and stars collapse. The final result depends mainly on the star’s main sequence

mass, but also the chemical composition and angular momentum are important factors.

Lighter stars, like our sun, ends their life as white dwarfs. These systems, which are mainly

supported by electron degeneracy pressure, are the lightest among all compact objects: their

maximum mass is set by the Chandrasekhar limit to ∼1.4 M⊙. However, white dwarfs have

volumes comparable to the Earth, which is why they are described as compact objects.

For masses greater than the Chandrasekhar limit, electrons can no longer support the system

and the star keeps collapsing becoming a neutron star. Neutron stars are the remnants of main

sequence stars with masses between 8 and 25 M⊙ and are the smallest and densest stars known

to exist [18, 19]. Consisting almost only of neutrons, these objects have densities comparable

to atomic nuclei. The existence of neutron stars was first proposed by Walter Baade and Fritz

Zwicky in 1933 [20], however, they were only observed in 1967, when Jocelyn Bell and Antony
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Hewish observed the first radio pulsar [21].

Even neutron stars have an upper limit in mass, defined by the Tolman-Oppenheimer-Volkoff

limit [22, 23]. In theory, stable neutron stars can reach masses up to ∼ 3 M⊙
2 [25]. Over

this threshold, gravity is so strong that all the mass is compressed into a single point, called

a singularity. The result is a stellar mass black hole, the heaviest possible compact object.

In the proximity of these objects spacetime is so curved that nothing can escape from them,

not even light. Using Eddington’s words “the rays fall back to the star like a stone to the

Earth”. The first back hole candidate, the X-ray source Cygnus X-1, was observed in 1972 in

the constellation Cygnus [26]. Stellar evolution models predict the existence of stellar black

holes with masses between 5 to 50 M⊙. However, the mass distribution of black holes is still

highly uncertain [27].

To be relevant for gravitational-wave astronomy, compact objects need to be in binary systems.

Luckily, a large fraction of stars are formed and evolves in highly dense environments, which

can lead to the formation of binary systems of compact objects [28, 29]. Once two compact

objects are gravitationally bound, they start orbiting around each other emitting gravitational

waves. Note that from now onwards I will restrict the definition of compact binaries only to

systems composed of neutron stars or black holes. Despite also white dwarfs binaries generate

gravitational waves, these objects are so large that they touch and merge before getting close

enough to have an orbital frequency in the band of ground-based detectors.

Formation of compact binary systems The formation of compact binaries, particularly

those composed of massive black holes, is an active area of study and debate. Despite massive

stars are often observed with a companion of similar masses [30], their evolution poses significant

challenges to the formation of compact binaries. When massive stars run out of hydrogen in their

core, their outer shell expands, increasing the star radii by up to three orders of magnitude.

This expansion may lead to the early merge of the two stars, preventing the formation of a

compact binary system. In addition, the formation of a black hole through the collapse of the

core can impart a "kick” to the remnant that may disrupt the binary [31].

Moreover, the emission of gravitational waves is highly dependent on the orbital separation of

the binary components: only compact objects in very tight orbits will merge within the age of

the universe emitting gravitational waves in the frequency band of ground-based detectors [32].

As a result, the evolution of massive stars seems incompatible with the detection of gravitational

waves.

Models which address these problems and indicate possible formation scenarios for compact
2Note that the heaviest neutron star observed so far, called PSR J0952-0607, has estimated mass of ∼

2.35± 0.17M⊙ [24]
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binaries can be broadly divided into two categories. The first scenario involves two massive stars

in a dynamically isolated binary system, i.e. not interacting with any other object [33]. In these

models, the two objects are initially widely separated, with their orbit shrinking dramatically

only after one of the stars evolves into a black hole. This is caused by the black hole accreting

mass from the companion, creating a common envelope of gas around the system. The gas drag

induces a rapid inward spiralling, forming a tight compact binary system once also the second

object evolves into a black hole. The isolated binary formation channel could generate compact

objects with a broad range of masses, including lighter objects like neutron stars or massive

black holes up to 50 M⊙ [34]. Moreover, in order to ensure the formation of a common envelope

during their evolution, these systems should have components with similar masses, with a mass

ratio of up to 2:1, even if more asymettric systems might be more common for progenitor with

lower metallicity [35].

Other formation scenarios include the possibility that the compact objects in the binary do not

originate from stars originally in binary systems, but assemble only later. This channel could

be dominant in highly dense stellar environments, like globular clusters. In these environments,

the most massive objects, such as black holes, tend to transfer their energy through scattering

with the lightest stars. As a result, they sink towards the cluster centre [36] where they

can form binary through three-body interactions, with the lightest object usually ejected [37].

Binaries with gravitational binding energy greater than the typical kinetic energies of field

stars tighten their orbit after further interactions [38], originating systems which can potentially

emit gravitational waves detectable with ground-based interferometers. This formation scenario

might favour more massive binaries. Moreover, extreme mass ratios might be possible if very

massive black holes (M≃ 50 M⊙) are present in the cluster [39].

The intrinsic angular momentum of the population of observed compact binaries might be a

strong indicator of a preferred formation channel; while the isolated binary formation channel

supports preferentially components with aligned rotationally axes, there is no reason to expect

aligned axes from binaries forming in dense clusters [40].

Evolution of compact binary systems The evolution of a compact binary system can be

divided into three distinct stages characterised by the emission of gravitational waves. In an

initial phase, called “inspiral”, the two objects slowly spiral toward the centre of mass of the

system. In absence of other perturbations, this phase continues until the “merger”, when the

two objects fall into each other and merge. The resulting object is highly unstable and emits

gravitational waves until reaching equilibrium. This phase, called “ringdown” can result in a

neutron star or a black hole depending on the initial system components.

The emission of gravitational waves during the inspiral can be described analytically. In this
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phase, the compact objects are far apart and can be approximated as point-like with mass m1

and m2 moving in a slowly varying Keplerian orbit. Even for very eccentric orbits, the emission

of gravitational radiation quickly reduces the eccentricity [32]. Therefore, the orbit can be

approximated as circular with radius R and angular orbital frequency ω2 = (m1 +m2)/R
3. To

describe the gravitational-wave emission of this system is convenient to define the “chirp mass”,

M, as

M =
(m1m2)

3/5

(m1 +m2)1/5
. (1.16)

Using the chirp mass, the solutions of the quadrupole approximation can be written as [41]

h+(t) =
4M5/3

r
(πfgw)

2/3 1 + cos2 ι

2
cos(Φ(t− r)) , (1.17)

h×(t) =
4M5/3

r
(πfgw)

2/3 cos ι sin(Φ(t− r)) , (1.18)

where the gravitational wave frequency fgw is twice the orbital frequency f = ω/2π, ι is the

inclination of the orbital angular momentum with respect to the direction of the observer, and

Φ(t) is the gravitational wave phase defined as the integral of fgw in time. These equations

give interesting insights into the gravitational wave emissions from compact binary coalescences.

First, the emission is strongly asymmetric and the polarisation of the observed wave will depend

on the inclination of the source. If the orbit is edge-on (ι = π/2) the observer will see a linearly

polarised wave, while if the source is face-on (ι = 0) the wave will be circularly polarised. Also,

the amplitude of the gravitational wave depends on the masses m1 and m2 only through the

chirp mass M. More massive systems generate waves of higher amplitude.

Note that as gravitational waves carry away energy from the system the orbit will shrink,

increasing the orbital frequency and therefore the frequency of the radiation. The system evolves

until the two objects merge at time tc. The frequency evolution in time can be estimated by

equating the power emitted by the gravitational waves to the variation in orbital energy, which

gives

fgw(t) =
M−5/8

π

[
5

256(tc − t)

]3/8
. (1.19)

In the inspiral phase, the gravitational wave frequency rise monotonically with at an increasing

rate. Note that at the first order the frequency evolution is completely characterised by the

chirp mass, i.e. the mass components of the system. Figure 1.2 shows the frequency evolution

of a binary black hole and a binary neutron star systems of equal mass components. Note
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that higher mass systems emit gravitational waves at frequencies above 10 Hz only for a very

short fraction of the evolution of the orbit. In the next section, I will show that ground-based

detectors are mainly sensitive to signals with frequencies between 10 and 1000 Hz. Therefore,

the period in which a signal is observable by these detectors strongly depends on its mass

components: lower mass systems like binary neutron stars can be observable for a few minutes,

while signals from higher mass systems like black hole binaries appear for just a few seconds (or

less) in the data. To reach higher frequencies, the two objects need to get extremely close. Two

neutron stars of 1.4M⊙ need to get as close as ∼ 33 km to reach frequencies of 1 kHz [42]. This

shows how extraordinary the emission of gravitational waves is and how lucky we are to be able

to observe them: just extremely dense objects, which enclose multiple solar masses in a radius

smaller than a few kilometres can emit gravitational waves detectable from the Earth!

The evolution of the orbit affects also the phase Φ(t), which becomes

Φ(t) = 2π

∫ t

tc

dt′fgw(t
′) = −2

(
tc − t

5M

)5/8

+ ϕc (1.20)

where ϕc is the phase at the time of coalescence, i.e. when the distance that separates the

objects is of the same order as their size. Finally, the gravitational wave amplitude can be

expressed directly as a function of the observer time as

h+(t) =
1

r

(
5M5

t− tc

)1/4 (
1 + cos2 ι

2

)
cos(Φ(t)) , (1.21)

h×(t) =
1

r

(
5M5

t− tc

)1/4

cos ι sin(Φ(t)) . (1.22)

These equations show that not only the frequency but also the amplitude of the emission

increases approaching the merger. This behaviour is called “chirping”.

Note that the analysis presented so far describes the leading order of the gravitational-wave

emission of two point-like compact objects orbiting around each other in a flat spacetime.

However, this approximation is only valid for the early stage of the inspiral phase. Close to the

merger, the gravitational interaction between the objects requires a more accurate treatment.

The Post-Newtonian (PN) formalism [43,44] gives a better description of the phase evolution of

the system. This approach accounts for higher order deviation to a flat spacetime expanding the

metric and the energy-momentum tensor as a function of the orbital velocity v2 ∼ (m1+m2)/d,

where d is the separation between the two objects. Considering higher orders of the metric

expansion drastically increases the complexity of the analytical expression for the gravitational-

wave amplitude. Higher orders give a more accurate approximation because they better account
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Figure 1.2: Frequency evolution of gravitational waves emitted from the inspiral of compact

binary objects of equal mass. Note that the orbit of more massive systems evolves faster,

therefore gravitational waves are emitted at high frequencies for a shorter period.

for the properties of the source, like the mass ratio of the binary components and the intrinsic

angular momenta of the compact objects, also called spins.

The PN approximation accurately describes slowly moving and weakly stressed sources but is

effective even for sources in moderately relativistic regime [45]. However, this approximation

is not appropriate for later phases of the evolution of the system, i.e. merger and ringdown,

which can be described only by fully accounting for General Relativity. Luckily, the evolution

of compact binary systems can be simulated using numerical methods to solve the Einstein

equation [46]. Nowadays, there are many models which describe full gravitational-wave wave-

forms, even for systems with complicated tidal effects [47]. The accuracy of these models is

fundamental to finding gravitational-wave signals in the data.

1.3.2 Other gravitational-wave sources

Compact binary coalescences are the best-modelled emitters of gravitational waves, however,

other sources exist. Some astrophysical events are predicted to release a large amount of

gravitational energy in a short period of time, typically less than a second. These signals,

generally called bursts, include emissions from core-collapse supernovae [48], pulsar glitches [49]

and neutron stars collapsing into black holes [50]. Because the phase evolution of these systems

12



is not well understood, searches for these signals usually assume no prior information about the

shape of the radiation. Therefore, gravitational-wave transients could be detectable even for

sources that have not been predicted to exist yet!

Additional sources of gravitational waves with very different signatures exist. For example,

rapidly spinning neutron stars presenting small asymmetries, like small bumps on their surface,

are predicted to generate periodic, quasi-monochromatic gravitational waves [51,52]. Moreover,

the random superposition of unresolved gravitational-wave sources, as well as events from early

universe, could create a background of stochastic gravitational waves [53]. The detection of

these signals would be an extremely powerful probe of the early universe, providing new ways

to test cosmic inflation [54].

1.4 Gravitational-wave detectors

Even if compact binary coalescences are the most promising target for gravitational-wave de-

tection, their gravitational-wave strain is not expected to exceed h ∼ 10−20. This is equivalent

to measuring variations of the scale of a Dr. Pepper can in the distance between the Earth and

the centre of the galaxy!

Reaching this incredible sensitivity has required remarkable technological progress. The first

gravitational wave detector was a resonant-bar detector designed in the sixties by Joseph

Weber [55]. In the following years, these instruments reached sensitivity to length variation

∆L/L ∼ 10−19 − 10−18, enough to observe loud galactic sources, which unfortunately are rare.

Accessing extragalactic sources required to drastically increase the scale of the experiment,

building huge interferometers and involving hundreds of scientists to run and control it. The

idea to use interferometry to detect gravitational waves was first discussed in 1962 by M. Ger-

stenshtein and V. I. Pustovoit [56], however, an experimental setup able to detect such a small

perturbation of the metric was only proposed 10 years later by R. Weiss and others [57].

Building the detectors required more than 30 years, with a further 10 years of upgrades to

reach the desired sensitivity. Finally, in 2015, LIGO was ready to detect gravitational waves

from compact binary coalescences. The observatory consists of two gravitational-wave inter-

ferometers, one in Livingston, Louisiana, and one in Hanford, in Washington. Two years later

Virgo [8], an additional detector built in Italy, joined the network. The network of detectors now

includes also Kagra [9,10], a cryogenic interferometer sited in Japan which operated for the first

time in April 2020. In the remainder of this section, I will give a brief description of the design

of gravitational-wave interferometers, focusing also on the limiting sources of noise.
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1.4.1 Interferometer design

Current gravitational-wave detectors consist of a specialised version of a Michelson interfer-

ometer. Light from a laser source is split by a beam-splitter into two beams travelling in

perpendicular arms. Each beam travels the same distance before being reflected by totally

reflective mirrors. Then, beams come back to the beam-splitter and recombine. Part of the

combined beams goes through the output (anti-symmetric port) and reaches a photodetector,

which measures its intensity.

In the unperturbed configuration, the light waves of each beam are made to exactly line up at

the position of the detector, so that they cancel each other out through destructive interference

and nothing reaches the photodetector at the end of the optical path. However, any relative

change in length of the interferometer arms will change the interference pattern, varying the

amplitude of the recombined light measured by the photodetector.

When a gravitational wave h(t) propagates through the interferometer, it slightly modifies the

relative positions of the test masses. Consider a plus polarised wave propagating perpendicularly

to an interferometer with arms oriented in the x and y directions. The time the light takes to

go from the beam splitter to the mirror at the end of the x-arm is

tx = L+

∫ L

0

h+dx, (1.23)

where L is the unperturbed arm length. An equivalent argument can be made for the light

travelling in the perpendicular y-arm. Assuming h+ does not vary significantly while the light

goes up and down the arms, the time required to travel through the two arms are

tx = 2L(1 + h+) , (1.24)

ty = 2L(1− h+) . (1.25)

Therefore, when the two beams recombine they will have a phase difference

∆ϕ = 8πνLh+ , (1.26)

where ν is the beam frequency. Also, because the gravitational wave amplitude will change

over time, the phase difference between the beams can be used to track the evolution of the

wave.
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However, things are a bit more complicated than they seem. LIGO detectors have 4 km long

arms and use laser light of 1064 nm. Hence, detecting gravitational waves with amplitude

|h| ∼ 10−21 means measuring variations in phase of the order of 10−10. To reach this sensitivity,

the arm length of gravitational-wave detectors is artificially increased by placing two additional

mirrors in each arm as shown in figure 1.3. These mirrors, called “initial test mass” (ITM),

make the the arms resonant, creating a “Fabry-Perot cavity” [58]. This increases the effective

light path to ∼ 2800 km, improving the detector sensitivity by three orders of magnitude. Note

that this method can not be used to increase the arms length indefinitely; the light must interact

with the gravitational wave for less than its period to measure any effect.

Another improvement is made by placing a mirror, called power recycling mirror between the

laser source and the beam-splitter, as shown in Figure 1.3. In the normal configuration, almost

all of the light coming from the arms gets transmitted to the input (symmetric) port. This

power recycling mirror reflects part of the wasted light back into the interferometer, increasing

the light power circulating in the detector.

An additional mirror is placed at the anti-symmetric port forming the signal-recycling cavity

between the signal-recycling mirror and the input test masses [59]. When a gravitational wave

passes through the detector, it modulates the light in the arm cavities creating sidebands at

ν±fgw. The signal-recycling mirror transmits these side-bands to the photodetector, effectively

increasing the bandwidth of the detector.

Finally, the detectors include a system of mode cleaners. The input mode cleaner stabilises the

laser beam reducing the noise due to frequency fluctuations and removing higher order modes of

the laser. The “output mode cleaner”, placed before the photodetector, is used to remove radio

frequency (RF) sidebands which are used in the detectors to control the interferometer [60].

Removing RF sidebands allows a homodyne detection, i.e. to measure gravitational-wave signals

directly from amplitude modulation on the laser light.

The addition of all these subsystems to the basic Michelson interferometer increases exponen-

tially the complexity of the detector. To operate correctly the laser light has to be resonant in

all optical cavities. In that case, the detector is said to be locked. This is achieved through a

complicated length sensing and control system which monitors the position of every mirror [58].

Locking the detector required approximately 30 minutes during the third observing run. Locks

lasted typically for several hours or more at a time.

1.4.2 Noise sources

The design sensitivity of gravitational-wave detectors to astrophysical sources is determined by

instrumental and environmental noise sources which define the noise floor of the detectors. Only
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Figure 1.3: Simplified optical layout of the LIGO detectors for the third observing run. Light

emitted from the pre-stabilized laser (PSL) is modulated by the electro-optic modulator (EOM)

for length and angular control and cleaned by the input mode cleaner (IMC) cavity. Input test

masses (ITMs) and end test masses (ETMs) form Fabry-Perot cavities in the detector arms.

The light coming back from the two arms recombines in the beam splitter and is measured

by photodiodes (DCPDs). Note also the presence of power- and signal-recycling mirrors which

increase the sensitivity of the detector to gravitational-wave signals. Based on Figure 1 of

Ref. [61].
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gravitational waves with amplitude greater than the noise floor can be confidently detected in

interferometric data. As shown in Figure 1.4, ground-based detectors are mainly sensitive to

gravitational waves within the 10-1000 Hz frequency range. Three fundamental noise sources

limit the sensitivity of the detector: seismic, thermal and quantum noise.

Seismic noise is one of the major sources of noise at frequencies below 10 Hz. Ground motion

due to e.g. earthquakes or anthropogenic activities introduces a significant displacement noise

to the test masses. To reduce the impact of seismic noise, each mirror is suspended by a compli-

cated system of pendulums attached to seismic isolation platforms [62]. As shown in Figure 1.4,

seismic noise is not currently limiting LIGO detector sensitivity, however, ground motion can

couple non-linearly with the interferometer output, inducing artefacts like scattered light or

mis-alignments of the optics. For this reason, ground-based detectors require an alignment

sensing and control system which actively aligns the optics suppressing motion from external

disturbances [58]. This system gives the dominant contribution to the noise floor below 25 Hz.

An additional noise contribution at low frequencies comes from the gravitational coupling of

test masses to fluctuating mass density fields. This contribution, called Newtonian noise, is not

currently limiting LIGO detector sensitivity but is predicted to become relevant in the future,

such as the fifth Advanced LIGO Observing run.

Thermal noise induces vibrations in the mirrors and the suspensions, coupling to the gravitational-

wave strain at frequencies between 20 and 100 Hz. This displacement noise is mainly due to

mechanical dissipation in the optical coatings of the test masses [63, 64] and to losses in the

fused silica fibres used in the suspensions [65]. Thanks to the optimisation of the coating thick-

ness, thermal noise currently limits LIGO detectors’ sensitivity only in a narrow band around

200 Hz. However, coating defects like point absorbers can seriously decrease the sensitivity of

the detector, as well as introducing light jittering [66].

Quantum noise driven by fluctuations in the optical quantum field dominates the higher

frequencies and sets the upper bound to the bandwidth of the detector to ∼1 kHz. This noise

couples to the interferometer sensitivity through fluctuations in the detected photon arrival

(shot noise [67]) and quantum radiation pressure noise [68] due to fluctuations of the electric

field in the arms. During the third observing run the shot noise contribution was reduced by

injecting a squeezed vacuum through the anti-symmetric port of the interferometer [69].

Additional noise sources, shown in Figure 1.4, include fluctuations in the frequency and am-

plitude of the laser and phase noise due to residual gas in the vacuum chambers. A complete

description of the main noise sources in the LIGO detectors during the third observing run can

be found in Ref. [61]. Note that the sum of all estimated noise sources (black line in Figure 1.4)

differs from the measured detector sensitivity, in particular at low frequencies. This indicates
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Figure 1.4: Measured strain sensitivity of LIGO Livingston Observatory (LLO) during the

third observing run. Solid lines give estimated noise terms, while dots show the measured

contributions. The figure also includes the noise floors for previous observing runs. Reproduced

from Figure 2 of Ref. [61].

the presence of noise sources which are not yet understood.

1.4.3 Noise transients

Fundamental noise sources are not the only limitation to the sensitivity of ground-based detec-

tors. Non-linear couplings between the detector and the environment generate a high rate of

short-duration noise artefacts [70, 71]. These transients, also called “glitches”, can mimic the

behaviour of astrophysical events affecting the searches for gravitational-wave signals. Glitches

can also overlap with signals in the data, making the parameter of the source harder to esti-

mate [72,73].

The morphology of glitches is extremely rich and depends on their source. To visualise them

it is convenient to use a time-frequency representation of the data, also called a spectrogram.

Calculating the spectrogram of the data requires estimating the power in time-frequency tiles

of gravitational-wave data. The data frequency components can be calculated through the

discrete Q transform [74], which consists of a short-time Fourier transform of the data using

a window duration that varies inversely with frequency. This approach is used to project the

data into time-frequency tiles of constant quality factor Q, defined as the ratio of duration and

bandwidth. Time-frequency representations of the data at constant Q are called “Q-scans”. The

quality factor which gives the optimal representation of the data is chosen computing multiple
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Figure 1.5: Omega Scans of the most common glitches present in Advanced LIGO data.

Glitches can appear in a great variety of shapes and can be divided into classes through their

characteristic time-frequency evolution. Labels in the figure report the name of the class each

glitch belongs to.

19



Q-scans and then selecting the one with the maximum energy in a single time-frequency tile.

The product of this multi Q-transform approach, also called omega scan [75], is widely used in

the analysis of gravitational-wave data to identify glitches in the data.

Figure 1.5 shows omega scans of noise transients from 4 of the most common classes of glitches

observed in LIGO and Virgo data during the third observing run. The color scale of the images

represents the energy of each time-frequncy tile. This value is normalised by the average energy

expected from the detector fundamental noise sources. “Blips” [76] and “Tomtes” [77], shown in

the top panels, are an example of glitches of unknown origin, meaning that the physical process

which originates these transients has not been identified yet. Due to their short duration and

wide bandwidth, both these glitches can resemble the time-frequency evolution of high-mass

black hole binaries. Blips are particularly problematic because they appear at a high rate in

both LIGO detectors: approximately 2 per hour at LHO and 4 per hour at LLO during the

third observing run [78].

Better understood glitches are “whistles” and “scattered light”, shown in the bottom panel of

Figure 1.5. The peculiar “W” or “V” shape of whistles is due to the beating of different radio

frequencies used to control the length and angular degrees of freedom of the detectors. Because

they appear with very high frequencies, whistles can mimic the final phase of long-duration

signals, like BNS. Scattered light glitches, which appear as a series of arches at frequencies

below 100 Hz, are caused by laser light scattered off of the interferometer mirrors. Part of this

light hits moving surfaces (also called scatterer) which modulates its phase, scatters back and

recombines to the main beam [79]. The phase difference with the beam introduces noise in

the detector which affect mainly low frequencies. Scattered light appears in particular during

periods of high seismic noise, thunderstorms or human activity near the site. These glitches

have been a major source of transients during the third observing run, in particular for LIGO

Livingston, making a great fraction of data less informative for astrophysical analyses.

To reduce the impact of transient noise on astrophysical analyses, the status of each component

of the detectors is closely monitored before and during each observing run. Instrumental inves-

tigations are performed through a huge network of sensors which controls both the detector and

the environment. The quality of data from both these sensors and the interferometer is assessed

through visual inspections of spectrograms but also using automatic tools. These identify sig-

nificant clusters of power excess in the data [80] and look for correlations between different

data streams to identify the source of the noise [81]. In the best case, these investigations allow

experts to determine the origin of the problem and fix it. However, due to the complexity of

the detector is not always possible to track down and fix the origin of noise transients. Even

in those cases, assessing the quality of the data gives precious information that facilitates the

detection of gravitational waves using search pipelines [82]. Ref [78] and Ref. [83] give a detailed
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Figure 1.6: Gravitational-wave event GW150914 observed by the Livingston (blue) and Han-

ford (red) LIGO detectors. Times are shown relative to September 14, 2015 at 09:50:45 UTC.

For a visual comparison, the Hanford data are shifted backwards in time by 6.9 milliseconds.

The upper panel shows the three stages of the event: inspiral, merger and ringdown. Adapted

from Ref. [1].

description of the tools currently used in the analysis of LIGO and Virgo data quality.

1.5 Gravitational-wave observations

On the 14th of September 2015, LIGO Hanford and Livingston detected the first gravitational-

wave event. As shown in figure 1.6, the signal appeared as a chirp lasting approximately 0.2

seconds, with a peak strain amplitude of 10−21. The event was consistent with the merger of

two black holes of masses of 36+5
−4 M⊙ and 29+4

−4 M⊙ happening at a luminosity distance of

410+160
−180 Mpc [1, 85]. The system radiated 3 M⊙ in gravitational waves, forming a remnant

black hole of mass 62+4
−4 M⊙. This detection represented not only the first direct observation

of a compact binary merger but also the first evidence of a stellar-mass black hole with a mass

greater than 30 M⊙.
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Figure 1.7: Distribution of the 76 most significant gravitational-wave events detected so far as

a function of their source mass components [40]. Lines of constant binary mass ratio and total

mass are marked, along with individual events of interest. Reproduced from Ref. [84].

22



GW150914 opened the era of gravitational-wave astronomy. At present, after three observing

runs and 493 days with at least one active detector, the LVK Collaboration has announced the

detection of 90 gravitational-wave sources: 82 black hole binaries (BBH), 2 neutron star binaries

(BNS), 3 systems formed by a neutron star and a black hole (NSBH) and 3 systems consistent

with either BBH and NSBH [11–14]. Between those, some remarkable events challenged the

current understanding of astrophysics. For example, stellar evolution models and previous

observations of compact objects indicated the possible presence of a lower (between 3-5 M⊙)

and an upper mass gap (between 50 to 120 M⊙) in the population of compact objects. However,

during the first six months of O3 (generally referred to as O3a) LIGO and Virgo observed the

heaviest compact binary system (GW190521), with a total mass of 150 M⊙ and both component

masses exceeding 50 M⊙. Also, the lightest systems observed did not indicate a clear distinct

gap between the heaviest mass neutron star and the lightest possible black hole. Figure 1.7

gives an overview of the most significant compact binaries observed so far as a function of their

mass components, highlighting the most peculiar detections. Note also the presence of systems

with very unequal masses like GW190814.

The first detection of a BNS merger, GW170817, represented a major breakthrough for the

scientific community. This event happened very close to the Earth, at an estimated luminosity

distance of 40+8
−14 Mpc, causing a very loud signal in the detectors [86]. At that time, Advanced

Virgo had recently joined the network and the triple detection of the event (in Livingston,

Hanford and Virgo) allowed the restriction of the sky location of the source to an area of

28 deg2. This accurate estimation facilitated searches for electromagnetic (EM) counterparts

through many telescopes observing across the EM spectrum.

In general, strong emissions of EM waves are expected from matter with high kinetic energy or

due to the interaction of charged particles with magnetic fields. Because of the nature of black

holes, BBH mergers do not seem to be the best target for EM observations. However, rotating

black holes in highly dense environments can accumulate materials on accretion disks, increasing

their temperature by friction and emitting EM radiation. Various theories predict that the

merger of black holes with accretion disks could produce high energy radiation which could be

detectable from the Earth [87]. Related to the EM radiation, NSBH and BNS mergers are the

real stars: because neutron stars are made of highly compressed matter and can produce strong

magnetic fields. Mergers involving neutron stars can have a strong EM signature across a wide

range of frequencies. The highly neutron rich material ejected during the merger can prompt the

formation of heavy radioactive elements via rapid neutron capture nucleosynthesis. Following

the decompression of the ejecta these elements slowly decay releasing energy which can power

thermal emission peaked in the optical and near infrared band, also called “kilonova” [88, 89].

Kilonova can last weeks after the merger and is approximately isotropic, making it a perfect
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target for EM follow-up.

At the time of the detection of GW170817, there was also growing evidence that BNS and

NSBH were the sources of short gamma-ray bursts [90], high energy transient emissions of

gamma radiation lasting less than 2 seconds. This hypothesis was confirmed 1.7 seconds after

the detection of GW170817, when the Fermi Gamma-ray Burst Monitor observed a signal,

then called GW170817A. Within the following days, the event was detected across all the

electromagnetic spectrum, with the detection of the kilonova which also allowed astronomers

to identify the host galaxy NGC4993 [91, 92]. This event marked the beginning of the era of

multi-messenger astronomy and opened up a new way to measure the cosmological evolution of

the universe: the standard-siren technique [93, 94]. This approach, which is the gravitational-

wave equivalent to the cosmological standard candles, gives a measure of the expansion rate of

the universe which is independent of the cosmic distance ladder and could help to break the

degeneracy between different estimations of the Hubble constant [95]. In chapter 5 I will give

more details about the standard sirens approach, discussing the current limitations of this type

of measurement.
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Searches for Gravitational Waves from

Compact Binary Coalescences

“ Space is only noise if you can see

See, I want to write a story about two long lines

Two pretty lines that fall in love

Two little spaces they’re filled with echoes

Did the lines ever intersect one another,

at a moment in time?”
Nicholas Jaar - Space is only noise if you can see

2.1 Introduction

The detection of gravitational-wave events relies crucially on the ability to effectively identify

astrophysical signals in the strain data. Data from gravitational-wave ground based interferom-

eters are dominated by background noise, with the result that filtering the data is not sufficient

to identify signals. Even for close binary mergers, like GW170817, the amplitude of the detec-

tor noise is expected to be two orders of magnitude higher than the signals. In addition, the

expected rate of gravitational-wave signals observable by ground-based detectors at the current

sensitivity is still relatively low, with an average of one event detected every 5 days of observa-

tion. This means that most of the output of gravitational-wave detectors is just noise. Another

complication is due to the non-Gaussian and non-stationary nature of detector noise: data can

contain a high rate of noise transients which can mimic the evolution of gravitational-wave

signals.

The LVK Collaboration identifies compact binary merger signals in the detectors’ data using

specific algorithms called “search pipelines” which automatically scan the data for signals and

assign a significance to each event. Online search pipelines are designed to detect and report

gravitational-wave events with sub-minute latencies [96–98]. These searches allow for a prompt
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dissemination of interesting detections to the wider astronomical community, enabling follow-

up observational campaigns with electromagnetic telescopes. This approach led to the multi-

messenger detection of GW170817 [91, 92]. Within a few weeks, “offline searches” provide

a more detailed analysis of the data, establishing the significance of the detection with high

accuracy.

Both type of searches are based on two main approaches: filtering the data using CBC waveform

models to identify matches (also known as a matched filtering [99]), or searching for coherent

power excess across the network of detectors with minimal assumption on the source proper-

ties. The main pipeline to search for coherent but unmodelled signals is cWB [100, 101]. This

algorithm is based on wavelet transformations, which give a timefrequency representation of

data. “Bursts” are identified by looking for regions in the wavelet domain with an excess of

power inconsistent with stationary detector noise.

In the rest of this chapter I will focus on searches based on matched filtering. These searches

are optimal to extract well modelled CBC signals from Gaussian and stationary interferomet-

ric data, and are responsible for the detection of all transient gravitational-wave signals to

date [14, 102, 103]. The main search pipelines used by the LVK Collaboration during the first

three observing runs are GstLaL [96,104], PyCBC [105,106], MBTA [98,107] and SPIIR [108,109].

These pipelines are all based on the same principles but estimate the statistical significance

of gravitational-wave candidates using different approaches and configurations, maximising the

chance to detect gravitational-wave signals. Moreover, results can be compared to check the

detections are consistent between searches.

2.2 Matched Filter Searches

The output of a gravitational-wave interferometer is a time series s(t) such that:

s(t) =

n(t) + ht(t), if a signal is present.

n(t), otherwise,
(2.1)

where n(t) is the detector noise and ht(t) is a gravitational-wave signal. The detector noise

is the result of a combination of many random processes which represent all the fundamental

interferometric noise sources. Due to the central limit theorem, the noise can be described

as a coloured Gaussian process1. Further assuming the that the noise is stationary, i.e. its

statistical properties are invariant under time translation, the mean of n(t) can be taken to

zero by defining:
1A noise signal is said to be coloured if its power spectrum is not constant in frequency.
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n(t) = nraw(t)− ⟨n(t)⟩ (2.2)

where the angle brackets denote averaging over different realisations of the noise. Therefore,

the noise is fully described by the one-sided power spectral density (PSD), Sn(|f |), defined

by

⟨n∗(f)n(f ′)⟩ = 1

2
Sn(|f |)δ(f − f ′) , (2.3)

where I used the variables t and f to indicate whether a quantity is in the time or frequency

domain. Note that Equation (2.3) diverges for f = f ′. In practice, n(f) is computed over a

finite time interval of duration T , therefore,

δ(0) =

[∫ T/2

−T/2

e2πift dt

]∣∣∣∣
f=0

= T . (2.4)

The goal of a search is to identify candidate gravitational-wave signals and provide a measure

of their statistical significance. If the noise is Gaussian and stationary, the gravitational-wave

signal ht can be optimally extracted by applying the matched filter F (f) to the data [110],

where

F (f) ∝ h(f)

Sn(f)
, (2.5)

and h(f) is a template waveform that approximates the real signal. The cross-correlation, or

“inner product”, of F (f) and s(f), gives a measure of the overlap between the template and

the data. In particular, the normalised matched-filter signal-to-noise ratio (SNR), ρ(t), can be

defined as2:

ρ(t) =
(s|h)√
(h|h)

, with (s|h)(t) ≡ 2

∫ +∞

−∞

s(f) h∗(f)

Sn(|f |)
e2πift df , (2.6)

which is appropriate for real-valued data, for which s∗(f) = s(−f). To avoid using unphysical

negative frequencies, Equation (2.6) can also be written as:

(s|h)(t) ≡ 4Re
∫ +∞

0

s(f) h∗(f)

Sn(f)
e2πift df . (2.7)

2In the definition of the inner product, I implicitly assume the signal in the data to have “end time” te = 0.

In case of a general te, an additional term ei2πfte need to be considered in the integration
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In practice, the integration limits are defined by the sensitivity of the detectors, the charac-

teristics of the data and the template models. At low frequency (f < 10 Hz) the detector is

dominated by seismic noise, therefore the data is not usable for astrophysical analysis. The in-

tegration upper limit is the minimum between the higher frequency characterising the template

and the Nyquist frequency.

The inner product has a clear interpretation splitting the PSD into two identical factors:

(s|h)(t) ≡ 2

∫ +∞

−∞

s(f)√
Sn(|f |)

h∗(f)√
Sn(|f |)

e2πift df . (2.8)

The PSD has the function to whiten both the data and the template, effectively normalising

them by the detector noise contribution. It is worth noting that for real gravitational-wave

data the PSD used in equation (2.6) is an empirical estimation of the true noise PSD over a

time window typically of a few minutes. In fact, data from ground-based detectors are neither

Gaussian nor stationary, therefore, it is not possible to give a complete theoretical description

of the detector noise [111]. The consequences of approximating the real noise curve will be

extensively discussed in chapter 4.

2.2.1 Template banks

In searches based on matched-filtering, the template which best matches the signal in the

data would give the highest possible SNR when averaged over noise realisations. However,

because this template is not known a priori, searches algorithms have to identify the best

model correlating the data with discrete sets of templates (also called “banks”) which span the

signal parameter space observable by gravitational-wave detectors [112,113]. CBC sources can

be described by 15 parameters, however, to reduce the complexity, banks are currently sampled

only over masses and spins. In the analysis of O3 data, matched filter searches used banks

with total mass3 ranging between 2M⊙ and 200 (MBTA), 500 (PyCBC) or 758 M⊙ (GstLaL) [14].

Note that even reducing the parameter space, generally a template bank consists of 105 − 106

templates. Banks include models of BNS, NSBH, and BBH systems. The template waveforms

are modelled using post-Newtonian approximations [44] for systems with lower mass and low

spins [114], while analytic methods tuned to numerical relativity provide accurate predictions

for high-mass and high-spin binaries [115,116].

Templates are distributed in the bank such that for any possible source parameters there is

at least one waveform matching the morphology of the signal sufficiently well. Any difference

between the signal and the template causes a loss in the recovered SNR. Usually, templates
3The total mass is in the detector frame, i.e. it is the mass of the source scaled by its redshift.
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are distributed such that the maximum loss in SNR is 3% [113, 117]. This procedure pro-

duces banks which are extremely dense for low-mass templates and more sparse for high-mass

templates.

Searches produce an SNR time series for each template in the bank and each detector. Peaks

in the time series that exceed a set SNR threshold, ρth, indicate the presence of a possible

gravitational-wave signal, also called “trigger”. This threshold varies between search pipelines

and has been adjusted between different observing runs. For O3, ρth > 4.0 for PyCBC and

GstLaL, while MBTA used different thresholds across the parameter space.

Note that most of the triggers are generated by noise transients in the detectors, therefore

each pipeline needs to accurately separate noise from real events through consistency tests and

compute the significance of the events, i.e. the probability that the signal is truly astrophysical.

In the remainder of the chapter, I will describe how this is implemented in the PyCBC offline

search pipeline. The description is mainly based on Ref. [106] and Ref. [118].

2.3 The PyCBC offline search pipeline

The PyCBC search for gravitational waves from compact binary coalescences is one of the

matched-filter searches used to identify signals in data from ground-based detectors. The

search pipeline is built using PyCBC, a mainly Python based software suite for the analysis

of gravitational-wave data. The PyCBC software includes low-latency and offline CBC searches.

I refer to the offline search configuration as PyCBC.

PyCBC has contributed to identifying the vast majority of gravitational-wave signals to date [11–

14, 102, 119–121]. Being a matched-filter search pipeline, PyCBC uses gravitational-wave signal

templates to identify matches in gravitational-wave data. For each template, the search records

peaks in the matched-filter SNR time series as triggers. If gravitational-wave data were sta-

tionary and Gaussian noise, the matched-filter SNR would be sufficient to identify signals in

the data. However, variations in the noise properties over short and long time periods com-

plicate the problem. Noise transients can mimic the frequency evolution of gravitational-wave

signals, increasing the number of triggers detected by matched-filter pipelines. To effectively

identify gravitational-wave candidates in non-ideal data, it is necessary to include in the search

additional information which help to better differentiate gravitational-wave signals from noise

sources.

For periods when multiple interferometers are observing, PyCBC makes a first selection excluding

all triggers which are not coincident. In fact, because gravitational waves propagate at the speed

of light, astrophysical signals should appear within a short time window in different detectors. In

addition, real signals would match similar waveform templates in different detectors, therefore
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the pipeline considers only coincident triggers associated with the same template. These criteria

allow to exclude most of the triggers generated by noise sources. Note that this approach is

applicable only during times when at least two detectors are observing. Unfortunately, despite

recent improvements in the detectors’ duty cycle, for a significant fraction of O3 (approximately

13.6% of the observing period) only a single detector was operating. In those cases, the trigger

rate is generally reduced by defining triggers with a more stringent threshold in the SNR or

restricting the template bank to the most likely region to make detections [122,123].

The remaining triggers are assigned a ranking statistic that measures the likelihood for each

trigger to be a real gravitational-wave signal. The ranking statistic is based on the Neyman-

Pearson criterion, which defines the optimal detection as the ratio of signal and noise event

rate densities [124]. For an event characterised by a set of parameters κ⃗, the optimal detection

statistic Λopt can be modelled as

Λopt(κ⃗) = ηS
r̂S(κ⃗)

rN (κ⃗)
. (2.9)

where ηS is the overall astrophysical rate of signals, r̂S(κ⃗) is the transfer function between the

true rate of signals and the detectable rate, and rN (κ⃗) is the noise rate. Because the expected

rate spans different orders of magnitude, it is convenient to use the logarithmic expression

R(κ⃗) = log rS(κ⃗)− log rN (κ⃗) . (2.10)

Note that the parameters κ⃗ depend both on the physical properties of the triggers and on how

well the measured data matches that expected astrophysical signal. If the rate of the signals

and the noise is well modelled, the ranking should give higher values to astrophysical signals,

while noise triggers should be “down-ranked”, i.e. receive a lower ranking statistic.

2.3.1 Signal Model

The population of gravitational-wave sources have characteristic features that can help distin-

guish signals from noise sources. Assuming a quasi-circular orbit, gravitational-wave emissions

from inspiralling compact binaries can be described by 15 parameters. Intrinsic parameters

depends on the internal properties of the sources, including masses (m1,m2) and spins (s1, s2)

of the binary system components. Extrinsic parameters depend on the observer; these are sky

location (θ, ϕ), luminosity distance dL, orbital inclination ι, polarisation angle ψ and time and

phase of coalescence (tc, ϕc).

The signal term of the ranking statistic can include models of the intrinsic parameter distri-

bution of the detected signals over search templates. The noise event density depends on the
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distribution of template waveforms within the template banks, which is highly dependent on

the considered mass region. Therefore, the ranking statistic can be rescaled to account for the

expected rate of signals over the parameter space [120,125].

When signals are observed by a network of detectors, the ranking statistic can include additional

terms which depend on the extrinsic properties of the sources. Gravitational wave sources

detectable by LIGO and Virgo are expected to be isotropically distributed in orientation and

uniformly distributed in volume. However, the signal strain observed by ground-based detectors

depends on the location of the source and the geometry of the detector [126]. For a generic

signal, the detected strain is

h(t) = F+(θ, ϕ, ψ)h+(t) + F×(θ, ϕ, ψ)h×(t) , (2.11)

where F+,× are the detector antenna pattern functions, defined as [127]

F+(θ, ϕ, ψ) = (1 + cos2 θ) cos 2ϕ cos 2ψ − cos θ sin 2ϕ sin 2ψ (2.12)

F×(θ, ϕ, ψ) = (1 + cos2 θ) cos 2ϕ sin 2ψ − cos θ sin 2ϕ cos 2ψ . (2.13)

Therefore, the signal amplitude and SNR in each detector data depend on the sky location

and polarisation angle of the source. Moreover, extrinsic parameters of the source affect the

relative signal phase and time of arrival between different detectors. Therefore, the detection

probability of real signals will depend non-trivially on the extrinsic parameters of the source.

On the contrary, the distribution of noise triggers is expected to be uniform over the parameter

space. This information can then be used to estimate the probability that the measured extrinsic

parameters Ω were generated by a real signal P (Ω|S) or by a noise source P (Ω|N).

Finally, the ranking statistic can include extra terms to account for variations in the performance

of the network of detectors. Reductions in the detectors’ sensitivity restrict the observable

volume, decreasing the number of detectable signals. Therefore, triggers found in periods of

lower sensitivity are more likely to be generated by noise. Including all these contributions, the

“signal part” of the logarithmic ranking statistic for coincident triggers takes the form

Rs ≡ log rS = P (Ω|S)− P (Ω|N) +Rσ (2.14)

where Rσ accounts for the relative rate of signals as compared to noise due to variations in

the detector sensitivity. Note that this is not a definitive form for the ranking statistic: better
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models of the population of gravitational-wave sources can be included to improve the signal

model, increasing the ability to separate signals from noise.

2.3.2 Noise Model

The matched filter is the optimal strategy to identify a known gravitational-wave signals in

purely stationary and Gaussian noise. However, matched filtering will report high SNR values

even for non-astrophysical events, like glitches. To account for non-ideal features in the data,

the ranking statistic needs to include additional tests which verify the consistency between the

morphology of the detected signal and the matching waveform.

χ2 discriminators The PyCBC search checks that the frequency of the signal evolves as ex-

pected using a χ2 discriminator [128]. This test divides the frequency-domain template wave-

form frequency domain into p independent bins such that the power expected from the CBC

template is split into equal parts. The χ2
r statistic is then calculated as

χ2
r =

p

2p− 2

p∑
i=1

(
ρ

p
− ρi

)2

, (2.15)

where ρi is the SNR estimated within the i-th frequency bin. Note that the optimal number of

bins is estimated empirically based on the duration and the frequency range of the template.

The χ2
r statistic is χ2-distributed with 2p − 2 degrees of freedom and is normalised for real

signals embedded in Gaussian noise. Larger values indicate that the morphology of the trigger

is not consistent with a real signal, therefore the trigger is more likely a noise transient. The

value of this χ2 test is used to calculate a re-scaled SNR ρ̂, given by

ρ̂ =

ρ, if χ2
r ≤ 1,

ρ
[
1
2 (1 + (χ2

r)
3)
]−1/6

, if χ2
r > 1.

(2.16)

Note that this correction does not affect real signals because their power distribution is con-

sistent with template waveforms. This method is extremely effective for lower mass templates

(Mtot < 25 M⊙) which span a larger frequency range within the bandwidth of ground-based

detectors and allow to analyse the morphology of triggers over a greater number of frequency

bins [129, 130]. Instead, this approach has little effect on high mass templates that can only

support a few frequency bins.

Unfortunately, short noise transients which ring off short-duration templates appear at a high

rate in the LIGO detectors [78, 83]. However, because these templates span a narrow range

of frequencies, the presence of power at high frequencies can be used to identify and remove
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triggers generated by noise sources. In PyCBC, this is done using the χ2 sine-Gaussian test [131].

This approach uses a series of sine-Gaussian tiles placed at the time of the trigger to search

for bursts above the maximum expected frequency. The sum of the SNR of each tile is used to

create a new discriminator χ2
r,sg, given by

χ2
r,sg =

1

2N

N∑
i=1

ρ2g,i , (2.17)

where ρg,i is the tile SNR. Similarly to the χ2
r statistic, χ2

r,sg is normalised and is χ2 distributed

with 2N degrees of freedom for Gaussian and stationary noise. This new discriminator is used

to further re-weight ρ̂, so that

ρ̂sg =

ρ̂, if χ2
r,sg ≤ 4,

ρ̂
(
χ2
r,sg/4

)−1/2
, if χ2

r,sg > 4.

(2.18)

This test, which has been included in PyCBC since O2, has a significant impact on a subset

of blip glitches which extend to high frequency. However, other short-duration transients are

still problematic in the search for massive binaries. Note that a new tunable χ2 test recently

implemented in PyCBC has shown promising results for higher mass systems [132]. However,

this method only slightly reduces the impact of short transients on the PyCBC search: glitches

remain one of the main challenges in the analysis of interferometric data.

Noise rate density All the triggers which survive the χ2 tests are used to calculate the PyCBC

noise model. If the noise was Gaussian and stationary in all observing detectors, the triggers

cumulative distribution for a network of N detectors could be simply described as

rN ∼ exp(−
N∑

d=1

ρ̂2d/2) . (2.19)

However, for real interferometric data the noise distribution varies between detectors and also

across the template parameter space. To account for these variations, the noise model is esti-

mated empirically fitting the distribution of triggers in the data to an exponential decay function

of ρ̂. The fit only considers triggers with single-detector ranking statistic above a threshold ρ̂th.

The rate of noise triggers for a given template with parameters θ⃗ in a particular detector d, is

modelled as

rN,d(ρ̂; θ⃗) =

µ(θ⃗)α(θ⃗) exp
[
−α(θ⃗)(ρ̂− ρ̂th)

]
if ρ̂ > ρ̂th

0 if ρ̂ ≤ ρ̂th.
(2.20)
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µ(θ⃗) indicates the total number of triggers above threshold for a given template h(θ⃗) and α(θ⃗)

is the exponential decay rate. The noise model parameters are estimated empirically from

the data through a maximum likelihood fitting procedure which neglects the loudest triggers

that are likely to be astrophysical in origin [118, 133]. Note that due to the low number of

triggers per template, the estimation variance can be large. To reduce the uncertainty, the

fit is smoothed over “nearby” templates which have similar noise distribution. During O2 the

smoothing was performed over templates with similar duration, while more recent analyses

smoothed the distribution over masses and spins, like first proposed in Ref. [120]. Figure 2.1

shows the cumulative distribution of PyCBC trigger identified in LIGO Hanford data for an

example period analysed during O3. Due to the high rate of short-duration noise transients,

short templates are more likely to generate triggers with higher ranking statistics. PyCBC

accounts for this effect by re-scaling the single detector ranking statistics depending on the

noise distribution for the template which matches the signals.

When a signal is detected by multiple detectors, the noise model can be calculated by multi-

plying the single detector contributions:

rN = AN

N∏
d=1

rN,d(ρ̂d) (2.21)

where AN indicates the maximum time interval separating a signal in different detectors.

2.3.3 Significance of Candidates

Triggers observed in multiple detectors with consistent templates and time of arrival are identi-

fied as gravitational-wave candidates and ranked using Equation (2.10). To understand if these

events are truly astrophysical, it is necessary to estimate their significance against the noise

background distribution, which represents the distribution of coincident triggers only due to

noise. Given a gravitational-wave candidate with ranking statistics Rc, the number of back-

ground events with ranking statistics R > Rc within a certain time window gives an estimate

of the candidate False Alarm Rate (FAR). This indicates how regularly a noise event with the

same or higher ranking statistic than the candidate event is to be expected from the data.

Lower FAR indicates that the significance of the signal is high.

Unfortunately, the noise background is not known a priori and has to be estimated from interfer-

ometric data which contains both gravitational-wave signals and noise triggers. Contamination

from real signals could bias the noise distribution, making the significance estimation inac-

curate. Moreover, a precise estimation of the noise background distribution requires a high

number of triggers, i.e. long stretches of data. However, because the detectors are continuously

34



Figure 2.1: Distribution of single detector PyCBC triggers identified in LIGO Hanford data in

the period 21-30 July 2019. Triggers are divided into six logarithmically spaced bins based on

the duration of the template. Each colour corresponds to a bin. The cumulative number of

triggers is plotted (continuous line) along with an exponential fit (dashed line). The fit decay

rate α is reported in the legend for each bin. Note that short-duration templates are more likely

to generate triggers with a higher ranking statistics, therefore the fit produces lower values of

α.
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Figure 2.2: Visualisation of how PyCBC forms a background of coincident noise transients for

a network of 3 detectors. Gold stars represent triggers with consistent times of arrival in the

network of detectors, which form a gravitational-wave candidate. Black stars indicate triggers

that are not coincident. On the right, it is shown how time-shifting Hanford data makes it

possible to form a “coincidence” of noise triggers. Repeating this procedure with multiple

offsets creates a background of coincidences. Figure reproduced from Ref. [118]

tuned to reach better performances, the distribution might change during an observing run or

even over shorter periods.

PyCBC solves these problems by offsetting in time the data of each detector with respect to

the others and then re-evaluating the coincidences, as shown in Figure 2.2. Setting this time

shift to a duration greater than the gravitational-wave travel time between detectors ensures

that each new coincident event is not astrophysical. Repeating this approach many times over

a long enough period of data (usually around a week) produces a huge set of false coincident

events which can be used to estimate the FAR as a function of the detection statistics. For

example, using a time shift of 0.1 seconds over a week of data would be equivalent to estimating

the background over approximately 17000 years of data! To reduce the contamination from

real signals, coincident triggers from zero-lag data are successively removed from time-shifted

analyses, starting from triggers with higher rankings. Moreover, because single triggers can

generate multiple coincident events, the pipeline requires that only one event occurs within

time windows typically of 10 seconds. This operation is called “clustering” [106]. The result of

this process gives a good enough approximation of the background to support the detection of

gravitational-wave signals.

Figure 2.3 shows one of the analyses performed by the LVK Collaboration using the PyCBC

search pipeline. Two events, shown by purple triangles in the plot, clearly stand out from the

expected noise background. Those are GW190728_064510 and GW190727_060333, two binary

black hole mergers identified as LVK coincidences during O3a [12]. Subsequent analyses provide

evidence that also the event with the third highest ranking was actually a real signal: this was
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Figure 2.3: Cumulative histograms of coincident Livingston-Hanford-Virgo triggers identified

by the PyCBC search in the period 21-30 July 2019, plotted versus inverse false-alarm rate. The

dashed lines show the expected background, given the analysis time. Shaded regions delimit

the expected 1, 2, 3 and 4-sigma error given by Poisson uncertainty. All triangles indicate

gravitational-wave candidates found by the search. Purple triangles show events with a mea-

sured inverse false-alarm rate greater than 100 years. These events are removed in the estimation

of the noise background which is used to estimate the FAR. Reproduced from Ref. [134]

another merger of black holes, the signal GW190725_174728 [13].

2.3.4 Gating and Limitations to the search

Despite the multiple consistency tests performed during the search for gravitational-wave sig-

nals, the sensitivity of the PyCBC pipeline is strongly limited by noise artefacts. Short noise

transients overlapping with real events can distort the morphology of the signal impacting the

matched filter. Exceptionally loud noise transients can also introduce spurious signals in the

whitening filters, corrupting several seconds of data. A notable example of these artefacts is

a loud glitch which overlapped GW170817 in LIGO Livingston data, as shown in Figure 2.4.

This originated from a high amplitude noise excursion which caused an overflow of the digital-

to-analog converters which control the position of the test masses [73]. These transients are
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Figure 2.4: Mitigation of the glitch in LIGO-Livingston data. The top plot shows a spectrogram

of LIGO Livingston data around GW170817. An extremely loud glitch overlaps the signal

approximately 0.7 seconds before the merger. The bottom panel shows the data in the time

domain and a model of the glitch based on a wavelet reconstruction (blue curve). The effect

of the glitch was mitigated by applying an inverse Tukey window (grey curve) that zeroed out

the data around the glitch. Reproduced from Ref. [73]
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common in both LIGO detectors. To mitigate the effect of these glitches, the data containing

the transient are zeroed out using a Tukey window before the whitening filter is applied. This

procedure, called “gating” [106], allows recovering the same ranking statistics that the signal

would have in Gaussian and stationary noise [78].

Gating is not suitable for long-duration artefacts which would require removing long periods

of data, affecting the estimation of the PSD. If the period of poor data quality lasts longer

than three seconds, instead of using gates, the data are labelled as unsuitable for astrophysical

analysis. Also, because gates require pre-processing of the data and need to be manually tuned,

this approach is only used for very loud glitches. All other transients need to be addressed

directly during the search. Blips and Tomtes are the classes of short-duration transients which

most hurt CBC searches, in particular for high-mass binary black holes [76, 135]. Due to their

short duration and their morphology, these artefacts are hardly affected by consistency tests.

This results in a long tail of noise triggers with high ranking statistics which can also generate

outliers in the estimation of the backgrounds.

Scattered-light glitches are also problematic for searches as they can mimic signals from BBH

with high spins and can also impact the distribution of long-duration triggers. These glitches

affect a large fraction of the observed time, therefore data presenting scattered light glitches can

not be simply excluded from astrophysical analyses. Periods of bad data quality are usually

indicated to searches by “data-quality flags”, which are currently used by PyCBC to exclude

triggers identified during those periods. However, this method could cause the search to miss

some gravitational-wave signals. In chapter 3 I will present a safer approach which can help

address these and other noise transients of known origin in the searches.

Finally, longer transients and slow variations in the noise due to coupling between the detec-

tors and the environment can bias the noise PSD estimated by the search. Variations in the

noise PSD can affect the accuracy of the matched filter, making the trigger ranking statistics

inaccurate. In chapter 4 I will detail how this may affect the search and describe a solution to

mitigate these effects.
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Using LIGO Data Quality Streams in

Gravitational-Wave Searches

“ We sail through endless skies

Stars shine like eyes

The black night sighs”
Black Sabbath - Planet Caravan

Declaration: the majority of this chapter is based on the article “Incorporating information

from LIGO data quality streams into the PyCBC search for gravitational waves” [82]. This work

was led by Derek Davis, Max Trevor, Laura Nuttall and myself. My main contributions were

to the code development, the analysis and figure formatting. All authors jointly contributed to

the writing of the paper.

3.1 Introduction

The presence of non-Gaussian noise artefacts in gravitational-wave data represents one of the

primary limitations on the sensitivity of matched-filter search pipelines to gravitational-wave

signals. These bursts, also called glitches, are problematic for searches for gravitational waves as

they can mimic the behaviour of gravitational-wave signals, affecting the noise background [76,

135]. Glitches can also overlap with signals, masking some features and making the estimation

of the source property more problematic.

Reducing the impact of glitches becomes even more crucial in the aftermath of the recent LIGO

and Virgo observing runs: the rate of glitches drastically increased in both LIGO detectors

between O2 and O3. LIGO Livingston was particularly affected, with the rate of these artefacts

increasing four-fold from 0.2 per minute in O2 to 0.8 per minute in O3a [12]. This was caused

mainly by an increased rate of transients originating from laser light scattered out of the main

laser beam during periods of high seismic activity. Consequently, during O3 approximately 1
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every 5 signals required some form of mitigation due to glitches.

As shown in the last chapter, the PyCBC search for gravitational waves from CBCs implements

various signals consistency tests to differentiate noise artefacts from real signals. These miti-

gation methods perform well with long duration transients, in which an analysis of the power

distribution in time frequency can effectively discriminate between real signals from noise tran-

sients. Short glitches are more problematic and often it is hard to distinguish real signals from

noise transients only from the gravitational-wave strain data. For this reason, it is crucial to

accurately examine the detector and to prevent these glitches from appearing in the data.

The performances of the LIGO detectors are closely monitored through an array of hundreds of

thousands of sensors, placed within and around each LIGO observatory, that record additional

data streams beyond the gravitational-wave strain data. The data from these sensors, referred

to as auxiliary data, are used to both operate the detector and monitor the environment [136]

and allow operators to assess thoroughly the performance of each detector in real-time. Data

are deemed suitable for gravitational-wave analysis only when the detector is locked, free of

human interference and not affected by major environmental disturbances.

Auxiliary data are used in different phases of the analysis of LIGO data. In low latency, sensor

data can be used to assess the statistical correlation between gravitational-wave detections and

perturbations in the environment. Signals which show a strong correlation are more likely to

be generated by terrestrial noise and therefore the detection might be retracted [78]. Moreover,

sensors can be used to track down troublesome noise sources that can be mitigated (or even

removed) by adjusting the detector or isolating it from the noise source. In particular, auxiliary

data can be used to track the source of glitches in strain data or to predict their appearance.

In the first observing runs these data streams have been used in gravitational-wave analyses to

reject potential candidates due to noise [130] or subtract contributions of persistent noise from

the strain time series [137,138].

To be employed in gravitational-wave searches for CBC, information from auxiliary data streams

are generally re-packaged into more informative data quality products. These products are

currently used to veto triggers identified in periods of poor data quality. This approach improves

the estimation of the noise background, increasing the overall sensitivity of the search. However,

vetoing triggers might have a counter-effect: if a real signal is present in the data, this would

be automatically considered as a false alarm, and therefore discarded. In addition, this method

does not allow the PyCBC search to handle effectively multiple products which could provide

more information about the status of the detector and help categorising noise artefacts.

In the remainder of this chapter, I describe the two data products that are currently used

in searches, introducing a new method to incorporate this information into PyCBC. Instead of
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Observing Run Detector CAT1 CAT2

O2 LIGO Hanford 1.93% 0.26%

O2 LIGO Livingston 0.49% 0.16%

O3 LIGO Hanford 0.29% 0.19%

O3 LIGO Livingston 0.90% 0.19%

Table 3.1: Fraction of single-detector time associated with data quality flags for LIGO detectors.

using data quality product as vetoes, this approach rescales the ranking statistic of PyCBC

triggers including data quality information directly into the PyCBC noise model. Moreover, this

method provides a more general framework that allows the incorporation of any data stream

into the search pipeline and applies to all ground-based gravitational-wave detectors. In this

chapter, I demonstrate its applicability using data from LIGO detectors recorded during the

third observing run. Including information from auxiliary channels with this new method

increases the number of gravitational waves detectable by PyCBC. In particular, I find a higher

improvement in sensitivity for high mass systems, i.e. in the area of the signals parameter space

where the searches are more affected by noise transients.

3.2 LIGO Data Quality Information

Data from auxiliary channels can be useful to reduce the impact of transients noise on the

searches. However, including hundreds of thousands of additional data streams in search

pipelines is not trivial. To make this information more accessible to astrophysical analyses,

auxiliary data are curated in data quality products. These combine multiple data streams,

informing the search about the state of the detector and correlations between the data and

the environment. The main data quality products generated for offline searches are data qual-

ity flags [78, 83, 130, 139] and the iDQ time series [140]. Similar data quality products are

available also for the Virgo observatory [83]. Developing and finalising data quality products

took multiple months in previous observing runs [141], increasing the total amount of time

required to complete end-to-end analyses of LIGO data. However, these products have been of

crucial importance to increase the sensitivity of search pipelines to gravitational-wave signals

[130,135,142].
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Figure 3.1: Number of single detector PyCBC trigger identified in LIGO Livingston data in the

period 21-29 January 2020 before (continuous line) and after (dotted line) using data quality

flag information. Triggers are divided into three different bins based on the duration of the

template. Each colour corresponds to a bin. Using data quality flags drastically reduces the

number of short-duration triggers at higher ranking statistics.
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3.2.1 Data Quality Flags

Data quality flags indicate periods of time when the strain data present excess noise correlated

with variations in auxiliary data streams, meaning that the noise source is clearly visible in data

from auxiliary sensors. Different flags indicate different issues in the data. However, multiple

flags can be active during the same period if different sources are identified. Because flags

require the identification of the noise source through a witness sensor, the probability that the

power excess originates from a gravitational-wave signal is reduced. On the other hand, this

approach excludes noise transients that do not have an auxiliary witness, like blip glitches.

Ref. [143] lists all the data quality flags generated during the third observing run for the LIGO

detectors.

Data quality flags are curated in data streams sampled at 1 Hz. These are usually generated

by setting a threshold in the band-limited root-mean-square of an auxiliary data stream; if the

considered time series exceeds a threshold the flag is activated, while in normal conditions the

flag is inactive. As a consequence, each flag is binary and does not give information about the

likelihood of the noise being present in the considered time period.

Data quality flags - also referred to as data quality vetoes in CBC searches - have multiple

categories to indicate the different severity of noise likely to be present in the data. Category

1 (CAT1) flags indicate a critical issue with a key detector component. Because the detector is

not operating in its nominal configuration, during these periods data can be severely corrupted

by noise artefacts, and therefore should not be considered for astrophysical analysis. This

category includes periods when the detector was under active maintenance or periods of high

anthropogenic noise. CAT1 flags can also indicate the presence of loud glitches that appear

with a particularly high rate in the interferometer. These glitches can induce great variations

in the PSD of the detector making CBC searches unreliable. For this reason, searches do not

analyse data on this category, however, these periods represented less than 2% of data during

the first LIGO observing runs.

Category 2 (CAT2) flags indicate short periods of data affected by known sources of noise.

These flags can indicate environmental perturbations due to thunderstorms or earthquakes

that are witnessed by microphones and seismometers. Category 2 flags might also indicate in-

strumental glitches, like malfunctions in equipment used to control auxiliary degrees of freedom

in the interferometer [60]. This is the case of the “L1:DCH-WHITENED RF45 AM CTRL

GT 1P75” flag, which indicates that the electronics used to generate frequency sidebands to

the carrier beam in LIGO Livingston glitched causing noise transients in the strain data. This

flag has been one of the most commonly used during O3 in LIGO Livingston, being active for

∼0.04% of the whole observing period. Data with active CAT2 flags can still be considered
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for astrophysical analysis, but need to be treated with caution. The goal of these flags is to

remove the great majority of noise transients causing a minimal reduction in the analysable

time. Consequently, CAT2 flags generally indicates shorter periods compared to CAT1. Ta-

ble 3.1 shows the percent of single-detector time removed by each category during O2 and

O3. Gravitational-wave candidates identified in these periods are more likely to be generated

by instrumental or environmental artefacts. Moreover, CAT2 data might be associated with

higher rate of noise triggers, which can impact the search sensitivity. For this reason, in its

standard implementation, the PyCBC search vetoes triggers identified during these periods from

the analysis. Other searches [104, 107] instead use data quality flags to replace the data with

zeroes during flagged times.

Figure 3.1 shows the variation in the number of single detector triggers identified by the PyCBC

search before and after introducing data quality flag information in the PyCBC search. The plot

shows the analysis of data recorded in LIGO Livingston in 8 days during the third observing

run. Because the distribution of triggers varies greatly with the template duration [130], I

divide the triggers into three bins based on the template duration. Due to the presence of loud

noise transients like blip glitches and scattered light, shorter triggers appear more frequently at

higher values of the PyCBC ranking statistic. Including data quality flags has the biggest effect

on shorter templates, with the tail of loud triggers which is drastically reduced.

3.2.2 iDQ

Data quality flags have the advantage of clearly pointing to known data quality issues in the

data, however, they have to be manually curated by LIGO data quality experts. A data quality

product which was automatically generated during O2 and O3 for the LIGO detectors is the iDQ

time series [140]. This product is generated by a statistical inference framework which includes

several different supervised learning algorithms (e.g. Random Forests and Neural Networks).

These algorithms are initially used to pre-process the auxiliary data stream, extracting the

most relevant features and therefore reducing the parameter space. The auxiliary features are

then utilised to identify sources of noise and to predict the likelihood of a glitch being present

in the detector strain data at a given time. iDQ uses only safe auxiliary data streams, i.e.

only data from sensors that are not sensitive to gravitational-wave signals. This choice reduces

the probability to mistake gravitational-wave signals for noise transients. iDQ generates a low

latency product, which is used for event validation, and an off-line time series which is only

produced for science-quality data. In O3, both time series were sampled at 128 Hz. One key

difference compared to data quality flags is that iDQ is not a binary data stream, and instead

assigns a normalised likelihood to each sample based on the probability that the strain data

contains a noise transient.
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During the first two observing runs, compact binary searches used iDQ information only to veto

extremes of the time series. However, non-binary data products could be used to continuously

re-rank periods associated with noise transients, reducing the risk the reject gravitational-wave

signals. A new method to directly implement the iDQ likelihood as an additional term in the

ranking statistic was developed during O3 and implemented in GstLAL [142]. Introducing iDQ

information increased the sensitivity of the search, in particular for compact binaries with short

duration. I will further discuss this method in section 3.4.3

3.3 Improved noise model

In the current implementation, the PyCBC offline search only uses data quality products to

remove periods of corrupted data or veto triggers in periods with known sources of noise. A

better approach would require including these products in the PyCBC noise model, introducing

a time-dependent factor which keeps track of the changing state of the detectors.

As shown in section 2.3.2, the PyCBC noise model is based on fitting the distribution of triggers

in the data to an exponential decay function of the signal-to-noise ratio. This time-independent

PyCBC noise model already uses a number of approximations to calculate µ(θ⃗) and α(θ⃗) [133].

First, the noise model parameters are calculated through a maximum likelihood procedure

individually for each template and each interferometer. However, the number of triggers per

template is not sufficient to accurately estimate µ(θ⃗) and α(θ⃗) for each template. To improve

the estimate, the fit is averaged over templates which have similar duration τ(θ⃗). Hence the

noise model used in the search is rN (ρ̂; θ⃗) ≈ rN (ρ̂; τ(θ⃗)).

This model of the noise does not include any time dependence, meaning that the fit assumes that

a single distribution is valid for each template during the entire analysis period. To account

for variation in the properties of the noise with respect to time, it is typical for the PyCBC

search to be run separately over relatively short periods of data (typically 5 days) also called

chunks. However, it is known [78, 139] that gravitational-wave interferometer data contains

short term fluctuations on both hour and second-scale. Longer noise fluctuations can be tracked

and corrected using approaches that account for variations in the PSD of the detectors [144,

145]; I will describe how to implement these methods in PyCBC in detail in the next chapter.

However, these approaches do not introduce explicit time-dependence into the noise model

itself and are ineffective against non-Gaussianities. Short term variations in the detector due

to noise transients mean that the PyCBC background will also change in time. A more complete

description of the noise model that accounts for noise fluctuations in the detector is

rN (ρ̂; θ⃗; t) = µ(θ⃗; t)α(θ⃗; t) exp
[
−α(θ⃗; t)(ρ̂− ρ̂th)

]
, (3.1)
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where µ(θ⃗; t) tracks variations in the trigger density for a given template over time and α(θ⃗; t)

is the exponential decay rate of the background for a given template as a function of time.

Due to practical limitations, I only consider the time-dependence of the trigger density, µ, and

ignore the time-dependence of the decay rate, α. The goal of this improved noise model is to

capture time-dependent variations which occur over timescales of seconds or shorter. Using

hundreds of thousands of templates, PyCBC can identify a large number of triggers per analysis.

However, in recent analyses the average number of triggers across the bank was only 10 triggers

per second, which is much less than 1 trigger per template per second. The modest rate makes

it unfeasible to accurately track variations in the trigger rate induced by noise transients on a

seconds-timescale.

Instead of considering each template separately, a better approach is to bin the template bank.

A suitable binning strategy would allow having a sufficient number of triggers to measure

second-scale variations in the trigger rate for each bin. Using this approach, I assume that the

trigger rates of templates that belong to the same bin have the same time dependence. This

assumption allows to factorise the time-dependent trigger rate µ(θ⃗; t) as a time-independent

factor µ(θ⃗) - which corresponds to the originally measured trigger density - and a time and

bin-dependent factor δ(θ⃗; t). Assuming the template h(θ⃗) belongs to the bin θb, the trigger rate

can be written as

µ(θ⃗; t) ≈ µ(θ⃗)δ(θb; t) (3.2)

for a given time, t. This is the only correction I apply to the noise model. This method makes

no assumptions about the input data used as part of the noise model, however, calculating

δ(θ; t) requires different approaches depending on the type of data quality stream that is being

considered. In the case that the auxiliary data is non-informative (i.e. not correlated with times

of high trigger density), the method should identify that no excess in triggers is measured, and

the correction should not have any impact on the noise model.

3.3.1 Binning the parameter space

To approximate the value of δ(θ⃗; t), we choose to group templates with a similar duration into

the same bin. Note that this is only one possible way to split the template bank. For example,

one can choose to create different bins based on the mass components of the compact binaries

or to split the bank by the type of compact object, i.e. black holes or neutron stars. I will

discuss the results of different binning strategies in section 3.4.4.

Including data quality products in the trigger rate means adding a degree of freedom to the

time series, which is given by the values of the auxiliary time series Ω(t). A possible approach
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is to group times based on the value of the data quality stream using additional bins, denoted

by Ωd, which span the range of values that the data quality stream can take. In this case, the

time-dependent trigger rate in the noise model becomes

µ(θ⃗; t) ≈ µ(θ⃗)δ(θb; Ωd) . (3.3)

Considering N template bins and M data-quality bins, this approach only requires estimating

N ×M different corrections to the trigger rate. Figure 3.2 shows an example of how these bins

could be constructed with 3 template bins and 4 data quality bins, along with the parameters

of an example trigger.

Choosing an appropriate total number of bins in the analysis is critical to having good results.

The presence of a real gravitational-wave signal will naturally increase the number of triggers

for the consistent template. If the triggers excess is significant for the specific bin, the signals

could be down-ranked. On the other hand, choosing a low number of bins could make this

approach less sensitive to noise variations across the template bank. Having at least 50 triggers

in each bin is sufficient to minimise the risk of reducing the significance of real signals.

In this work, bin sizes are chosen such that the smallest bin contains at least this minimum

number of triggers. In particular, the template bank is split into 10 template bins based

on template duration and either 2 (for binary auxiliary data stream) or 200 (for non-binary

auxiliary data stream) data quality bins. This means that either 20 or 2000 different values of

δ(θb; Ωd) are calculated for every data stream.

The spacing in template bins is chosen to keep the number of triggers as similar as possible

in each template bin. To do that, the bin edges were calculated from a representative chunk

of LIGO data from O3. The bin edges are linearly spaced at {0, 10, 20 . . . , 100} percentile of

the trigger template duration. The same values are used as bin edges in all analyses of this

chapter.

3.3.2 Binary data quality streams

Binary data quality streams, like data quality flags, are the simplest case of data quality prod-

ucts. Times when the data quality stream is 1 can be referred to as active times, while times

when the stream is 0 are inactive times. In this scenario, the time dependence of δ(θb; Ωd) is

also binary. There are only two data quality bins, labelled as Ω1 and Ω0. For times when the

stream is active, the time-dependent term of the noise model, δ(θb; Ω1), is defined as

δ(θb; Ω1) =
Nb,1

T1

Ttot
Ntot

(3.4)

48



Figure 3.2: Example of how the template and data quality (DQ) bins can be constructed and

applied. Top: A plot of the three different template bins corresponding to different parts of the

template bank used in the search. In this case, the range of templates is characterised using

the masses of the primary and secondary components of the simulated compact binary system

template. An “×” marks the template parameters of an example candidate in the template bin

θ1. Bottom: A plot of an example data stream that is used to construct four different data

quality bins. The dotted line marks the time of an example candidate, which is in data quality

bin Ω1. Therefore, the time-dependent term used in the PyCBC noise model for this candidate

would be δ(θ1; Ω1).
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for a given template bin, θb. Nb,1 is the total number of triggers in template bin b during times

the data quality stream is active, while Ntot is the total number of triggers in the analysis.

Similarly, T1/Ttot is the fraction of time when the data quality stream is active.

If the binary data quality stream is correlated with periods of high trigger density, then

δ(θb; Ω1) > 1. However, this is not guaranteed to be the case. If δ(θb; Ω1) ≤ 1, we impose

δ(θb; Ω1) = 1, such that the correction can not increase the significance of a candidate. All

times when the data quality stream is inactive are also fixed to δ(θb; Ω0) = 1.

3.3.3 Non-binary data quality streams

In some cases, a data quality stream can take an arbitrarily large number of values. Such

data quality streams include the iDQ time series or raw auxiliary data. In this case, the data

points need to be divided into multiple data quality bins based on the value of each data

point. In the following analysis, the data streams are divided into 20 equally spaced bins.

However, in general the total number of bins used with this method needs to be tuned for

each analysis. For each data quality bin Ωd, the time-dependent factor δ(θb; Ωd) is estimated

using the same approach as the binary case. The correction is calculated using Equation (3.4),

imposing δ(θb; Ωd) ≥ 1.

As described in section 3.2.2, Ref. [142] developed a similar method to include the iDQ data

stream in search pipelines. However, this approach presents two main differences with the

model from Ref. [142]. Firstly, in this work the correction to the total trigger density is empir-

ically computed for each combination of template bin and data quality bin. This ensures the

application of an accurate correction for any data quality stream. Compared to the analytic

model designed for use with the iDQ time series described in [142], this approach reduces the

risk of misestimating the correction to the candidates’ significance. Moreover, this method does

not impose a maximum correction to the trigger density as was done in [142]. While this does

introduce a risk of applying an arbitrarily high correction, such a case would not occur unless

there was indeed a strong correlation between the data quality stream and the PyCBC triggers,

implying that triggers are probably not astrophysical in origin.

3.3.4 Multiple data quality streams

When using multiple data products, there is a chance that different data streams overlap.

However, applying corrections associated with different data streams separately would cause

triggers to be overly down-ranked. Instead, for time-dependent corrections associated with two

different data quality streams, δn and δm, it is convenient to define a joint time-dependent

correction, δnm, as
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δnm(θb; Ωd) = max (δn(θb; Ωd), δm(θb; Ωd)) . (3.5)

Eq.(3.5) is easily generalised to more than 2 data streams simply by considering the maximum

between all possible corrections. This conservative choice ensures that if more beneficial data

quality information is available, the relevant triggers will be down-ranked by a larger amount.

Note that considering the maximum correction may not represent the optimal approach. For

example, this choice ignores any correlations between the two data quality streams. However,

because both astrophysical signals and triggers caused by noise are down-ranked by the same

amount, a sub-optimal choice should not reduce the sensitivity of the search as compared to

not using any data quality streams.

3.4 Applications

Using the method described so far to incorporate data quality streams into the PyCBC search

has the significant benefit to be versatile and therefore applicable in a variety of cases. In this

section, I demonstrate a number of use cases relevant to the analysis of data from the present

and future LVK observing runs. In all cases, I discuss how incorporating different data quality

streams affect the detection rate of gravitational-wave signals by the PyCBC search.

For the following analysis I use O3 strain data from both the LIGO Hanford and LIGO Liv-

ingston detectors which are publicly available from the Gravitational Wave Open Science Center

(GWOSC) [146]. Although most auxiliary data recorded by LIGO is not yet publicly available,

there has been a release of auxiliary data around one event [147] and a small number of data

quality products that are released publicly alongside the strain data. The source of each data

quality stream, either public or not public, is described in the relevant section.

3.4.1 Search configuration

The analyses presented in this section use data from 5 different analyses periods, corresponding

to different chunks of data analysed by the LIGO-Virgo collaborations during O3. Table 3.2

lists the start and end times of each chunk. Each period is labelled by a number between 1

and 5. These chunks present known data quality issues that may impact the sensitivity of the

PyCBC search.

In all examples presented here, I use the ranking statistic introduced in the section 3.3 and pub-

licly available as part of the PyCBC code repository found at [148]. The single-detector ranking

statistic used in this work includes all the features described in chapter 2, and also accounts for

variation in the detector’s power spectral density with time [144]. This final correction will be

extensively discussed in chapter 4. The analyses make use of the same template bank used in
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PyCBC analyses presented in GWTC-3 [14,117,149,150]. Unless explicitly stated, triggers with

a single-detector statistic above 6.5 are used to calculate the time-dependent correction to the

PyCBC noise model. This threshold is chosen to include a sufficient number of triggers to model

the time-dependence and to focus on the tail of the non-Gaussian distribution of triggers.

For each analysis, I compare the sensitivity of the search before and after incorporating data

quality information by comparing the volume-time (VT) of the search. This is done using a

large number of simulated signals which are added to the data and recovered by the PyCBC

search pipeline. The distance at which the search identifies 50% of simulated signals is called

sensitive distance and is used to estimate the sensitive volume. This volume multiplied by the

duration of the analysis defines the VT of the search.

For each analysis, I present the VT ratio (i.e. the ratio between the VT with and without

including data quality information in the search) as a function of the chirp masses of the sim-

ulated signals. The difference in sensitivity is demonstrated using various thresholds in inverse

false-alarm-rate (IFAR). Only signals with IFAR greater than the threshold are considered de-

tected by the search, therefore changing the IFAR threshold means varying the signals used

to compute the VT ratio. Errors for the ratio of the sensitive VT between analyses with and

without data quality information are estimated by calculating the VT ratio for a total of 80

thresholds logarithmically spaced between IFAR=1 and IFAR=10000. For each chosen detec-

tion threshold, the error corresponds to the standard deviation of VT ratios for 20 thresholds

around the central value.

3.4.2 Data quality flags

First, I investigate the benefits of using data quality flags as a part of our time-dependent noise

model. The LIGO and Virgo collaboration uses a wide variety of data quality flags to indicate

periods when environmental or instrumental noise sources are likely to affect the quality of

the strain data. Currently, the PyCBC search uses these flags to remove triggers during these

time periods from the analysis. However, this reduces the analysable time and could cause the

search to miss some gravitational-wave signals. Instead, data quality flags can be used as binary

data streams to take into account the expected increase in the trigger rate and re-weight the

detection statistic of triggers accordingly.

Table 3.2 details the data quality flags active during the analyses periods considered. Note that

these data quality flags are released via GWOSC as a single, combined data stream [146] but

are not currently publicly available separately. In this analysis, I consider each data quality flag

as a different data streams. In fact, each data quality flag is designed to target a different noise

source. Therefore considering them separately makes it easier to measure the effect of different

noise sources on the PyCBC trigger rate.
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Figure 3.3: The ratio of the sensitive volume-time (VT) for the PyCBC search, comparing the

sensitivity of the search when using data quality (DQ) products as part of the ranking statistic

versus using no data quality products. The results are averaged over the five analyses periods

presented in Table 3.2. Three different detection thresholds are considered for each combination

of data quality products in addition to a range of masses of simulated signals. Shaded regions

correspond to the 1σ error in the measured VT ratio for each case. The measured VT ratio

for all combinations of data quality products is above 1.0, indicating that the use of these data

quality products only has a positive effect. Using both DQ flags and iDQ yields the largest

increase in VT of the three cases considered.
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I also choose to calculate the time-independent portion of the PyCBC noise model excluding

triggers present during the data quality flag segments. These candidates are still considered

potential astrophysical candidates and their significance is estimated as described in section

3.3.2. However, excluding these time periods when calculating the time-independent terms in

the PyCBC noise model increases the sensitivity as compared to including them.

The upper panel of Figure 3.3 shows variations in the PyCBC search sensitivity averaged over the

five considered analyses periods. Including data quality information in the PyCBC search always

increases its sensitivity, in particular for high mass binaries. In this region of the parameter

space, the number of detectable gravitational-wave signals increases by approximately 10%.

However, the sensitivity gains vary greatly between analyses periods. As shown in Figure 3.4,

including data quality information in the search of chunk 1 data increases the sensitivity to

signals from binary black hole mergers by up to 15%. On the other hand, this approach has

just a small effect for chunk 3. This period is dominated by whistle glitches that are effectively

identified and down-ranked by the PyCBC consistency tests [131]. Therefore, the PyCBC search

does not require additional data quality information for these noise transients. Note that,

even when redundant, including data quality information does not have negative effect on the

search.

Figure 3.4 also shows how this approach compares to the previous method that PyCBC used to

incorporate data quality flags, namely using the data quality flag segments to veto candidates.

The improvements in sensitivity are due to the increased analysable time. This increase in

sensitivity compared to using data quality flags as vetoes directly translates into more events

that can be detected by PyCBC. Although the amount of time vetoed by data quality flags

in recent observing runs is less than 1% [78], the high rate of detections makes it likely that

some events would be missed or recovered with less significance by chance due to vetoes. One

such event, GW200129_065458, was identified by the “PyCBC-Broad” search in GWTC-3 as

a coincident signal between LIGO Hanford and Virgo [14]. This event was not identified as

a three-detector coincidence because the related trigger at LIGO Livingston was vetoed by a

data quality flag. Using data quality flags to re-rank triggers instead of vetoing them allows

this event to also be identified at LIGO Livingston with high significance.
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3.4.3 iDQ time series

An example of a non-binary data quality stream is the iDQ log-likelihood time series generated

in low latency. Information from these time series are included in PyCBC using the approach

described in section 3.3.3. The low-latency log-likelihood time series were produced by iDQ

using the ordered veto list classifier (OVL) [152,153]. The OVL classifier is trained to identify

correlations between noise in auxiliary channels and transients in gravitational-wave strain data.

Auxiliary channel information is used to define a metric used to measure the confidence that

the transient is instrumental in origin. The classifier was trained using Omicron triggers [80]

from 844 LIGO auxiliary data streams at each detector. This set includes all the data streams

declared “safe”, i.e. determined to not be sensitive to gravitational-wave signals by LIGO

detector characterisation studies [78]. Separate instances of the classifier were trained for each

interferometer used. Each instance of the classifier was trained on triggers generated from 14

days of detector data and used to make predictions until being replaced by a newly trained

classifier. We used the time series produced in low latency, as opposed to time series produced

offline at higher latency (and available at [154]), because the time series produced without the

use of arbitrary chunk boundaries is a better predictor of data quality issues.

Before including iDQ information into PyCBC, the log-likelihood time series is pre-processed.

First the data stream is downsampled from 128 Hz to 1 Hz maximising the time series over

each integer second of data. This reduces the computational complexity of the integration

and makes it consistent with the data quality flag case. Then, the log-likelihood time series

is converted to percentiles, such that each PyCBC trigger is associated with the log-likelihood

percentile at the time of the trigger. Finally, the time-dependent correction to the trigger

rate is estimated by dividing the template bank into 200 sub-bins defined by the triggers’ iDQ

log-likelihood and the template duration, as described in section 3.3.3.

The central plot Figure 3.3 shows that including the iDQ time series in PyCBC increases the

sensitivity of the search across the entire parameter space. The gain in sensitivity generally

increases with chirp mass and is larger for higher IFAR thresholds. In particular, the sensitivity

to gravitational-wave candidates with chirp mass above 80M⊙ increases by 10% at an IFAR of

1000 years.

These results show a larger increase in sensitivity, compared to the gains obtained from the

implementation of iDQ into GstLAL described in Ref. [142], in particular at higher chirp mass.

This is likely due to a more accurate estimation of the time-dependent noise distribution.

While Ref. [142] used an analytical relation to correct the trigger rate, in this work the time-

dependent correction is computed directly from excesses in the trigger rate distribution. In

fact, the correction estimated during times associated with the highest percentiles of the iDQ
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Figure 3.4: The ratio of the sensitive volume-time (VT) for the PyCBC search when using data

quality (DQ) flags to rerank PyCBC candidates (blue) or vetoing candidates (orange). The

sensitivity is calculated at a fixed inverse false alarm rate of 10 years and the shaded regions

correspond to the 1σ error in the measured VT ratio. Top: Increase in search sensitivity for

chunk 1, an analysis where a data quality flag was known to have a positive effect. The ratio

of the search sensitivity when using reranking versus vetoing candidates is shown in the second

panel. Bottom: Increase in search sensitivity for chunk 3, an analysis where a data quality flag

was known to have minimal effect. The ratio of the search sensitivity when using reranking

versus vetoing candidates is shown in the fourth panel. In both cases, reranking times during

data quality flags only increases the sensitivity of the search compared to vetoing.
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time series is generally lower than used in the GstLaL implementation. Moreover, Ref. [142]

does not down-rank any excess noise correlated with iDQ log-likelihood time series percentiles

below 50, even in cases where we include a correction.

3.4.4 Alternate Binning Strategies

The binning strategy described in section 3.3.1 is only one of the multiple ways to split the

gravitational-wave template and data quality parameter space. In general, the strategy will de-

pend on the template bank used for the search and the data quality products used in the analysis.

In addition to the method presented so far, we investigate two alternate strategies.

In the first approach, the template bank is divided into six bins in template durations with the

bin edges in a geometric series between 0.15 seconds and 150 seconds. This method contains

fewer total bins than the default method and the bins contain vastly differing numbers of

triggers. However, the bin with the fewest total triggers was designed to contain roughly the

same number of triggers as each of the bins in the default method.

For the second alternate binning method, the trigger template durations are converted into

percentiles. Triggers are then separated into five bins with edges placed at percentiles of

{0, 6.25, 12.5, 25, 50, 100} in the template duration. Even in this case, the number of triggers

varies for each bin.

Figure 3.5 shows the variation in sensitivity of the PyCBC search due to including iDQ infor-

mation with the two different binning strategies as compared with the default choice. These

alternative approaches do not perform better than the default choice, so they are excluded from

the main analysis.

3.4.5 Multiple data quality products

In addition to considering the use of the iDQ time series and data quality flags separately, we

investigated the benefit of using both types of data quality products together. As described in

section 3.3.4, for periods when both products are active only the larger contribution to the noise

model is considered. Note that data quality flag information are included in the same way as in

the previous section: triggers during data quality flags are removed when the time-independent

noise model is calculated but included when candidates are identified.

As shown in the lower panel of Figure 3.3, including both the iDQ time series and data quality

flags increases the sensitivity of PyCBC by 20% compared to no use of data quality products. This

is consistent with the sum of the sensitivity gains from data quality flags and iDQ individually.

Although data quality flags and iDQ were based on the same auxiliary data streams, this result

suggests that the data quality issues identified by each product are distinct.
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Figure 3.5: The ratio of the sensitive volume-time (VT) for the PyCBC search over chunk 2 when

using the iDQ time series with different binning methods. The sensitivity is calculated at a

fixed inverse false alarm rate of 1000 years. In each case, the second panel shows the ratio of

the measured VT when using an alternate binning method versus the default binning method.

The alternative method used for the results in the top plot uses bins of different sizes. The

alternative method used for the results in the bottom plot uses bins based on percentiles of the

trigger template durations. These alternate binning strategies perform very similarly, but the

default method outperforms both alternate binning methods.
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Figure 3.6: The ratio of the sensitive volume-time (VT) for the PyCBC search, comparing the

sensitivity of the search when using seismic trend data as part of the ranking statistic versus

using no auxiliary information. Results are presented as a function of three different detection

thresholds and a range of masses of simulated signals. Shaded regions correspond to the 1σ

error in the measured VT ratio for each case. The measured VT ratio is above always 1.0,

indicating that the use of seismic trend data only has a positive effect.

3.4.6 Seismic monitors

So far I have discussed the benefits of including curated data quality products in the search,

however, the method previously described allows also to directly use of auxiliary data streams.

Using raw data from auxiliary channels means that analyses require little pre-processing. This

might be of use when the source of noise is identified by some auxiliary channels but other

products are not yet available. Also, auxiliary data could be used in the search together with

other products with the method described in section 3.3.4.

An example is to use data from accelerometers during periods of seismic activity. Seismic

activity is a major source of noise for LIGO and Virgo [155–157]. Seismic noise can couple into

the detector and appear in the strain data as scattered light glitches [79, 158]. Seismic trend

data represent another example of a non-binary data quality stream.

60



This analysis uses accelerometer data from the corner station at each detector in the LIGO

observatory. These sensors measure ground motion in the direction perpendicular to the arms of

the interferometer. The LIGO physical environmental monitor (PEM) employs a great variety

of accelerometers [159]. This analysis focuses on sensors sensitive to ground motion within

frequencies 0.03 – 0.1 Hz, which is often referred to as the earthquake band as earthquakes are

the main contributor to ground motion at these frequencies.

This investigation focuses on a single analysis period, chunk 2. Similar to the previous analysis,

this time is chosen due to the known data quality issue that is correlated with accelerometer

data streams. Note that seismic data is not available for public use via GWOSC, but is displayed

on the public Detector Status pages [160].

Figure 3.6 shows the increase in sensitivity from using seismic data across different template

masses. For most of the parameter space, the variation in sensitivity is marginal. However,

the search sensitive volume increased by as much as 5% in some regions of the trigger param-

eter space. Incorporating additional sensor data may further increase these sensitivity gains.

Because the methods presented in this chapter are fully generic for any time series, any useful

auxiliary information can be further incorporated into the search.

3.5 Summary, Limitations and Future Development

Instrumental and environmental noise artefacts pose one of the main challenges in the analy-

sis of data from ground-based interferometers and the detection of gravitational-wave signals.

Auxiliary sensors, monitoring the status of the detector and the environment in real-time, can

provide precious information to help the search for gravitational-wave signals to better charac-

terise the noise. Currently, auxiliary data are curated in data quality products and used in the

searches to veto candidates that appears when known sources of noise are present in the data.

However, the high rate of detections observed during O3 and expected for future observing

runs makes it likely to miss some events due to vetoes. A safer approach would be to rescale

the ranking statistics of candidates observed during these periods to account for the expected

higher level of noise.

In this chapter, I introduced a new method to directly use auxiliary data streams in a search for

gravitational waves. This method can be applied to both the original auxiliary data and derived

data quality products that are distributed alongside the strain data. Although this method was

applied to the PyCBC search for compact binaries, similar methods can be incorporated into

other search algorithms for both compact binaries [104, 107, 109, 161] and other gravitational-

wave sources [162,163].

I demonstrate this new method incorporating a variety of data quality products and raw aux-
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iliary data streams in the PyCBC search. In all cases, I found evidence that using information

from auxiliary channels can increase the sensitivity of the PyCBC search, i.e. the number of

detectable gravitational waves. In particular, using a combination of data quality products

increased the number of detectable gravitational-wave events by up to 20%. This approach is

particularly effective for gravitational-wave signals with higher masses.

Ultimately, the benefits of this method on the search sensitivity depend on the quality of the

products that are ingested in the search. Using data quality streams that are highly predictive

of a high rate of PyCBC triggers will naturally increase the benefits of this method. However,

even if the auxiliary data streams are uninformative the method will not decrease the overall

sensitivity of the search.

Other than increasing its sensitivity, the method has the advantage to facilitate the inclusion of

data quality products in the search. PyCBC can now use these products without pre-processing,

therefore the time to fully analyse LIGO data is drastically reduced. The versatility of the

method could also reduce the effort required from LIGO data quality experts to produce data

quality products. Flags are designed to remove the maximum number of triggers in the shortest

time to avoid vetoing long stretches of data. Because this approach does not require vetoing

data, flags might be constructed to be less conservative, indicating more periods of low quality

data while reducing the time to tune them. This may impact in particular transients that affect

long periods of data, like scattered light. Moreover, instead of using hand-tuned binary data

quality flags, this approach allows to directly ingest the relevant auxiliary data stream to the

PyCBC search. Including raw auxiliary data streams may also be more beneficial to the overall

sensitivity of the search.

Similar methods can be applied to the low-latency version of the PyCBC search, PyCBC Live [164,

165]. One practical difference for a low-latency implementation of this method is that most

auxiliary data streams are not available at the latencies required for detection. At present, only

a subset of data quality flags and the iDQ time series are available at the required latency.

There are a number of areas of improvement for this method that could be explored in future

works. First, the PyCBC noise model could be further improved including additional time de-

pendences. Due to practical limitations, the presented method does not account for variations

in the α(t) parameter, i.e. the slope of the noise trigger distribution fit. This might also im-

pact the sensitivity of the search. Future works might also investigate the time delay between

glitches in auxiliary channels and noise triggers in the gravitational-wave strain. In this model

no delay is assumed, however, including delays might be relevant for low mass templates, that

last many seconds or minutes. Finally, multiple data streams could be better treated including

the correlation between input data instead of considering the channel which simply gives the
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major contribution to the PyCBC trigger rate.

The work described in this chapter demonstrates that using auxiliary data streams is funda-

mental to having better control of gravitational-wave data analysis. However, because most

of the auxiliary data streams and data quality products used in this analysis are not publicly

available, this method gives the maximum benefits only on internal LIGO analysis. In the fu-

ture, more data might be published and this approach could be more widely used or emulated.

Releasing these datasets to the wider scientific community might allow the development of new

and better approaches which could lead to the detection of new gravitational-wave signals and

advance the state of the art. Therefore, it is my personal opinion that releasing these datasets

might be extremely beneficial also to the LVK Collaboration.
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Compact Binary Coalescence Searches in

Non-Stationary Noise

“ ’Cause all I want is the moon upon a stick

Just to see what if

Just to see what is”
Radiohead - Lotus Flower

Declaration: the majority of the material in this chapter is based on my first author paper “Dy-

namic Normalization for Compact Binary Coalescence Searches in Non-Stationary Noise” [166]

with some edits for style and added details for clarity. Section 4.1 and 4.2 are my own unpub-

lished material. Part of the discussion in Section 4.6 is taken from my contribution in another

work [167].

4.1 Introduction

Searches for coalescing binaries using matched-filtering have contributed to the detection of

all transient gravitational-wave signals to date [14, 102, 103]. Matched-filtering correlates the

detector data with a set of compact binary coalescence (CBC) templates which sample the

waveform parameter space. This approach requires weighting the correlation with the detec-

tor’s PSD, which is typically estimated over several minutes [96, 106, 161]. In the presence of

stationary and Gaussian noise the estimated PSD accurately describe the noise properties, and

the matched filter is the optimal detection strategy [110]. In the previous chapter, I explored

how non-Gaussianities can affect the search. In this chapter, I discuss the validity of describing

the interferometric noise as stationary, and the effect that deviations from stationarity have on

the search.

Before investigating non-stationarity in LIGO and Virgo data, it is worth introducing the con-

cept of stationarity for a general random process. A random process is described as stationary
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Figure 4.1: Examples of simple forms of non-stationary time series. The left plot shows the

original timeseries, which is Gaussian distributed with zero mean (µ) and standard deviation

σ = 1. µ is represented by the black dashed line, while red lines show the 95% confidence interval

of the distribution. The central plot shows the same distribution with the mean modulated by

a sin function. In the right plot the variance increases linearly with time.

if its statistical properties are time independent. Signal processing generally assumes wide-

sense stationarity1, which requires only the mean and the covariance to not change with time2

(see for example Ref. [168]). The average time-properties of a random process X(t) can be

described through its auto-correlation function (ACF) RXX(t, t′) = E[X(t)X∗(t′)], where E[X]

is the expectation value and X∗ is the complex conjugate of X. If X(t) is weakly stationary,

the ACF does not depend on the time when is estimated, but is only a function of the time lag

τ = t− t′:

RXX(t, t′) = RXX(τ) = E[X(t)X(t− τ)] =

∫ +∞

−∞
X(t)X(t− τ) dt (4.1)

An equivalent analysis can be done in the frequency domain, defining the covariance matrix

as CXX(f, f ′) = E[X(f)X∗(f ′)], where the f variable implies the Fourier transform of the

time series. For a stationary process, the frequency components are independent, therefore

the covariance matrix is diagonal. The diagonal terms consist of the Fourier transform of the

autocorrelation function, i.e. the PSD of the process SXX(f):

SXX(f) = FT{RXX(τ)} =

∫ +∞

−∞
RXX(τ)e−2πifτ dτ (4.2)

A non-stationary process has time-varying statistics, with variations which can appear as a

trend in the mean or as forms of heteroskedasticity. In the simplest case, these variations

are trivial modulations of the timeseries that can be easily modelled and removed. This is
1Also called weakly stationary processes.
2Wide-sense stationarity implies also finite mean and variance.
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the case of Figure 4.1, in which the mean and the standard deviation of a Gaussian process

are simple functions of time. However, in general non-stationarities are unpredictable and

can not be easily modelled or forecasted. In the frequency domain, non-stationarity appears

as correlations between different frequency components of the process. Hence, the covariance

matrix presents non-diagonal terms and the PSD is not sufficient to describe the frequency

amplitudes of the signal. Indeed, the PSD gives only an estimate of the stationary part of

the spectrum and does not provide any information about the time evolution of the frequency

distribution of the power. This means that calculating the PSD over different time windows

could give different results.

The fact that the PSD does not provide a reliable estimate of the power of non-stationary

processes is a crucial problem for the CBC searches based on matched filtering. Cross-correlating

the template waveforms with the data requires applying a whitening filter, i.e. rescaling both

the template and the data by the noise amplitude spectral density (ASD) 3. If the whitening is

inaccurate due to a wrong PSD, the matched-filter SNR is mis-estimated.

Consider the specific case of the PyCBC search. The pipeline divides the detector data into blocks

of 512 seconds and computes the PSD for each period. Fluctuations of the noise spectrum

over shorter time-scales would make the SNR inconsistent on the 512 seconds stretch of data.

Moreover, the SNR time series is used to find and rank single detector triggers, which can

be generated by either real signals or noise artefacts. Due to the presence of non-stationary

noise, some triggers might be artificially ranked higher or lower. Therefore, non-stationarity in

the data can jeopardize the sensitivity of the search in two different ways: first, the ranking

statistics of real signals might be inaccurate; second, the distribution of noise triggers could

vary on different time scales due to variations in the noise spectrum. As shown in section 2.3.3,

a consistent estimate of the background distribution is fundamental to correctly calculate the

significance of a gravitational-wave detection. Characterising mis-estimations of the PSD is

therefore crucial to mitigate the effects of non-stationary data in the search. It is worth noting

that some non-stationarity might not cause variations in the PSD. Those instances are not

considered in this analysis because they do not directly affect the search.

In the remainder of this chapter, I present evidence of the presence of non-stationarity in LIGO

data from the second observing run and formally derive how variations in the noise PSD affect

the detectability of gravitational-wave signals from merging of compact binaries. I develop

a technique to account for the changing detector noise and incorporate this method into the

PyCBC library [106, 110, 169]. I investigate the impact of the PyCBC search background on data

from LIGO-Virgo’s second observing run [146, 170], finding that dynamically normalising the

ranking statistic improves the sensitivity of the PyCBC search, in particular to binary neutron
3The amplitude spectal density is defined as the squared root of the PSD.
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stars.

4.2 Non-stationary noise in ground-based gravitational-

wave interferometers

The output from gravitational-wave detectors can be highly non-stationary. Perturbations from

the environment, technical disturbances and even unmodelled behaviour of the detector can sum

with the fundamental interferometric noises, perturbing the detectors on time scales which can

vary from seconds to several minutes. It is worth noting that the mean of the detector noise

can be assumed to be constant because the ground-based interferometers are insensitive to

frequencies below 10 Hz and so the data are effectively high-passed. Therefore non-stationarity

appears only as variations of the noise variance.

Technical sources of non-stationarity are direct consequences of the complexity of the gravitational-

wave interferometers. To reach the sensitivity necessary to measure gravitational-wave signals,

the detector needs to be constantly controlled and adjusted. For instance, keeping the laser

light resonating inside the optical cavities of the interferometers requires a complicated length

sensing and control system [171]. This system senses all longitudinal degrees of freedom of the

detector, suppressing external differential arm displacements. Residual motions are suppressed

using a feedback control signals that actuate on the suspended mirrors using either coil-magnet

or electrostatic actuation. The actuator function should be stable over time. In reality, the

actuation strength varies due to charges accumulating on the test masses, introducing vari-

able noise in the gravitational-wave strain. Another major source of non-stationarity is natural

events, like earthquakes, thunderstorms and even vibrations due to the ocean waves [172]. Those

perturbations can couple with the interferometer output, for instance through angular motion

of the test masses, introducing noise artefacts like scattered light [158].

In principle, non-stationary noise can be identified in the data checking for correlations be-

tween different frequency components, however, a purely visual analysis of the time-frequency

spectrogram is generally more practical. The top plot of Figure 4.2 shows an example of non-

stationarity in LIGO Hanford data recorded during O2. Variations in the noise lasting for

approximately 20 minutes affect the gravitational-wave strain at frequencies below 200 Hz, ap-

pearing in the spectrogram as power excess. Those variations were due to an earthquake with

a magnitude of 6 in the Richter scale propagating from 129 km south of Raoul Island, in New

Zealand [173]. The seismic waves hit both the LIGO detectors [174, 175], causing LIGO Liv-

ingston to lose lock. The bottom plot of figure 4.2 shows the variations in the vertical ground

motion registered by seismometers in the corner station of the LIGO Hanford detector during

the earthquake. The period of higher ground motion coincides with the power excess in the
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Figure 4.2: (Top) Spectrogram of LIGO Hanford data during an earthquake. Noise varia-

tions last for approximately 20 minutes causing power excess in the gravitational-wave data at

frequencies below 200 Hz. (Bottom) Variations in the vertical ground motion recorded by seis-

mometers in the corner station of the LIGO Hanford detector during the earthquake. Higher

ground motion correlates with non-stationarity in the strain.

68



Figure 4.3: Variations in LIGO-Hanford sensitivity during times of high seismic noise. (Top)

The average range drops drastically during times of higher ground motion, enclosed by red

dashed lines (also see Figure 4.2). (Bottom) Power spectrum of LIGO Hanford data calculated

during times of higher ground motion (blue line) compared to the calibrated spectra from a

representative time of best sensitivity of O2, taken on Jun 10 2017 (orange line). Note the huge

difference at low frequencies.
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spectrogram, clearly demonstrating the source of non-stationarity in the data.

A useful figure of merit to understand the effect of noise variations in the detector sensitivity

to gravitational waves is the average BNS range. This represents the distance (averaged over

sky location and orientation) at which a detector could observe the merger of two neutron stars

of 1.4M⊙ with SNR 8. As shown in Figure 4.3, the BNS range dropped dramatically over the

duration of the earthquake, with an average decrease in range of 20 Mpc. The drop originated

from variations in the PSD of the detector. In fact, the sensitivity of gravitational-wave detec-

tors to astrophysical signals is deduced by estimating the PSD of the noise contributions to the

measured strain [171]. During the earthquake, the PSD of the detector increased dramatically

at lower frequencies, causing the detector to be less sensitive.

The most effective approach to compensate for variations in the PSD is to directly remove

the noise artefacts from the data. Sensors belonging to the PEM can be extremely useful to

track non-stationarity generated by environmental disturbances [78,176]. Witnesses of the noise

modulations can then be used to subtract the external source of noise from the data. Ref. [177]

demonstrates the applicability of this approach when the noise modulations are sensed by slowly

varying witness sensors. Using a machine learning algorithm they effectively model and subtract

non-stationary modulations of the noise.

However, it is not always possible to identify the source of the noise variations. Perturbations in

the detector environment might cause variations in the detector components that are extremely

hard to model, or, in the worst case, unpredictable. For example, variations in the temperature

of the chamber can affect the internal structure of the suspensions connected to the test masses,

slowly varying the relative position of the mirrors with respect to the laser, and therefore chang-

ing the optical gain of the detector. Figure 4.4 presents an example of an unmodelled source of

non-stationarity in LIGO Hanford data. This artefact, initially called “60-200 Hz noise” [130]

and then referred to as “Scratchy” [178], was first observed in LIGO Livingston data during

the first observing run. This noise source lasts generally from 10 seconds to several minutes

and appears as arc-like patterns which resemble scattered light, but at a higher frequency. This

non-stationarity can cause loud noise triggers in the PyCBC background, in particular for long

duration templates. To reduce the impact on the search, periods presenting these artefacts were

consistently vetoed during the first observing runs. Despite some evidence that the motion of

baffles used to block stray light might be involved in the generation of these artefacts [179,180],

the exact cause is not yet fully understood. The lack of clear witnesses makes the algorithm

described in Ref. [177] ineffective to this noise source.

Several other works have attempted to model non-stationarity relying only on the detector

strain [181–183]. For example, Ref. [182] describes non-stationary noise n(t) as a sum of a
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Figure 4.4: Non-stationarity from unmodelled noise sources in LIGO Hanford.

Gaussian stationary component n1(t) that represent the background noise, and a Gaussian

noise component of unknown origin n2(t) with oscillating amplitude B(t), such that:

n(t) = n1(t) +B(t)n2(t). (4.3)

By varying the period and amplitudes of B(t) it is possible to describe periods of short bursts

of non-stationarity generated by environmental events like thunderstorms and also extended

periods of non-stationarity, such as microseismic ground motion [176,184]. However, this model

assumes the non-stationary part of the noise to be separable from the background noise, which is

not possible when the source of non-stationarity couples non-linearly with the strain data.

In conclusion, the variability in duration and frequency range and the variety of noise sources

make non-stationarity an extremely difficult target for modelling and noise subtraction. A

simpler approach is to model how sources of non-stationary affect the spectrum of the detec-

tor.
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4.3 Effects of non stationarity in gravitational-wave signal

extraction

Section 2.2 discussed how to optimally extract gravitational-wave signals from stationary and

Gaussian noise through the matched filter, which requires to empirically estimate the PSD

of the noise over a certain time window. To highlight the effects of mis-estimating the PSD,

henceforth I will distinguish between the estimated spectrum of the noise SE(f) and the actual

spectrum SA(f), with the latter representing the instantaneous true value of the noise PSD.

With this notation, Equation (2.3) becomes

⟨n∗(f)n(f ′)⟩ = 1

2
SA(|f |)δ(f − f ′), (4.4)

and the inner product is given by

(s|h)(t) ≡ 2

∫ ∞

−∞

s(f) h∗(f)

SE(|f |)
df , (4.5)

with t and f indicating whether a quantity is in the time or frequency domain. To obtain the

SNR time series of the data the matched filter has to be normalised. If the data do not contain

any signals, i.e. s(t) = n(t), the mean value of the matched filter over different noise realisations

cancels, i.e. ⟨(n|h)⟩ = 0. Therefore, the variance of the matched filter is given by

⟨|(n|h)|2⟩ =
〈
4

∫ ∞

−∞

∫ ∞

−∞

n(f)h∗(f)

SE(|f |)
h(f ′)n∗(f ′)

SE(|f ′|)
dfdf ′

〉
, (4.6)

= 4

∫ ∞

−∞

∫ ∞

−∞

⟨n(f)n∗(f ′)⟩ h(f)h∗(f ′)
SE(|f |)SE(|f ′|)

dfdf ′ , (4.7)

= 4

∫ ∞

−∞

∫ ∞

−∞

1
2SA(|f |)δ(f − f ′)h(f)h∗(f ′)

SE(|f |)SE(|f ′|)
dfdf ′ , (4.8)

= 2

∫ ∞

−∞

|h(f)|2

SA(|f |)

(
SA(|f |)
SE(|f |)

)2

df , (4.9)

where Equation (4.8) follows from the definition of SA, which is the actual spectrum of the

noise. If the statistical properties of the noise do not vary in time, i.e. SE ≡ SA, Equation (4.9)

reduces to (h|h), which motivates the definition of the matched-filter SNR given in Equation

(2.6). It follows that if nothing but noise is present in the data the variance of the SNR is
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⟨ρ2⟩ =
〈 |(n|h)|2

(h|h)

〉
, (4.10)

=
⟨|(n|h)|2⟩
(h|h)

, (4.11)

=

(
2

∫ ∞

−∞

|h(f)|2

SE(|f |)
SA(|f |)
SE(|f |)

df

)
/

(
2

∫ ∞

−∞

h(f)h∗(f)

SE(f)
df

)
, (4.12)

=

(∫ ∞

−∞

|h(f)|2

SE(f)

SA(f)

SE(f)
df

)
/

(∫ ∞

−∞

|h(f)|2

SE(f)
df

)
. (4.13)

Equation (4.13) shows that the SNR variance depends explicitly on the ratio of the estimated

spectrum (SE) and the actual one (SA). If the noise is non-stationary, i.e. SA varies over

time, the SNR variance will be time-dependent. Hence, an estimate of the SNR variance can

be used to develop a new statistic which measures short duration variations of the noise PSD.

Henceforth, I will refer to this as the PSD variation statistic.

4.3.1 Optimality of the matched filter

The mis-estimation of the noise spectrum affects both the inner product of the signal with the

template and its variance in noise. To identify the optimal detection statistic, both these effects

must be taken into account. For instance, using a very narrow bandwidth to define the inner

product would lower the variance of the inner product in noise, however the matched filter

would become less effective overall due to the reduction in the overlap between the signal s(t)

and the template h(t).

The optimal configuration is obtained when the ratio between the SNR squared and its variance

in noise is maximised. To prove that this is consistent with SE = SA it is convenient to

define

w(f) = 2
|h(f)|2

SA(|f |)
and u(f) =

SA(|f |)
SE(|f |)

(4.14)

so that

(h|h) =

∫
u(f)w(f) df , (4.15)

⟨(s|h)2⟩ =

∫
u2(f)w(f) df . (4.16)

By considering a signal with unknown amplitude s = Ah and ignoring the noise contribution,

the SNR squared ρ2s is

ρ2s =
(s|h)2

(h|h)
= A2(h|h) = A2

∫
u(f)w(f) df . (4.17)
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Using (4.15) and (4.16) we can rewrite the variance of the SNR squared in noise as

⟨ρ2⟩ = ⟨(n|h)2⟩
(h|h)

=

∫
u2(f)w(f) df∫
u(f)w(f) df

. (4.18)

Treating w(f)df as a measure dw, the SNR normalised by its variance becomes

ρ2s
⟨ρ2⟩

= A2

(∫
u dw

)2∫
u2dw

≤ A2

∫
dw , (4.19)

where the Cauchy-Schwartz inequality is used to set an upper limit to the ratio. The limit is

saturated when u = 1, namely when the estimated spectrum is equal to the actual one. Ac-

cordingly, if data are non-stationary, i.e. SA ̸= SE , the inner product is not an optimal receiver

and therefore the matched filter SNR does not provide the optimal detection statistic.

4.4 Tracking PSD variations in gravitational-wave data

Because the matched filter is sub-optimal in non-stationary noise, it is crucial to be able to

effectively identify non-stationary data. In order to track the variation of the noise PSD,

I model the relation between the actual spectrum and the estimated one with a frequency-

independent factor vs, such that SA = vsSE . The PSD variation is defined as the time series

which tracks vs. A similar approach was simultaneously developed by Ref. [145].

Computing vs(t) requires to estimate the SNR variance of the data as a function of time.

Following Equation (4.13), I begin by computing the filter

F(f) =
|h(f)|
SE(f)

. (4.20)

The estimated spectrum SE(f) is computed over 512 seconds segments of data using the Welch

method on overlapping segments of 8 seconds. This is identical to how the PyCBC search

estimates noise. To compute |h(f)|, it is practical to use an approximated expression for

CBC templates which captures the dominant amplitude behaviour, giving |h(f)| ∝ f−7/6 [43].

This approximation accounts for the frequency evolution of the inspiral phase, therefore is

particularly accurate for low-mass systems. Higher mass systems (Mtot ≳ 12M⊙) would require

semi-analytical or numerical relativity waveforms [43], with amplitudes that do not depend

naively on the frequency.
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Before applying the filter to the data, I combine F(f) with a bandpass filter to remove the con-

tribution of undesired frequencies (PyCBC implementation makes use of SciPy’s firwin [185]).

The low frequency threshold (20 Hz) is determined by the LIGO detector sensitivity curve, while

frequencies above 480 Hz are filtered out to remove strong spectral lines [7] and to reduce the

computational cost. It is worth noting that this choice has a disadvantage: any non-stationarity

affecting only the highest frequencies of the noise spectrum will not be tracked. However, the

frequency range considered corresponds to the region of higher sensitivity for ground-based

detectors, enclosing most of the power of the observable CBC signals. Other approaches to

expand the frequency range could be explored in future projects.

The combination of F(f) and the band-pass filter is smoothed with a Hann window func-

tion [186] and combined with the data. The resulting frequency series can be used to estimate

⟨ρ2⟩ at a given time t0, up to a constant:

⟨ρ2⟩(t0) ∝
∫ ∞

−∞
|F(f)s(f)|2 df . (4.21)

However, because the output of gravitational-wave detectors is a time series, estimating ⟨ρ2⟩

through Equation (4.21) is impractical, requiring to compute a frequency representation of the

data at each instant. Instead, Parseval’s theorem allows to express Equation (4.21) in the time

domain. Therefore, the PSD variation vs can be defined as

vs(t0) ≡ N ⟨ρ2⟩(t0) ≃ N
∫ t0

t0−∆t

|F(t) ∗ s(t)|2 dt , (4.22)

where F(t) ∗ s(t) is the convolution between the filter and the data and N is a constant such

that the expectation value of vs in Gaussian stationary noise is 1. It is worth noting that vs(t0)

is not an instantaneous estimation of the spectrum, but gives an estimate of the SNR variance

averaged on the previous ∆t seconds. ∆t determines the typical time scale at which we want

to track variations in the noise PSD. Moreover, because data are discretely sampled, in PyCBC

the integration over time is substituted by the mean square of the filtered data.

4.4.1 Uncertainty in the estimation

Tracking variations of the PSD over short time scales increases the uncertainty of the estimation

of the SNR variance. To show this explicitly, I derive analytically the statistical properties of

the estimator when data are stationary and Gaussian. In this case, it is convenient to factor

the filter F(f) into a normalisation, a weighting and a whitening factor. The filter applied to

the data in the frequency domain is therefore
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Figure 4.5: (Top) Time series of the PSD variation statistic for 4 hours of simulated LIGO

Hanford Gaussian noise. The red dashed line shows the 5σ level measured for the PSD vari-

ation in Gaussian noise. (Bottom) Normalised distribution of the PSD variation values. The

distribution is well approximated by a Gaussian with mean 1. The Gaussian fit is represented

by a dashed black line.
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F(f)s(f) = N |h(f)|√
SE(f)

s(f)√
SE(f)

, (4.23)

where the final factor is approximately white Gaussian noise. This factor has unit-variance

Gaussian real and imaginary parts in each frequency bin, therefore the squared magnitude of

|h(f)|/
√
SE(f) is χ2-distributed with two degrees of freedom. The PSD variation statistic is

a sum over frequencies of |F(f)s(f)|2, so it is a weighted sum of χ2(2) random variables. The

moment generating function of the distribution is Mt =
∏N

j=1(1− 2wjt)
−1, where wj =

|h(fj)|2
SE(fj)

is the weight of the j-th frequency bin and N is the total number of frequency bins. Accordingly,

the variance of the PSD variation distribution relative to its mean is

Var(vs)

⟨vs⟩2
=

∑N
j=1 w

2
j(∑N

j=1 wj

)2 =
1

∆t ∆feff
≥ 1

N
(4.24)

where the lower limit is defined by the Cauchy-Schwarz inequality and is reached when the

weights wj are all equal. ∆feff is the number of weights which contributes to the summation

per second and it represents the frequency range where the detector is effectively sensitive to

gravitational-wave signals. For LIGO detectors during the second observing run the expected

dominant weights are in a frequency range of approximately 100 Hz, due to the detector sensi-

tivity. Given a detector noise curve, the only parameter which controls the variance of vs is ∆t,

which is the same time interval defined in Equation (4.22). A longer time window makes the

estimation more precise, although shorter ∆t allows to track quicker variations in the spectrum.

In this work, I decided to fix the integration time, ∆t, to 8 seconds4. This time window is consis-

tent with the typical time-scale of the noise variations and it is sufficient to encompass the main

power of typical CBC waveform templates. With this choice and assuming all the weights are

equal in the frequency range the resulting variance of the PSD variation is 1.25× 10−3.

To verify this prediction, I computed the PSD variation over 4 hours of simulated LIGO-

Hanford detector noise. The noise is generated using the aLIGOZeroDetLowPower PSD [187]

from LALSimulation [188]. Figure 4.5 shows the estimated vs(t) and its distribution. The PSD

variation distribution of stationary gaussian noise is well represented by a Gaussian distribution

with mean 1 and variance of ∼ 1.7 × 10−3. Hence, the effective bandwidth of the Hanford

detector during O2 is therefore approximately 70 Hz.

The SNR variance is not suitable to track noise variations in lower bandwidth detectors, such

as KAGRA. Indeed, its narrow effective bandwidth requires an integration time longer than the
4∆t = 8 seconds is also the default choice in the PyCBC pipeline
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time scale of variations in the noise PSD to obtain a reasonable uncertainty. Accounting for noise

variations will be increasingly important in the future, when the ground-based gravitational-

wave detectors reach their design sensitivity. Moreover, the next generation of ground-based

detectors, such as the Einstein Telescope [189], will have a higher bandwidth which allows

tracking of non-stationarity over shorter time scales.

4.4.2 Effect of glitches

The PSD variation statistic can be strongly affected by loud instrumental noise transients,

known as glitches [70, 71], which corrupt the data over short time scales. These artefacts are

not the target of the PSD variation statistic. In fact, accurately tracking variations on timescales

less than a second would increase massively the variance of the distribution, as well as making

it less sensitive to longer disturbances.

In order to reduce the contribution of glitches, I introduce an additional data cleaning step

in the estimation of vs. First, Equation (4.22) is computed over a short timescale of ∆t =

0.25s. This allows to identify and remove outliers, which are defined as the elements of the

timeseries vs(ti) that are greater than twice the mean of the surrounding values. Outlier values

are substituted with the corresponding mean value, therefore:

vs(ti) =


vs(ti−1)+vs(ti+1)

2 , if vs(ti) > vs(ti−1) + vs(ti+1),

vs(ti), otherwise.
(4.25)

The cleaned time series is then averaged over an 8 seconds period to produce the final estimate

of vs(t). Figure 4.6 shows how the correction reduces the impact of a "Tomte" glitch [76] to the

PSD variation timeseries.

4.4.3 PSD variation of gravitational-wave signals

Using a set of simulated merger signals I investigate how the presence of gravitational-wave

signals in the data may affect the PSD variation statistic. I simulate a population of 75 binary

black holes mergers [190] and 75 binary neutron stars mergers [191], uniformly distributed in

chirp mass and distance, spanning the astrophysical signal space observable by LIGO detectors.

The signals are distributed uniformly in 4 hours of simulated stationary Gaussian noise.

Figure 4.7 shows the relation between the PSD variation computed at the mergers time and

the SNR of the injections. For signals with SNR below 15, the PSD variation distribution does

not change due to the presence of the signals; none of the PSD variation values for simulated

mergers is distinguishable from the values obtained in stationary Gaussian noise. For louder

sources the PSD variation scales linearly with the square of the signal SNR. In particular, a

detection statistic obtained by re-scaling ρ with
√
vs(t) is a monotonically increasing function of
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Figure 4.6: Effect of glitches on the estimated SNR variance. (Top) Time-frequency spec-

trogram of a Tomte glitch. (Bottom) PSD variation timeseries before (orange line) and after

(blue line) including the correction for short-time variations. Note that the corrections remove

completely the effect of the glitch from the estimated SNR variance.
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Figure 4.7: Relation between the PSD variation statistics (vs) and the SNR of BBH (top plot)

and BNS signals (bottom plot). vs differs from the expected distribution in Gaussian noise

in the presence of signals with SNR greater than 15 for BBH, and greater than 50 for BNS.

Rescaling the SNR by the PSD variation does not affect the detectability of gravitational-wave

signals.
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the SNR for any CBC signal. Therefore, the ranking statistic of loud sources, even if re-scaled,

remains above the detection threshold for the PyCBC search.

Figure 4.8 and 4.9 reports the PSD variation for two signals detected during the second observing

run. In particular, Figure 4.8 shows the time-frequency spectrogram of Hanford data around

GW170729, a gravitational-wave signal generated by the inspiraling and merging of two black

holes. The signal was detected by the PyCBC search pipeline with an SNR of 7.4 [167]. Due to

the low SNR, the gravitational-wave signal does not affect the measured PSD variation, which

is consistent with values in Gaussian noise. Despite its higher SNR (18.6 in LIGO Hanford),

also the BNS signal GW170817 does not influence on the PSD variation, confirming the results

obtained with simulated events.

4.5 PSD Variation Statistic over LIGO Data

So far, I have described how the SNR variance can be used to track short-term variations in the

noise spectrum and I have identified a practical approach to estimate it. Now, I demonstrate

that the PSD variation statistics can be effectively used to identify times of non-stationarity

in real LIGO data. As an example, I consider LIGO-Hanford data between January 22th 2017

08:00:00 UTC and February 3rd 2017 16:20:00 UTC, corresponding to ∼ 10 days of observing

data. During this period the noise spectrum of the detector was extremely unstable due to

environmental disturbances, such as high micro-seismic noise due to bad weather conditions.

Consequently, the detector sensitivity shows wide variations which appear in Figure 4.10 as

slow drops in the angle-averaged BNS range.

Figure 4.11 shows the distribution of the PSD variation statistics during this period compared

to the theoretical prediction from Gaussian stationary noise. Non-stationarity appears as a tail

of high PSD variation values, representing ∼ 1% of the analysed period5. It should be noted

that the x-axis of Figure 4.11 has been restricted for visualisation purposes. In fact, the tail of

the distribution extends to PSD variation values of order of 103. These instances are due to a

class of extended clusters of transient noise which are relatively rare and are not the target of

this method.

Figure 4.11 shows also an excess of low values of the PSD variation (vs ≲ 0.8). This effect is a

consequence of estimating SE(f) over a limited time period (512 seconds). If the data quality

is particularly poor for most of the interval, SE(f) will also be affected. In this period there

might be a shorter stretch of good quality data, which would cause
5For simplicity, here I assume that vs > 1.2 indicates that the noise is non-stationary
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Figure 4.8: (Top) Time-frequency spectrogram of the gravitational-wave signal GW170729

seen by the Hanford detector. (Bottom) Time-frequency spectrogram of 20 seconds of Hanford

data around GW170729. The red dashed box encloses the data used to compute the PSD

variation statistic at the merger time. The associated PSD variation value is reported in the

label. The presence of GW170729 does not affect the PSD variation statistics.
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Figure 4.9: (Top) Time-frequency spectrogram of the gravitational-wave signal GW170817

seen by the Hanford detector. (Bottom) Time-frequency spectrogram of 20 seconds of Hanford

data around GW170817. The red dashed box encloses the data used to compute the PSD

variation statistic at the reference time. The associated PSD variation value is reported in the

label. GW170817 has no effect on the PSD variation statistics.
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Figure 4.10: LIGO Hanford angle-averaged minute-trend BNS range between January 22th

2017 08:00:00 UTC and February 3rd 2017 16:20:00 UTC. Non-stationarity in the data caused by

environmental noise changes the overall shape of the PSD, causing slow drops in the detector

sensitivity, which is highly unstable. Sudden drops are due to loud noise transients, called

glitches.

⟨ρ2⟩ ∝
∫
SA(f)

SE(f)
df ≪ 1 . (4.26)

Because very long non-stationarities (∆t ≃ 1000 seconds) are rare, estimating SE(f) over longer

intervals might reduce this effect. Although low vs data do not affect the ability to identify non-

stationary noise, hence those periods might simply be considered stationary without introducing

any other correction.

Using the PSD variation statistics has the advantage of identifying many different forms of

noise that can impact a matched-filter search. The bottom plot of Figure 4.11 shows the

spectrogram of example data picked from the tail of the PSD variation distribution. The power

excesses, shown in yellow, are clearly not associated with any gravitational-wave signal and

their origin is not trivial. Within the tail are other forms of noise which can look very visually

different to Figure 4.11. The great majority of noise variations are more subtle, with 99% of the

non-stationarity having vs ∈ [1.2, 3]. A more typical example of non-stationarity is shown in

Figure 4.12. Due to the low magnitude of these variations their impact on the search might be

underestimated or even completely ignored, in particular in low latency. Therefore I developed

a PSD variation monitor to assess the stationarity of LIGO detector data in low latency to

inform possible retractions of false LIGO-Virgo events. This low latency monitor has been

84



Figure 4.11: (Top) Distribution of the PSD variation statistic of LIGO-Hanford data between

January 22th 2017 08:00:00 UTC and February 3rd 2017 16:20:00 UTC. The black line shows

the expected distribution for Gaussian stationary noise. The x-axis is restricted to a statistic

value 3 for visualisation purposes. (Bottom) Time-frequency spectrogram of data belonging

to the tail of the PSD variation distribution. The red dashed box encloses the data used to

compute the PSD variation statistic at the reference time. The associated PSD variation value

is reported in the label.
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Figure 4.12: Spectrogram of moderate non-stationarity in LIGO Hanford data from the second

observing run. Note that the power excess (in yellow) is barely visible. The great majority of

unmodelled noise sources which couple with the strain causing low amplitude variations in the

noise power spectrum. These variations can still impact the search and must be taken into

account.

running for the entirety of O3, being one of the tools used to automatically generate data

quality reports [192] to quickly assess the quality of each gravitational-wave candidate.

4.6 SNR normalisation

Gravitational-wave searches for coalescing binaries based on matched filtering identify signals

by correlating the detector data against a set of CBC template waveforms. The searches begin

by dividing the data into blocks of several minutes and computing the average noise spectrum

of the detectors for each period. These are used to create a matched-filter SNR time series

for each template for each detector. Every local maximum in the SNR time series which

exceeds a fixed threshold defines a single detector trigger. These triggers can be generated

either by gravitational waves or noise artefacts. The PyCBC search pipeline down-ranks loud

noise transients with a chi-squared test which checks that the accumulation of signal power as

a function of frequency is consistent with the matching template waveform. The re-weighted

SNR, ρ̂, a function of ρ and χ2 given by Equation (1) of Ref. [193], defines the detection statistic

for a single detector that ranks the likelihood for a trigger to be due to a real signal versus

noise.
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Figure 4.13: Cumulative trigger rate computed using LIGO-Hanford data between January

22th 2017 08:00:00 UTC and February 3rd 2017 16:20:00 UTC. Top plot considers just triggers

recovered by short duration templates (0.175 - 0.51 seconds). Triggers in the lower plot use

long duration templates (longer than 4 seconds). The single detector background distribution

of long templates triggers is strongly affected by the PSD variation correction.
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Figure 4.14: Cumulative trigger rate computed using LIGO-Livingston data between January

22th 2017 08:00:00 UTC and February 3rd 2017 16:20:00 UTC. Upper plots consider just triggers

recovered by short duration templates (0.175 - 0.51 seconds). Triggers in the lower plots use

long duration templates (longer than 4 seconds). Including the PSD variation in the ranking

statistics reduces the impact of non-stationary noise in the search for long duration signals, like

BNS.
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Figure 4.15: Excess of noise triggers in LIGO Hanford (top) and LIGO Livingston data (bottom)

as a consequence of ignoring variations in the PSD. Noise triggers are considered only if their

detection statistic is greater than 6.5. Accounting for short-term variations of the noise PSD in

the PyCBC search drastically reduces the number of detected noise triggers. The biggest impact

is on templates with duration between 2 seconds and 100 seconds.
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Short-term fluctuations of the noise spectrum affect the optimality of the matched filter and can

bias the distribution of triggers, even in otherwise Gaussian noise. However, searches can not

account for these variations directly during the matched filtering because estimating the PSD

with sufficient accuracy to maintain search sensitivity requires durations of data of order of a

few hundred seconds [110]. Moreover, in order to construct the matched filter the same PSD

must be used over the duration of the signal. Calculating the PSD over short time periods (on

the order of seconds) is therefore problematic for long signals like binary neutron stars mergers

(i.e. on the order of minutes). A better approach is to re-rank the SNR time series with the

PSD variation statistic during times of non-stationarity.

I implemented this approach in the PyCBC search to account for noise variations of O(10s)

timescales. In order to build the optimal detection statistic, I initially analysed the empirical

relation between the PSD variation and the rate of noise triggers above a given threshold in ρ̂.

In a first implementation of this approach used in Ref. [167], I found the rate to be a function

of ρ̂vs(t)−κ, where κ is a constant allowing for deviation from the expected behaviour ρv−1/2
s .

Estimates of κ ≳ 0.33 were obtained, thus a re-scaled statistic ρ̂vs(t)−0.33 was employed to

obtain search results in Ref. [167].

The non-ideal estimated value of κ likely resulted from a combination of thresholding and

clustering effects on the trigger distribution, and, more importantly, from not accounting for

PSD variation in the chi-squared test calculation. Indeed, the effects of non-stationarity must

be considered in both the SNR time series and the chi-squared test. Since the SNR scales

as S−1/2
E , the trigger detection statistic is corrected dynamically by re-scaling the SNR by a

multiplicative factor vs(t)−0.5. The chi-squared time series depends on the power of the signal,

therefore it has to be re-scaled by vs(t)−1. Accordingly, the re-weighted SNR becomes:

ρ̂corr =

ρ̂v
−1/2
s , for χ2

rv
−1
s ≤ 1,

ρ̂
[
1
2 (v

3
s + (χ2

r)
3)
]−1/6

, for χ2
rv

−1
s > 1.

(4.27)

Figures 4.13 and 4.14 present how accounting for noise variations in the search affects the

single detector background distribution. The analysis made use of LIGO Hanford and LIGO

Livingston data from the same period considered in Section 4.5. Each plot shows the cumu-

lative trigger rate as a function of the detection statistic with and without the PSD variation

correction. It is worth noting that the trigger rates account only for noise triggers because real

gravitational-wave signals were manually removed before the analysis.

The results are presented by splitting the noise triggers into two categories based on the duration

of the template by which they have been recovered6: long duration triggers are found by
6The template duration is computed using a low-frequency cutoff of 20 Hz.
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template longer than 4 seconds; short duration triggers correspond to template between 0.175

and 0.51 seconds. The first category represents templates of binary neutron stars, neutron

star-black holes systems, and low mass binary black holes while the seconds are associated with

higher mass black holes binaries, including intermediate-mass black holes.

Correcting the detection statistic to account for non-stationarity changes drastically the distri-

bution of longer triggers, for both Hanford and Livingston data. Accounting for variations in the

PSD systematically reduces the cumulative number of detectable noise triggers. Noise triggers

recovered by short templates, however, are only slightly affected by the correction.

Figure 4.15 gives a clear picture of the impact of the new detection statistic on the number of

triggers across different templates duration. Correcting for variations in the PSD reduces the

number of triggers for all templates, having the most significant effects for templates between

2 and 100 seconds. The correction has its lowest impact on shorter duration triggers. In fact,

as described in Section 4.4.2, the PSD variation statistics is insensitive to isolated short noise

transients, the effect of which averages out over the 8 seconds integration time. Reducing the

integration time could improve our ability to down-rank short templates, however it would

increase the uncertainty of the estimation.

It should be noted that short duration templates appear in Figures 4.13 and 4.14 also at very

high detection statistic. In the case of Gaussian noise, we would expect to obtain similar

distributions between short and long templates. This asymmetry suggests the presence of short

noise transients which are not fully suppressed by the pipeline affecting the sensitivity of the

search [76,194].

4.6.1 Improvements in the search sensitivity

Reducing the number of noise triggers over the detection threshold improves the sensitivity

of the search for gravitational-wave signals. To quantify the improvements due to the PSD

variation correction, we estimate the sensitivity volume of the search. Considering just the two

LIGO detectors, the network coincident trigger rate, RN , can be naively estimated as:

RN = RH1 ×RL1 × 2∆t (4.28)

where RH1 and RL1 are the trigger rate for Hanford and Livingston detectors and ∆t is the time-

distance between them (∼ 10−3s). Equation (4.28) can be further simplified approximating the

detectors to have similar performances, i.e. RH1 ≃ RL1. Hence, fixing the network false alarm

rate (FAR) to 1 per year gives RH1 = RL1 = 1.25×10−3 Hz, corresponding to a single detector

FAR of 1 per 13 minutes. Finally, the volume increase is:
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Vcorr
V

=

[
ρ̂corr|FAR=1/13 mins

ρ̂|FAR=1/13 mins

]−3

(4.29)

where ρ̂ is the initial detection statistic for a single detector. We obtain a volume improvement

of ∼ 1% for short templates, while for long templates the sensitivity increases by ∼ 5%.

Using the same data, we also compare the search sensitivity of the two detection statistics by

adding 20,000 simulated signals during the PyCBC analysis [106]. We simulated a population of

mergers isotropically distributed in sky location, spanning uniformly the log-component-mass

search space. The fraction of injections identified by the pipeline at a given FAR determines the

sensitivity volume of the search. This method shows volume improvements due to the PSD vari-

ation correction which are compatible with our previous estimates within uncertainties.

4.7 Summary, Limitations and Future Development

In this chapter, I presented a new approach to account for noise variations in interferometric

gravitational-wave detectors which can limit the detection of compact binary coalescences. I

developed a new statistic to track noise variations which is based on estimating the variance of

the SNR, incorporating this method in the PyCBC search pipeline. Using the statistic to dynam-

ically re-rank the trigger detection statistic significantly changes the single detector background

distribution for long waveform triggers. This correction led to a 5% increase in the sensitive

volume of the PyCBC search for binary neutron stars, neutron star-black hole and low mass black

hole systems.

This approach has been used over the whole of the O3 observing run, helping to address noise

variations due to various sources, like scattered light and seismic noise. Moreover, it has been

proved useful in the low latency search, providing a quick assessment of the data quality.

The PSD variation statistic provides a computationally efficient way to account for non-stationarity

in the search. Moreover, it reduces the need to perform several cleaning steps before analysing

the data. In fact, during the first observing runs, some periods were vetoed due to the high

rate of artefacts arising from unknown sources of noise. The method I propose helps to analyse

even noisy stretches of data, increasing the observing duty cycle of the detector.

Despite showing promising results, this approach still has margins for improvement. First, it

is assumed that the variation in the noise PSD is constant over the duration of the signal. In

particular, the normalisation factor is computed over the last 8 seconds of the signal. While this

approximation is acceptable for most CBC observed by LIGO and Virgo, longer signals may

require a normalisation which keeps track of the evolution of the noise throughout the duration
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of the signal. Introducing this form of "dynamic" reweighting could be particularly important

for the next generation of ground-based detectors, which will have a higher sensitivity and

therefore will measure gravitational-wave signals at lower frequencies.

It is also worth considering that this approach tracks only variations in the variance of the SNR.

Non-stationarity which does not affect the SNR are not tracked nor downranked. Also, the PSD

variation is an approximation of the noise variations. The identification of all types of non-

stationary noise requires the estimation of the full noise covariance matrix. The noise covariance

would give a complete description of the detector noise. Currently, this is computationally

prohibitive, in particular for searches which requires computing the matched filter using tens of

thousand of CBC waveforms. However, I do not exclude (actually, it would be desirable) that

computationally efficient ways to compute the noise covariance will be proposed and developed

in the future.

Due to their increased sensitivity, accounting for noise variations will be even more essential in

future observing runs, when the gravitational-wave detectors will reach their design sensitivity.

Also, the next generation of ground-based detectors will have a higher bandwidth which allows

to track non-stationarity over shorter time scales. In addition, also LISA data will be non-

stationary [183], and something will be needed to track this.
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Parameter Estimation of Compact Binary

Mergers in Non-Stationary Noise

“ Come decidere di radersi i capelli

Di eliminare il caffè o le sigarette

Di farla finita con qualcuno o qualcosa

Una formalità, una formalità, una formalità

O una questione di qualità?”
CCCP - Io sto bene

Declaration: the majority of the material in this chapter is based on my first author paper

“Does non-stationary noise in LIGO and Virgo affect the estimation of H0?” [195] with some

edits for style and added details. Section 5.2 is mainly based on Ref. [196] and [197].

5.1 Introduction

So far I have discussed how the presence of non-stationary and non-Gaussian noise in LIGO

and Virgo data may affect the search for gravitational-wave signals and found solutions to

mitigate these effects. However, the detection of a signal is only the first step in the analysis

of gravitational-wave data. Search pipelines based on matched-filtering can effectively identify

gravitational waves from compact binaries and estimate their significance but are not designed

to infer precisely the properties of the source. The template bank is built to match signals with

minimal loss in signal-to-noise ratio. However, because the bank is discrete, the true signal

might not be present in the bank. Moreover, because data are noisy, the true signal parameters

can not be measured with absolute precision. At best, the parameters of the source can be

estimated within a certain range of uncertainty.

The latter characteristic suggests a Bayesian interpretation of the problem. Consider the detec-

tion of a gravitational-wave signal and the problem of estimating, for example, the luminosity

distance dL of the source. Given the true luminosity distance of the source, a frequentist
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approach would assume that there is a certain probability of measuring the data d. This

probability distribution is generally defined as the likelihood p(d|dL). In contrast, a Bayesian

approach assumes the data are known - or measured - and the uncertainty is on the quantity

to estimate, in this case dL. The probability distribution associated to the parameter is the

posterior p(dL|d).

Consider now the whole set of parameters θ⃗ which characterise a gravitational-wave template

h(θ⃗): the goal of gravitational-wave parameter estimation is to determine the characteristic of

the source that generates the observed detector strain data. Using a Bayesian approach it is

possible to estimate the probability distribution for the parameters, i.e. the posterior for θ⃗.

Using Bayes theorem, the posterior p(h(θ⃗)|d) can be written explicitly as

p(h(θ⃗)|d) = p(d|h(θ⃗))p(θ⃗)
p(d)

, (5.1)

where p(d|h(θ⃗)) is the likelihood of observing data d given a template h(θ⃗) and p(θ⃗) is the prior

for θ⃗. The prior encapsulates the preliminary knowledge on the distribution of the parame-

ters. Selecting a proper prior is particularly important: a poor choice can bias the posterior

distribution leading to a wrong estimation of the parameters [198,199]. p(d) is the evidence or

marginal likelihood:

p(d) =

∫
p(d|h(θ⃗))p(θ⃗) dθ⃗ . (5.2)

In Equation (5.1), p(d) simply acts as a normalisation constant because it is independent of the

parameters θ⃗. Although, a precise estimation of the evidence is important for Bayesian estima-

tions based on Nested Sampling [200]. The evidence can be used also to compare competing

models of the data [201].

Computing Equation (5.1) requires defining the likelihood, which represents the probability of

observing data d assuming that the signal has parameters θ⃗. For gravitational-wave applications,

the likelihood depends on the detector response and its noise. When the detector is perturbed

by a gravitational-wave signal h(t), its output is a time series d(t) = n(t) + h(t), where n(t) is

the interferometric noise. If the model h(θ⃗)1 is a good approximation of the signal, the residual

r(t) ≡ d(t)− h(θ⃗, t) should have the same distribution as the noise. Hence, since the noise can

be characterised with a multi-variate Gaussian distribution [202], the likelihood of observing d

is [203,204]
1Note that h(θ⃗, t) ̸= h(t). h is the real signal present in the data, while h(θ⃗) is the model used to describe

the signal.
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L = p(d|h(θ)) = 1

det(2πCn)
e−

1
2 r

†(f)C−1
n r(f) (5.3)

with f indicating that the quantity is in the frequency domain. Cn = ⟨n∗(f)n(f ′)⟩ is the noise

covariance matrix, where the angle brackets denote averaging over different realisations of the

noise. The most widely used inference codes for gravitational waves – (LALInference [205],

Bilby [206, 207], PyCBC Inference [208] and RIFT [209]) – further assume that the detector

noise is stationary. As shown in section 4.1, if the data are stationary the frequencies are

completely uncorrelated. Hence, the covariance matrix is diagonal and is fully described by

the noise PSD Sn(f). This approximation gives the likelihood function typically used for

gravitational-wave parameter estimation [205]:

L = p(d|h(θ)) = N exp

[
−2

∫ ∞

0

|r(f)|2

Sn(f)
df

]
, (5.4)

where N is a normalisation constant. Excluding periods where glitches are present, this model

accurately describes short segments of LIGO and Virgo data2. However, the assumption of

stationarity breaks down for periods of O(10) seconds [210], a smaller window than what is

typically needed to analyse binary neutron star mergers. Non-stationarity appears in Equation

(5.3) as off-diagonal terms in the covariance matrix [211]. Ref. [212] showed that ignoring these

terms would affect the width of the posterior, with more evident effects when the signal is

longer in duration. Nevertheless, accounting for non-stationarity increases the computational

cost in the estimation of the likelihood from O(N) to O(N2), where N2 is the number of

elements in the covariance matrix. This is prohibitive in particular for longer signals, therefore

non-stationarity are usually ignored.

Even assuming a diagonal covariance matrix as a fair approximation, non-stationary noise would

bias the estimation of the noise spectrum. As a workaround, a common approach is to compute

the PSD off-source, using data close to, but not containing, the detected signal. However,

this method assumes that the PSD is constant on off-source times, i.e. would otherwise have

been the same as the on-source except for the non-stationarity. Short-time variations in the

configuration of the detector or the environment can break this assumption, therefore the off-

source approach can produce poor estimates of the noise, in particular for long signals [213].

Moreover, this method has an intrinsic uncertainty which could introduce new biases in the

parameter estimation [214]. Marginalising over the statistical uncertainty reduces this effect on

the posterior distributions [215] but is ineffective in accounting for variations in the detector. A
2Note that even for periods affected by non-Gaussianities, analyses can be performed with noise transients

either subtracted or the frequency range of analyses restricted to limit the impact of the noise transient (e.g. [12,

72,73]).
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better approach could be to estimate the noise spectrum on-source using parametric models [210,

216] and including models of the non-stationarity. Unfortunately, as discussed in section 4.2,

non-stationarity can be extremely variable in frequency and duration. As a result, currently

there is no viable model that includes all possible manifestations of non-stationary noise.

While previous studies have investigated how to obtain more accurate inferences in non-stationary

data [217, 218], computing the full noise covariance matrix is the only correct way to fully ac-

count for non-stationarity in parameter estimation. Any other approach might result in inac-

curate estimations of the source parameters. Those differences could be crucial for applications

which require precise estimates of the parameters. In this chapter I investigate a significant

example in which the presence of non-stationary noise might raise concern: the measurement

of the expansion rate of the universe through gravitational-wave signals.

5.2 The estimation of H0

In the 1920s Edwin Hubble discovered that cosmological objects were receding from the Earth

at a velocity proportional to their distance: the Universe was expanding [219]. The rate of

expansion of nearby cosmological objects, also known as Hubble constant H0, is governed by

an extremely simple relation

cz ≈ H0dL , (5.5)

where dL is the luminosity distance of the source and z is its redshift, which accounts for

variations in the frequency of a wave as it travels through an expanding universe at the speed

of light c. Note that z is a cosmological redshift, i.e. it accounts only for the recession velocity

of the universe and not for the source’s peculiar motion. Currently, the correct value of the

Hubble constant is uncertain: measurements of the Cosmic Microwave Background indicates

lower values (H0 = 67.4 ± 0.5 km s −1 Mpc−1 [220]) while observations based on the local

distance ladder point to higher values (74.03 ± 1.42 km s−1 Mpc−1 [221]). The cause of this

tension, which has risen to the 4.4σ level [95,221,222], is still up to debate, but it might indicate

that new cosmological models are necessary to describe our Universe.

Gravitational waves could help solve this mystery, providing a completely independent and self-

calibrated measurement of H0. Because the radiation from binary mergers depends only on the

orbit of the system, CBCs are referred to as standard sirens, which means that identical mergers

always have the same luminosity. This property allows a direct estimation of the luminosity

distance of their source [93,94].

This can be shown more explicitly by looking back at Equation (1.17), which describes the
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evolution of the amplitude of gravitational waves generated in the inspiral phase of compact

binary mergers. Fixed the time of the merger, the only degrees of freedom which characterise the

gravitational-wave emission at the leading order are the chirp mass M, the luminosity distance

dL and the orbital inclination respect to the observer line of sight ι. Note that the detected

strain depends on the detector antenna response, therefore the signal measured in the data is

also a function of the sky location of the source. By decoupling the luminosity distance from

these parameters, gravitational-wave signals can be used to measure cosmic distances.

Since the phase evolution of the compact binary depends only on the mass of the system, the

chirp mass can be precisely calculated from the data. Extrinsic parameters instead remain

tightly coupled in single-detector observations. One way to reduce these degeneracies is to

measure the signal with multiple detectors which can help separate the polarisation components

of the signal and triangulate the location of the source up to a few degrees. When precise

measurements of the merger location are not available, the luminosity distance can be estimated

with higher uncertainties marginalising over the coupled parameters.

To probe the expansion rate of the universe, observations must also provide the redshift of the

source. Unfortunately, gravitational waves do not allow a direct measurement of the cosmolog-

ical redshift. The redshift is encoded in the strain amplitude measured by the detector through

the observed chirp mass Mdet which scales as

Mdet = M(1 + z) . (5.6)

This happens because the chirp mass controls the time-scale of the evolution of the orbit τ =

G(M)/c3. As this time-scale (or the frequency of the orbit) is redshifted, so is the chirp mass.

Because the two parameters can not be disentangled only from gravitational-wave observation,

this is known as mass-redshift degeneracy.

Luckily, BNS mergers are predicted to have rich EM emissions. EM counterparts, such as

kilonovae or gamma-ray bursts, allow astronomers to identify the host galaxies [223, 224] from

which they can measure the cosmological redshift through EM observations. EM counterparts

can also provide more precise information about the location of the source, breaking the de-

generacy between the luminosity distance and other extrinsic parameters, and hence enabling

a more precise estimation of the luminosity distance.

The first estimation of H0 from standard sirens [225] gave results broadly consistent with

other measurements found to date [226]. However, multiple multi-messenger detections (i.e.

gravitational-waves and EM detections) are required to improve the accuracy; several studies

predict a 1% H0 measurement accuracy is achievable with O(100) detections [227–230]. This
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would break the tension on H0.

5.2.1 A Bayesian approach

Information from multiple gravitational-wave detections is combined using a Bayesian approach.

The posterior probability on H0 can be calculated from a set of gravitational-wave data xGW

associated with Ndet detections as

p(H0|xGW , DGW , I) ∝ p(H0|I)
Ndet∏
i=1

p(xGW,i|DGW,i,H0, I) , (5.7)

where DGW indicates that a signal is detected in the data and I encapsulates the remaining

information about the cosmological model. p(H0|I) is the prior onH0 and p(xGW,i|DGW,i,H0, I)

is the likelihood of observing the data given a certain cosmological model and the presence of

a gravitational-wave signal. In the standard sirens approach, the gravitational-wave data are

assisted by an EM counterpart detection. Information from EM data xEM can be included in

the likelihood, which for a single multi-messenger detection can be factorised as

p(xGW , xEM |DGW , DEM ,H0, I) =
p(xGW |H0, I)p(xEM |H0, I)

p(DGW |H0, I)
, (5.8)

where DEM indicates that an EM signal was observed and p(xEM |H0, I) is the likelihood for

EM data. The denominator accounts for the detectability of gravitational-wave signals3, hence

it informs the likelihood that it is only possible to detect signals that generate a high enough

response in the detectors. Calculating p(DGW |H0, I) requires to integrate over all detectable

realisations of gravitational-wave signals [225, 228]. This depends on the distribution of com-

pact binaries but also on the detector response to signals. The individual gravitational-wave

likelihood p(xGW |H0, I) is estimated from the posterior samples of an event. The parameters

which have cosmological implications are the luminosity distance, dL, and the sky location,

Ω = (α, δ)4. Assuming dL and Ω to be uncorrelated, it is possible to obtain the likelihood

as
3The denominator of Equation (5.8) should further include a term describing the detectability of the EM

counterpart. However, the sensitivity of EM detectors extends well beyond the distance to which compact

binaries are detectable, therefore this term can be ignored.
4Calculating the detectability of gravitational-wave signals requires to marginalise over the source frame

mass distribution. Instead, gravitational-wave data provide information on the detector frame masses. For

consistency, when calculating the likelihood it is necessary to remove the detector-frame mass prior from the

posterior and re-weighting samples with the source-frame mass prior [196]. However, this correction is negligible

for low redshift, therefore I neglect it in the discussion.
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p(xGW |dL(z,H0),Ω, I) ≈
p(dL|xGW , I)

p(dL)

p(Ω|xGW , I)

p(Ω)
, (5.9)

where p(dL) and p(Ω) are the priors for dL and Ω.

5.2.2 Uncertainty in the estimation of H0

An accurate estimation of the H0 posterior will depend crucially on the understanding of

the systematic uncertainties in both EM and gravitational-wave observations. One source of

systematic error related to the observation of the EM counterparts regards the peculiar velocity

field of the host galaxy [231–233]. The uncertainty on the peculiar velocity is dominant only

for extremely close events and is negligible for most of the expected future detections.

An additional bias can arise from mis-modelling the kilonova signal on the inclination [234].

Numerical relativity simulations indicate that the kilonova emission is aspherical (see for exam-

ple [235]), therefore EM observations could be used to inform the gravitational-wave parameter

estimation on the system inclination. This would help to break the degeneracy between the

distance of the binary and its orbital inclination [236], improving the precision of distance

estimation, and reducing the uncertainty on H0 [237,238]. However, estimations of the inclina-

tion from the kilonova are very dependent on the model and will require significant theoretical

advances to become robust [239].

Currently, the known dominant systematic uncertainty in the standard sirens approach is due to

the gravitational-wave data. The main source is the calibration of the detector, with uncertainty

in the amplitude of the calibrated strain below 2% in both LIGO [7, 240] and Virgo [8, 241]

detectors. This uncertainty should decrease in future observing runs, but, even at the current

level, does not limit the resolution of the H0 tension [242].

An unaccounted source of systematic uncertainty could arise from mis-modelling the noise in

the gravitational-wave detectors. This can affect both the event detectability and the likelihood

of gravitational-wave data in equation (5.8).

In the estimation of H0, the calculation of the detectability relies on two simplified assumptions:

the noise PSD is constant in time, and that detections are only defined based on a threshold

in SNR. In particular, for each detector the PSD is approximated with a reference noise curve

which is usually calculated during periods of best sensitivity in an observing run. In reality, the

PSD fluctuate during an observing run, and non-stationarity can increase the severity of these

fluctuations. In addition, using a fixed threshold in SNR is not consistent with search pipelines,

which instead account for the detectors’ data quality using appropriate detection statistics.

This distinction might affect in particular events marginally close to the detection threshold,
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which might be preferentially included when the noise adds power to the signal. A better

choice would be to use a ranking statistic which accounts for variations in the noise and impose

a threshold on the false alarm rate instead. Because the difference between selection criteria is

reduced at higher SNR, choosing a conservative SNR threshold (network SNR greater than 11)

can mitigate this effect. Therefore, a safe choice to avoid systematic biases in the estimation

of H0 is to consider only louder signals [197]. However, this reduces the sample of signals,

requiring longer observations to reach the desired sensitivity in the estimation in H0.

Non-stationarity can also affect the calculation of the gravitational-wave likelihood, which re-

quires estimating the posterior on the localisation volume of each considered event. Even

assuming the EM counterparts provide precise information on the sky location, non-stationary

noise could affect the estimation of the luminosity distance. Variations in the shape of the

posterior distribution could affect the number of detections necessary to reach a few per cent

measurement of H0. More importantly, non-stationary noise could bias the estimation of H0.

Therefore, accurate measurements of H0 require to account for non-stationarity in both the

selection of gravitational-wave signals and the estimation of the merger parameters. In the

remainder of this chapter, I focus on the effect of non-stationary noise in the estimation of the

luminosity distance, which affects the gravitational-wave likelihood.

The effect of mis-modelling the noise in the parameter estimation of gravitational-wave signals

can be estimated analytically by assuming the linearised signal approximation (LSA) [243],

where the template waveform h(θ) is expanded as a linear function of the true signal h0 across

the expected uncertainties of the parameters [212]. With this approximation and using an

uninformative prior, the maximum likelihood of the parameters averaged over non-stationary

Gaussian noise realisations is an unbiased estimator of the true source parameters, which means

that mis-modelling the noise does not affect the posterior mode. Non-stationarity affects only

the uncertainty on the posteriors, which is mis-estimated in particular for longer signals like

BNS [212].

Although the LSA is a good baseline to understand the effect of non-stationary noise in simple

cases, it is impractical for real data, being valid just for high SNR signals. As shown in

[243], correctly estimating the parameters for low-SNR signals requires higher orders in the

template expansion. Moreover, the prior can not be easily handled analytically for non-flat or

non-Gaussian priors. Including an informative prior can bias the estimation, introducing noise-

dependent terms in the posterior mode. As discussed in section 5.3.1, the luminosity distance is

generally estimated by adopting a uniform prior in Euclidean volume, therefore mis-estimating

the noise could also bias the luminosity distance posterior.

In the remainder of this chapter I investigate how non-stationary noise affects the estimation
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Figure 5.1: PSD variation (vs) distribution in LIGO Livingston based on data for O2 (blue),

O3 (orange) and, estimated, O4 (green). The black curve shows the expected distribution in

Gaussian stationary noise based on O3 data. The vertical red dashed line shows the limit over

which I consider data to be non-stationary.

of the luminosity distance of BNS signals from gravitational-wave data, assuming the detec-

tion of an electromagnetic counterpart. I use publicly available LIGO and Virgo data from

the O3a [170, 244]. Because computing the noise covariance matrix is currently prohibitive,

accounting for non-stationarity in parameter estimation will require developing new solutions.

Here, I aim to determine if this effort is necessary to solve the Hubble tension.

5.2.3 Non-stationary noise in LIGO and Virgo data

To obtain an accurate measurement of H0, the standard sirens method requires combining

several multi-messenger detections of binary neutron stars. In the previous section, I showed

that non-stationary noise can affect the parameter estimation for longer signals. Now I estimate

how many signals could be detected, on average, in non-stationary data.

I identify non-stationary noise using the approach described in chapter 4. This method relies

on modelling the relation between the noise spectrum computed over a short stretch of data

(typically 8 seconds) and a longer segment of time (512 seconds) with a frequency-independent

factor, vs, such that Sn(short) = vsSn(long) [166]. The time series vs(t), also called PSD vari-

ation statistic (introduced in chapter 4), depends only on the amplitude of the non-stationarity

102



and is completely independent of the shape of the noise. As shown in section 4.4.1, in Gaussian

and stationary noise, the PSD variation statistic is well modelled by a Gaussian distribution

with mean 1 and variance depending on the bandwidth of the detector. The black curve in

Figure 5.1 represents the expected distribution based on O3 data from LIGO Livingston. As

shown in Figure 5.1, non-stationarity appears as a tail of high vs values. For simplicity, here I

consider vs > 1.2 as an indicator of non-stationarity in the data. With this approximation, I

found that the fraction of non-stationary data in the LIGO detectors almost doubles between

O2 and O3a. During O3a ∼2% of LIGO Hanford and LIGO Livingston data and ∼1% of Virgo

data are non-stationary. Randomly placing 10,000 signals of 128 seconds in duration in the

data, I found that 15% of the signals would lie in non-stationary noise in at least one detector

for 10 or more seconds around the merger time. Therefore, an average of more than 1 in 7 BNS

detections could have been affected by non-stationary noise during O3a.

Assuming the fraction of non-stationary data to be linearly dependent on the sensitivity of

the detectors it is possible to predict the levels of non-stationarity in LIGO Livingston for the

next two observing runs [245]. The assumption is consistent with the rate of non-stationarity

observed in LIGO data from the first three observing runs. On average 4% and 9% of data

are to be expected non-stationary respectively for O4 and O5. Figure 5.1 shows the measured

distribution of the PSD variation of LIGO Livingston for O2, O3a and the estimation for O4.

For O4, I assume an average BNS range of 180 Mpc. Similar values can be predicted for

LIGO Hanford, showing that considering non-stationarity will be increasingly important in the

future.

5.3 Estimating the effect of non-stationary noise

In order to investigate the effect of non-stationary noise in the estimation of the luminosity

distance, I add a population of 467 simulated binary neutron stars to O3a LIGO and Virgo

data. I target 29 separate periods of non-stationary data in LIGO Livingston, with a varying

duration between 25 and 200 seconds. The spectrograms of the selected periods are shown in

Appendix A. For these segments, I require the data in LIGO Hanford and Virgo to be stationary.

In fact, coincident periods of non-stationarity are rare for ground-based detectors, representing

less than 2% of the total non-stationarity time. Future observing runs will present more periods

of coincident non-stationarity due to the larger fraction of non-stationary data; although it is

unlikely this will represent the dominant scenario.

For the main analysis, I consider only signals with network SNR greater than 12. I choose

this detection threshold in order to analyse signals which are confidently detected by search

pipelines even in non-stationary noise. This choice is consistent with similar analyses [197,242].

Finally, I estimate the luminosity distance for each signal using a Bayesian approach. The
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Figure 5.2: Distribution of the network SNR and luminosity distance for a population of

467 simulated binary neutron star signals added in stationary (Top) and non-stationary noise

(Bottom). I select signals with network SNR greater than 12. The great majority of simulated

signals are rejected. Note that some signals are selected only in stationary noise and vice versa.

Indeed, variations in the noise make the SNR vary for identical signals.
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Figure 5.3: Time-frequency spectrogram of stationary (left) and non-stationary data (right)

measured by LIGO Livingston during the LIGO and Virgo third observing run.

results are compared with an equivalent analysis made over stationary noise close in time (but

not overlapping) with the targeted non-stationarity segments. The detectors’ sensitivity to

gravitational-wave signals varied considerably during O3a due to adjustments in the configura-

tion of the interferometers. Considering adjacent times reduces the possibility of any variation

which could affect our investigation. Figure 5.2 shows the distribution of selected signals in

network SNR and luminosity distance. 80% of signals are detected in both stationary and non-

stationary noise. The remaining detections vary between the two sets. This is due to variations

in the noise which affect the matched-filter SNR of the injections. Note that non-stationarity

tends to increase the matched-filter SNR: the effect is particularly visible for signals below the

detection threshold.

The targeted periods of non-stationary noise have PSD variation values between 1.2-3, which

constitutes 80% of all non-stationarity during O3a. As shown in chapter 4, higher values

generally indicate extreme non-stationarity or very short bursts of excess power [70,71,246] that

are likely to be identified and removed before performing the parameter estimation analysis.

Figure 5.3 shows two time-frequency spectrograms of LIGO Livingston data for one targeted

time and its adjacent closest period of stationary noise. Non-stationarity appears as power

excess of unknown origin distributed around 50 Hz.

5.3.1 Details on the simulated signals

I simulate a population of non-spinning binary neutron stars with detector-frame chirp mass

Mdet [247] uniformly distributed between 1.7 and 1.9 M⊙ and a mass ratio between 0.75− 1.

I distribute mergers uniformly in Euclidean volume, extracting the signals from a prior in

luminosity distance π(dL) ∝ d2L [11, 85] between 20 and 400 Mpc. This approximation is

appropriate to describe the observed population of BNS in the luminosity range considered (20-
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400 Mpc) [207]. To reduce the computational cost I neglect tidal effects; tidal parameters do

not contribute to the waveform amplitude and are not correlated with the luminosity distance.

The choice of non-spinning injection is justified by the expected low number of events with high

spins (e.g. [248]). Moreover, none of the BNS signals detected so far by the LIGO and Virgo

Collaborations were consistent with high spins (e.g. [12]). The signals are generated using the

waveform model IMRPhenomPv2 [249, 250] with a low frequency cut off of 20 Hz. This model

has a low computational cost and provides a good approximation for a BNS system if the tidal

effects are neglected. I fix the sky position of the signals to the optimal location for our targeted

detector, i.e. on the zenith for LIGO Livingston. With this choice each signal has the highest

SNR in the detector which presents non-stationary noise, therefore the effect of non-stationarity

on the detection is maximised.

I injected the signals in individual stretches of data, separating the merger times between simu-

lations by 4 seconds. This is to avoid correlation between the estimations [251–253]. I calculate

the PSD using the off-source approach as described in Ref [127], using the Welch method for

1024 seconds of data. Despite being sub-optimal compared to the on-source method, this ap-

proach is much faster for longer signals and is therefore preferable for population studies.

I then use Bilby with the Dynesty sampler [254] to estimate the parameters of the injections.

For each signal, I analyse 128 seconds of data using IMRPhenomPv2 model in its reduced order

quadrature approximation to reduce the computational cost [255,256]. The analysis uses priors

consistent with the generated population of signals. Moreover, assuming the EM counterpart

would allow uniquely identifying the host galaxy, the sky location is fixed to the injected

value. While this is an optimistic scenario, this assumption drastically improves the accuracy

in the estimation of the luminosity distance, helping to isolate and highlight the effect of non-

stationarity. I assume the EM counterpart does not provide any information on the binary

inclination angle.

5.3.2 Results

I first present the results for a representative sample of the simulated signals. Figure 5.4

shows the luminosity distance posterior distributions obtained for identical signals detected in

stationary and non-stationary noise. The effects of non-stationarity appear to vary for different

signals. Detections labelled as 1 and 5 appear to be over-constrained in non-stationary noise,

with the 25th and the 75th percentiles of the luminosity distance posterior closer to the median.

Instead, simulations 2, 3 and 4 are mainly shifted towards smaller luminosity distance values.

Considering only signals simultaneously detected in both stationary and non-stationary noise, I

found that the median distance is reduced on average by 1.4%. Similarly, the 25th and the 75th

percentiles are shifted on average by 1.1% and 1.5%, suggesting non-stationarity might cause
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Figure 5.4: Luminosity distance posteriors for 6 simulated signals added in stationary (blue)

and non-stationary noise (orange). Each posterior is centred around the true value of the

simulated signal. The dashed lines show the quartiles of the distributions.
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Figure 5.5: Results of 100 injections recovered in stationary and non-stationary noise. The grey

regions cover the cumulative 1,2 and 3 σ confidence intervals accounting for sampling errors.

The blue lines represent the cumulative fraction of real luminosity distances found within this

confidence interval (C.I.). Luminosity distance p-values for stationary and non-stationary noise

are displayed in parentheses in the plot legend. The luminosity distance p-value for stationary

noise is 0.759, consistent with the p-value being drawn from a uniform distribution.
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a rigid shift of the luminosity distance posteriors. In addition, including all remaining signals,

I found the median of the luminosity distance posteriors to be lower than the correspondent

true value for 58% of the signals in non-stationary noise, in contrast with the 47% for signals in

stationary noise. These differences give the first hints on the possible presence of systematics in

the estimations in non-stationary noise. However, directly comparing the posterior distributions

obtained with and without non-stationary noise for each event is not sufficient to identify

systematic biases. In fact, different realisations of stationary Gaussian noise might also cause

the inferred parameters to vary.

To verify if the observed distortions could be explained as random variations of the noise, I

compare the luminosity distance posteriors by computing the normalised cumulative fraction of

true luminosity distances which lie within a measured confidence interval [257]. This approach

is commonly used to identify biases in the inference of gravitational-wave sources [207, 208,

258–261]. Figure 5.5 shows the results for 100 randomly selected injections in stationary and

non-stationary noise. This is generally referred to as a P-P plot. If the inference is unbiased the

fraction of events in a particular confidence interval is drawn from a uniform distribution. Hence,

the expected cumulative distribution would lie on the diagonal of the plot with some scatter

due to Poisson error. The shaded regions delimit the expected 1, 2 and 3-sigma error given the

number of events. For signals injected in non-stationary noise, the cumulative distribution is

systematically below the diagonal, exceeding the 2-sigma error for confidence intervals between

0.6 and 0.8.

I test the consistency between the measured curves and the diagonal line using the Kolmogorov-

Smirnov (KS) statistic. For unbiased parameter estimations the two-tailed p-value is uniformly

distributed between 0 and 1. Therefore, a p-value < 0.05 will occur once in 20 times. For

the curves in Figure 5.5 the resulting p-values are 0.759 and 0.070 for stationary and non-

stationary noise respectively. A smaller p-value indicates that the measured curve is unlikely to

be randomly extracted from the assumed distribution if the sampler is unbiased. In particular,

there is just a 7% chance to obtain a more extreme curve than the one measured from events

in non-stationary noise. As shown in Table 5.1, I obtained higher p-values when increasing the

cut in SNR, showing that the distortion is reduced for louder signals. However, even for louder

signals the PP-plot presents similarities with Figure 5.5.

5.3.3 Bias in luminosity distance

The inconsistencies observed in the P-P plot can originate from systematic biases in the esti-

mated luminosity distance in non-stationary noise. For example, power excess in the data can

increase the matched-filter SNR of the detection, decreasing the estimated luminosity distance.

However, a lower p-value can also arise from over-constraining the posterior. If the posterior
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Figure 5.6: Different ways to bias a posterior distribution. The original distribution of lu-

minosity distance samples is shown with blue histograms, while a black line indicates the true

value of the luminosity distance. In the top plot, the distribution is uniformly shrank around

its median value. Increasing values of σb indicates a greater reduction of the samples variance.

In the bottom plot the luminosity distance samples are shifted by a constant value ∆dL.
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Figure 5.7: Results for 100 BNS injections in simulated Gaussian noise. The top plot shows

the variation of the luminosity distance p-value as a function of the bias artificially introduced

in the luminosity distance posterior samples. Higher values of ∆dL indicate a bigger shift in

the posteriors (see also Figure 5.6). For each level of bias, I calculate the Kolmogorov-Smirnov

p-value for 100 posteriors randomly selected. The blue line represents the median luminosity

distance p-value from 50 different random samplings. The blue area delimits the 5th and the

95th percentiles of the p-value distribution. The red dashed line shows the p-value measured

for events in non-stationary noise. The bottom plot shows how the bias distorts the cumulative

fraction of injected luminosity distances found within the confidence interval for ∆dL = 0.047.

This value corresponds to the intersections between the blue and red lines in the upper plot,

i.e. the median bias associated with the non-stationary p-values.
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Figure 5.8: Results for 100 BNS injections in simulated Gaussian noise. The top plot shows

the variation of the luminosity distance p-value as a function of the bias artificially introduced

in the luminosity distance posterior samples. Bigger values of σb indicate that the posteriors are

more over-constrained (see also Figure 5.6). For each level of bias, I calculate the Kolmogorov-

Smirnov p-value for 100 posteriors randomly selected. The blue line represents the median

luminosity distance p-value from 50 different random samplings. The blue area delimits the

5th and the 95th percentiles of the p-value distribution. The red dashed line shows the p-value

measured for events in non-stationary noise. In the bottom plots I show how the bias distorts

the curve in the P-P plot for σb = 0.25. This value corresponds to the intersections between the

blue and red lines in the upper plot, i.e. the median bias associated with the non-stationary

p-values.
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SNR cut 12 13 14

stationary 0.759 0.535 0.468

non-stationary 0.070 0.161 0.368

Table 5.1: Luminosity distance p-values for stationary and non-stationary noise as a function

of the SNR cut imposed.

is over-constrained a larger fraction of events will appear in a lower confidence interval and a

smaller fraction for higher intervals. This distortion with respect to the predicted curve would

lower the p-value.

To investigate these two scenarios and quantify the bias, I repeat the analysis described in

section 5.3.2 adding 800 signals in simulated Gaussian stationary noise. For consistency with

the analysis in real data, I require a network SNR>12, which yields a final sample of 153

signals.

For each signal I artificially bias the estimated luminosity distance posterior dL by shifting the

distribution by a constant value ∆dL, such that:

dL,biased = dL −∆dL × dL,inj , (5.10)

where dL,inj is the injected luminosity distance. The bottom plot of Figure 5.6 shows the

resulting posteriors applying a shift of ∆dL = 0.1 and ∆dL = 0.2. Then, I calculate the K-

S p-value by randomly selecting 100 signals. To consider variations in the estimated p-value

due to selection effects, the calculation is repeated for 50 different random samples of signals.

Finally, I investigate the relation between the p-value and the bias by repeating this procedure

for increasing values of ∆dL and re-estimating the p-value for each iteration.

I perform a similar test to understand the effect of over-constraining the posterior. In this case

I uniformly shrink the distribution around the median luminosity distance. As shown in the top

plot of Figure 5.6, this modification has the effect to reduce the sample standard deviation of the

luminosity distance distribution σ(dL) by a factor σb for each signal. For example, a σb = 0.1

refers to a 10% reduction of the standard deviation of the luminosity distance distribution for

each signal.

The top plots of figures 5.7 and 5.8 show the evolution of the luminosity distance p-value as a

function of the bias introduced in the posteriors for the two cases. The blue line represents the

median p-value for each level of bias. The blue area encloses all estimated values between the 5th
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and the 95th percentiles. The relation between the p-value and the bias is monotonic, with lower

p-values indicating greater biases. Indeed, greater distortions of the posterior distribution makes

the assumption that the sampler is unbiased more unlikely. These plots give an indication of

the bias associated with the p-value observed for events in non-stationary noise, which is shown

in the figures with a red dashed line. The measured p-value is consistent with a 4.7+2.1
−1.7%

systematic underestimation of the measured luminosity distance or a 25+6
−5% reduction in the

dispersion of the posteriors distribution. In the bottom plots of figure 5.7 and 5.8 I show how

these two biases distort the P-P plots. Reducing the sample variance induces an S-shape in

the cumulative fraction of injections found in each confidence interval, increasing it for lower

confidence intervals and decreasing it for higher levels. Instead, reducing the mean of the

posteriors systematically decreases the cumulative fraction of real luminosity distances in each

confidence interval. Qualitatively comparing these plots with Figure 5.5 it is possible to conclude

that the measured dominant effect of non-stationary noise is a systematic underestimation of

the luminosity distance.

5.3.4 Considerations on the estimation of H0

In principle, a 4.7% systematic underestimation of the luminosity distance of the source com-

bined with the other expected systematic uncertainties could dramatically affect the accuracy

of the estimation of H0 using standard sirens. Despite this inaccuracy, standard sirens would

still help to break the H0 tension. Consider the worst case, in which the systematics due to

non-stationarity and calibration simply add up. Considering a 1% calibration error, this would

correspond to a 5.7% systematic underestimation of the luminosity distance, i.e. 5.7% higher

values of H0. Assume the early universe estimation of H0 (67.4±0.5 km s−1 Mpc−1 [220]) to be

correct. The aforementioned systematics would lead to H0 = 71.2±0.7 km s−1 Mpc−1, in which

the estimation is assumed to be Gaussian distributed with a 1% error. In this case, the effect of

non-stationary noise would make the standard sirens estimation fall between the early universe

measurement and the local distance ladder estimation of H0 (74.03±1.42 km s−1 Mpc−1 [221]).

Therefore, none of the two hypotheses would be confidently excluded. In the worst case pre-

sented in Figure 5.7, i.e. a 6.8% underestimation of the luminosity distance, the standard sirens

method could also favour the wrong hypothesis.

However, the analysis provides an upper limit in the shift of the luminosity distance due to

non-stationary noise. The bias is estimated assuming the underestimation is the only source of

distortion of the posterior distributions. In fact, the lower p-value measured in non-stationary

noise is likely to be the result of various effects. Moreover, to reach the precision of a few

per cent required to solve the current tension on the estimation of H0 it may be necessary

to combine at least ∼50 standard sirens [229]. Of them, just a fraction will be affected by

non-stationary noise, hence the error on the estimation will be reduced. On the other hand,
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the number of standard sirens required to attain the necessary precision may be reduced by

additional EM constraints on e.g., source orientation, as with GW170817 [233, 238], and this

could further compound any present bias. Therefore, assessing the level of non-stationarity for

individual BNS detections will be important in confidently presenting estimates of H0 free from

significant bias.

Other methods to estimate H0 which rely on shorter signals like binary black holes will also

be important to improve the accuracy on H0 [196, 262–264]. These approaches require shorter

periods of data, therefore the effect of non-stationary noise will be less important.

5.4 Summary, Limitations and Future Development

In this chapter I have discussed how non-stationary noise can affect the parameter estimation of

compact binaries using data from ground-based detectors. In particular, I investigated whether

the presence of non-stationarity in LIGO and Virgo data introduces a new source of systematic

error in the estimation of the Hubble constant through the standard sirens approach. The

problem is particularly important for longer duration signals such as BNS, for which longer

periods of data are required, making the parameter estimation more vulnerable to fluctuations

in the detector noise. During O3a non-stationarity accounts for 2% of the overall LIGO data.

By placing simulated BNS signals of 128 seconds in length throughout O3a data, I found that

1 in 7 BNS signals merger times could have fallen in non-stationary noise. More importantly,

this fraction is predicted to increase, with non-stationarity that will reach an estimated 4% and

9% of the overall data for O4 and O5 respectively.

By adding simulated BNS signals in stationary and non-stationary data from O3a, I explored

the issue of non-stationarity and how it affects the estimation of the luminosity distance of the

source. I compared the luminosity distance posteriors obtained in the two cases calculating

the cumulative fraction of true luminosity distances which lie within a measured confidence

interval. I employ the Kolmogorov-Smirnov test to estimate the consistency of the results

with the theoretical predictions. I found a lower p-value (0.070) for events in non-stationary

noise, showing that the null hypothesis of an unbiased estimation is unlikely. In order to

understand the magnitude of the misestimation, I artificially bias the posteriors of BNS signals

estimated in simulated Gaussian and stationary noise. The p-value measured for signals in

non-stationary noise is consistent with a systematic underestimation of the luminosity distance

by up to 6.8%.

The estimated bias in the luminosity distance is an upper limit and does not automatically

translate to an expected systematic error in the estimation of H0. First, just a fraction of the

BNS-like gravitational-wave detections will be measured in non-stationary noise. It is estimated
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that O(100) joint gravitational-wave and EM detections are needed in order to infer H0 to an

accuracy of 1%. Therefore the combination of these O(100) signals, of which ∼ 15% may be

affected by non-stationarity, is unlikely to have a large effect on the accuracy of H0. Moreover,

binary black hole detections are expected to give an important contribution to improve the

accuracy of H0 [265]. The duration of these signals is of the order of seconds, making the effect

of non-stationary noise less important. Therefore, I do not expect non-stationary noise to be a

crucial factor in the accuracy of H0 using data from second generation (2G) detectors.

However, until gravitational-wave inference methods fully account for non-stationary noise,

assessing the level of non-stationarity in the data, in particular for louder signals, will be

crucial to exclude biases in the H0 estimation. In addition, other methods to mitigate the effect

of non-stationarity in the parameter estimation could be considered. For example, the PSD

could be corrected locally using the PSD variation statistic as proposed in Ref. [266].

The next generation (3G) of gravitational-wave detectors, such as the Einstein Telescope [267,

268] and Cosmic Explorer [269, 270], with their increased sensitivity at lower frequencies,

will detect much longer duration gravitational-wave signals than current 2G detectors. Non-

stationarity will still be an issue in these detectors, although it is impossible to predict, just

yet, whether it will be at similar levels or worse than what observed in the 2G detectors. Either

way, non-stationarity will have to be considered in the interpretation of long duration signals

in 3G detectors to ensure this form of noise does not impact key scientific conclusions.
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Conclusion

“ Hey you,

don’t tell me there’s no hope at all

Together we stand, divided we fall”
Pink Floyd - Hey you

The recent detections of gravitational waves have opened a new era in astronomy. Finally,

astronomers can observe astrophysical phenomena not only from the light they emit, but also

from the perturbations they cause in the fabric of spacetime. Ground-based interferometers can

detect gravitational waves from compact binary mergers, providing insights about the physical

properties of these systems. These observations have already provided extraordinary evidence

about the nature of compact objects, giving the first direct evidence of the existence of black

hole binaries and enabling the multi-messenger detection of a binary neutron star system. In the

future, gravitational waves could help astronomers to answer some of the most debated topics

in astrophysics, like how compact objects form and evolve, the internal structure of neutron

stars, and also what is the true expansion rate of the Universe.

However, from great detectors come great responsibilities. Gravitational-wave interferometers

are extremely sensitive: the slightest perturbation from the environment can introduce addi-

tional noise in the data. As a result, interferometric data are highly unstable and filled with

noise artefacts. The non-ideal detector output is problematic for searches and parameter es-

timation pipelines which assume that the detector noise is Gaussian and stationary. In this

thesis, I have characterised how the non-stationary and non-Gaussian nature of the interfero-

metric data affects astrophysical analyses of CBC sources, proposing new methods to mitigate

their impact.

In chapter 3 and chapter 4, I discussed new methods to improve CBC search pipelines based

on matched filtering. First, I proposed a method to better include information from LIGO

auxiliary sensors. These can indicate the origin of noise artefacts and can be used in searches

to mitigate their effects. In addition, I developed a new approach to account for non-stationarity
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in the estimation of the noise PSD, which is crucial to correctly estimate the SNR of signals

in the presence of non-stationary noise. I demonstrate that both these methods systematically

increase the sensitivity of the PyCBC search pipeline, showing that assessing the quality of the

data is not a mere exercise, but is crucial to effectively extract gravitational-wave signals from

the data.

Once signals have been identified, noise artefacts pose a new challenge as they can bias the esti-

mation of compact binaries parameters. In chapter 5, I focused on the effect of non-stationarity

in the estimation of the luminosity distance of the source, which is relevant to cosmological

analysis using gravitational-wave data, in particular in the estimation of the expansion rate of

the universe (H0). Despite non-stationarity of the same level of O3 should not jeopardise the

accuracy of H0, the investigation clearly indicates that evaluating the stationarity of the noise

is crucial to obtain unbiased estimations of the properties of gravitational-wave signals.

Note that the identification of noise artefacts and the mitigation of their impact on data analysis

will be increasingly important in the future. The relatively low rate of detections during the

first three LIGO and Virgo observing runs allowed data quality experts to visually inspect

the data around each signal, validating the detections and indicating if further processing

was required. While this may still be necessary in the future, the growing rate of detections

expected in the next observing runs will require the development of automatic techniques to

accurately assess the quality of the interferometric data and support scientists in astrophysical

analysis. The investigation and tools presented in this thesis aim to highlight the importance

of characterising the detectors and to make a step toward pipelines which can perform accurate

analysis of gravitational-wave signals even in the presence of non-idealised data.

To conclude, I want to share my view on the role of the gravitational-wave community in the

wider society. The detection of gravitational waves has been the result of a huge collective

effort, being one of the greatest manifestations of human determination and creativity in the

last century. This has been possible through the work of a few geniuses and thousands of

hard-working, passionate people who shared a common goal. In this sense, the history of

gravitational-wave astronomy and more widely all sciences should inspire society, showing that

the greatest achievements come only when people collaborate. In this times of great challenges

for the whole world, I look at astronomy as a glimpse of hope for a better future.
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Appendix A: Non-Stationarity

The following figures show the spectrograms of LIGO Livingston data used in the analysis

described in chapter 5. Each selected period presents a form of non-stationarity. This sample is

representative of the typical artefacts which cause appreciable variations in the LIGO detector

noise PSD during the O3a. It is possible to identify mainly two classes of non-stationarity. The

first class, which generates from scattered light within the detector, appears in the spectrogram

with arches of variable short duration. This is the case, for instance, of the top plots in Figure

A.1. In the top left plot the arches appear to be modulated by a slower oscillation, probably

due to seismic noise. The bottom plots of Figure A.1 belong to the second class of variations.

These artefacts, generally called “Scratchy” [178] are an example of unmodelled source of non-

stationarity in LIGO data. Some of the selected periods are not part of these categories, showing

clearly the variability of noise artefact in LIGO detectors.
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Figure A.1: Examples of non-stationarity in LIGO Livingston data. Each spectrogram shows

32 seconds of data centred on times reported in the labels.
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Figure A.2: Examples of non-stationarity in LIGO Livingston data. Each spectrogram shows

32 seconds of data centred on times reported in the labels.
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Figure A.3: Examples of non-stationarity in LIGO Livingston data. Each spectrogram shows

32 seconds of data centred on times reported in the labels.
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Figure A.4: Examples of non-stationarity in LIGO Livingston data. Each spectrogram shows

32 seconds of data centred on times reported in the labels.
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